[image: Cover]
Table of Contents
Title Page
Copyright Page
Dedecation Page
Contents
Preface
Chapter 1 - Overview and Java Review
1.1 - Data Structures
1.1.1 - What is Data?
1.1.2 - What is a Data Structure?
1.2 - Selecting a Data Structure
1.2.1 - The Data Structure's Impact on Performance
1.2.2 - Determining the Performance of a Data Structure
1.2.3 - The Trade-Off Process
1.3 - Fundamental Concepts
1.3.1 - Terminology
1.3.2 - Access Modes
1.3.3 - Linear Lists
1.3.4 - Data Structure Operations
1.3.5 - Implementing a Programmer-Defined Data Structure
1.3.6 - Procedural Abstractions and Abstract Data Types (ADTs)
1.3.7 - Encapsulation
1.4 - Calculating Speed (Time Complexity)
1.4.1 - Big-O Analysis(O Standing for Order of Magnitude)
1.4.2 - Algorithm Speed
1.4.3 - Relative Speed of Algorithms
1.4.4 - Absolute Speed of an Algorithm
1.4.5 - Data Structure Speed
1.5 - Calculating Memory Overhead (Space Complexity)
1.6 - Java Review
1.6.1 - Arrays of Primitive Variables
1.6.2 - Definition of a Class
1.6.3 - Declaration of an Object
1.6.4 - Accessing Objects
1.6.5 - Standard Method Name Prefixes
1.6.6 - Shallow and Deep Copies
1.6.7 - Declaration of an Array of Objects
1.6.8 - Objects that Contain Objects as Data Members
1.6.9 - Classes that Extend Classes, Inheritance
1.6.10 - Parent and Child References
1.6.11 - Generic Types
Knowledge Exercises
Programming Exercises
Chapter 2 - Array-Based Structures
2.1 - The Built-in Structure Array
2.1.1 - Multidimensional Arrays
2.2 - Programmer-Defined Array Structures
2.2.1 - Unsorted Array
2.2.2 - Sorted Array
2.2.3 - Unsorted-Optimized Array
2.2.4 - Error Checking
2.3 - Implementation of the Unsorted-Optimized Array Structure
2.3.1 - Baseline Implementation
2.3.2 - Utility Methods
2.4 - Expandable Array-Based Structures
2.5 - Generic Data Structures
2.5.1 - Design Considerations
2.5.2 - Generic Implementation of the Unsorted-Optimized Array
2.5.3 - Client-Side Use of Generic Structures
2.5.4 - Heterogeneous Generic Data Structures
2.6 - Java's ArrayList Class
Knowledge Exercises
Programming Exercises
Chapter 3 - Restricted Structures
3.1 - Restricted Structures
3.2 - Stack
3.2.1 - Stack Operations, Terminology, and Error Conditions
3.2.2 - Classical Model of a Stack
3.2.3 - A Stack Application: Evaluation of Arithmetic Expressions
3.2.4 - Expanded Model of a Stack
3.3 - Queue
3.3.1 - Queue Operations, Terminology, and Error Conditions
3.3.2 - Classical Model of a Queue
3.3.3 - Queue Applications
3.3.4 - Expanded Model of a Queue
3.4 - Generic Implementation of the Classic Stack, a Methodized Approach
3.4.1 - Generic Conversion Methodology
3.5 - Priority Queues
3.6 - Java's Stack Class
Knowledge Exercises
Programming Exercises
Chapter 4 - Linked Lists and Iterators
4.1 - Noncontiguous Structures
4.2 - Linked Lists
4.3 - Singly Linked Lists
4.3.1 - Basic Operation Algorithms
4.3.2 - Implementation
4.3.3 - Performance of the Singly Linked List
4.3.4 - A Stack Implemented as a Singly Linked List
4.4 - Other Types of Linked Lists
4.4.1 - Circular Singly Linked List
4.4.2 - Double-Ended Singly Linked List
4.4.3 - Sorted Singly Linked List
4.4.4 - Doubly Linked List
4.4.5 - Multilinked List
4.5 - Iterators
4.5.1 - Implementation of an Iterator
4.5.2 - Multiple Iterators
4.6 - Java's LinkedList Class and ListIterator Interface
Knowledge Exercises
Programming Exercises
Chapter 5 - Hashed Data Structures
5.1 - Hashed Data Structures
5.2 - Hashing Access Algorithms
5.2.1 - A Hashing Example
5.3 - Perfect Hashed Data Structures
5.3.1 - Direct Hashed Structure
5.4 - Nonperfect Hashed Structures
5.4.1 - Primary Storage Area Size
5.4.2 - Preprocessing Algorithms
5.4.3 - Hashing Functions
5.4.4 - Collision Algorithms
5.4.5 - The Linear Quotient (LQHashed) Data Structure Implementation
5.4.6 - Dynamic Hashed Structures
Knowledge Exercises
Programming Exercises
Chapter 6 - Recursion
6.1 - What is Recursion?
6.2 - Understanding Recursive Algorithms
6.2.1 - n Factorial
6.2.2 - The Code of a Recursive Algorithm
6.2.3 - Tracing a Recursive Method's Execution Path
6.3 - Formulating a Recursive Algorithm
6.3.1 - Definitions
6.3.2 - Methodology
6.3.3 - Practice Problems
6.4 - Problems with Recursion
6.4.1 - Dynamic Programming Applied to Recursion
6.5 - Backtracking, an Application of Recursion
6.5.1 - A Generalized Backtracking Algorithm
6.5.2 - Algorithm Adaptation Methodology
Knowledge Exercises
Programming Exercises
Chapter 7 - Trees
7.1 - Trees
7.1.1 - Graphics and Terminology of Trees
7.2 - Binary Trees
7.2.1 - Terminology
7.2.2 - Mathematics
7.3 - Binary Search Trees
7.3.1 - Basic Operation Algorithms
7.3.2 - Performance
7.3.3 - Implementation
7.3.4 - Standard Tree Traversals
7.3.5 - Balanced Search Trees
7.3.6 - Array Implementation of a Binary Search Tree
7.3.7 - Performance
7.3.8 - Java's TreeMap Data Structure
Knowledge Exercises
Programming Exercises
Chapter 8 - Sorting
8.1 - Sorting
8.2 - Sorting Algorithm Speed
8.2.1 - Minimum Sort Effort
8.2.2 - An Implementation Issue Affecting Algorithm Speed
8.3 - Sorting Algorithms
8.3.1 - The Binary Tree Sort
8.3.2 - The Bubble Sort
8.3.3 - The Heap Sort
8.3.4 - The Merge Sort
8.3.5 - Quicksort
Knowledge Exercises
Programming Exercises
Chapter 9 - Graphs
9.1 - Introduction
9.1.1 - Graphics and Terminology of Graphs
9.2 - Representing Graphs
9.2.1 - Representing Vertices
9.2.2 - Representing Edges
9.3 - Operations Performed on Graphs
9.4 - Implementing Graphs in the Vertex Number Mode
9.5 - Traversing Graphs
9.5.1 - Depth-First Traversal
9.5.2 - Breadth-First Traversal
9.6 - Connectivity and Paths
9.6.1 - Connectivity of Undirected Graphs
9.6.2 - Connectivity of Directed Graphs
9.6.3 - Spanning Trees
9.6.4 - Shortest Paths
Knowledge Exercises
Programming Exercises
Appendices
Appendix A - ASCII Table
Appendix B - Derivation of the Average Search Length of a Nondirect Hashed Data Structure
Appendix C - Proof That If an Integer, P, is not Evenly Divisible by an Integer Less Than the Square Root of P, It is a Prime Number
Appendix D - Calculations to Show That (n + 1) (log2(n + 1) − 2) is the Minimum Sort Effort for the Binary Tree Sort
Glossary
Index
[bookmark: DATA_STRUCTURESAND_ALGORITHMS_US_1][bookmark: DATA_STRUCTURESAND_ALGORITHMS_US]DATA STRUCTURES
AND ALGORITHMS USING
JAVA™
William McAllister
 St. Joseph's College

[image: images] JONES AND BARTLETT PUBLISHERS
 Sudbury, Massachusetts
 BOSTON TORONTO LONDON SINGAPORE
[bookmark: World_HeadquartersJones_and_Bart_1][bookmark: World_HeadquartersJones_and_Bart][bookmark: Top_of_copyright_xhtml]World Headquarters
Jones and Bartlett Publishers
 40 Tall Pine Drive
 Sudbury, MA 01776
 978-443-5000
 info@jbpub.com
 www.jbpub.com
Jones and Bartlett Publishers
 Canada
 6339 Ormindale Way
 Mississauga, Ontario L5V 1J2
 Canada
Jones and Bartlett Publishers
 International
 Barb House, Barb Mews
 London W6 7PA
 United Kingdom
Jones and Bartlett's books and products are available through most bookstores and online booksellers. To contact Jones and Bartlett Publishers directly, call 800-832-0034, fax 978-443-8000, or visit our website, www.jbpub.com.
Substantial discounts on bulk quantities of Jones and Bartlett's publications are available to corporations, professional associations, and other qualified organizations. For details and specific discount information, contact the special sales department at Jones and Bartlett via the above contact information or send an email to specialsales@jbpub.com.
Copyright © 2009 by Jones and Bartlett Publishers, LLC
All rights reserved. No part of the material protected by this copyright may be reproduced or utilized in any form, electronic or mechanical, including photocopying, recording, or by any information storage and retrieval system, without written permission from the copyright owner.
Production Credits
 Publisher: David Pallai
 Acquisitions Editor: Timothy Anderson
 Editorial Assistant:Melissa Potter
 Production Director: Amy Rose
 Production Editor: Katherine Macdonald
 Senior Marketing Manager: Andrea DeFronzo
 V.P., Manufacturing and Inventory Control: Therese Connell
 Composition: Northeast Compositors, Inc. and International Typesetting and Composition
 Cover Design: Kristin E. Parker
 Cover Image: © Vitezslav Halamka/ShutterStock, Inc.
 Printing and Binding:Malloy, Inc.
 Cover Printing:Malloy, Inc.
Library of Congress Cataloging-in-Publication Data
 McAllister, William (William James)
 Data structures and algorithms using Java / William McAllister.—
 1st ed.
 p. cm.
 Includes index.
 ISBN-13: 978-0-7637-5756-4 (pbk.)
 ISBN-10: 0-7637-5756-X (pbk.)
1.Computer algorithms. 2. Data structures (Computer science) 3. Java (Computer program language) I. Title.
 QA76.9.A43M373 2008
 005.13'3–dc22
2008013120
6048
Printed in the United States of America
 12 11 10 09 08 10 9 8 7 6 5 4 3 2 1
[bookmark: Dedication_To_my_best_friend_and][bookmark: Dedication_To_my_best_friend_and_1][bookmark: Top_of_dedication_xhtml]Dedication
 To my best friend and wife, Gretchen (a.k.a Maggie),
 who supplied endless encouragement and hundreds of commas
[bookmark: Top_of_toc_xhtml][bookmark: Contents_Preface_Chapter_1_1][bookmark: Contents_Preface_Chapter_1]Contents
Preface
Chapter 1 Overview and Java Review
1.1 Data Structures
1.1.1 What Is Data?
1.1.2 What Is a Data Structure?
1.2 Selecting a Data Structure
1.2.1 The Data Structure's Impact on Performance
1.2.2 Determining the Performance of a Data Structure
1.2.3 The Trade-Off Process
1.3 Fundamental Concepts
1.3.1 Terminology
1.3.2 Access Modes
1.3.3 Linear Lists
1.3.4 Data Structure Operations
1.3.5 Implementing a Programmer-Defined Data Structure
1.3.6 Procedural Abstractions and Abstract Data Types (ADTs)
1.3.7 Encapsulation
1.4 Calculating Speed (Time Complexity)
1.4.1 Big-O Analysis (O Standing for Order of Magnitude)
1.4.2 Algorithm Speed
1.4.3 Relative Speed of Algorithms
1.4.4 Absolute Speed of an Algorithm
1.4.5 Data Structure Speed
1.5 Calculating Memory Overhead (Space Complexity)
1.6 Java Review
1.6.1 Arrays of Primitive Variables
1.6.2 Definition of a Class
1.6.3 Declaration of an Object
1.6.4 Accessing Objects
1.6.5 Standard Method Name Prefixes
1.6.6 Shallow and Deep Copies
1.6.7 Declaration of an Array of Objects
1.6.8 Objects that Contain Objects as Data Members
1.6.9 Classes that Extend Classes, Inheritance
1.6.10 Parent and Child References
1.6.11 Generic Types
Knowledge Exercises
Programming Exercises
Chapter 2 Array-Based Structures
2.1 The Built-in Structure Array
2.1.1 Multidimensional Arrays
2.2 Programmer-Defined Array Structures
2.2.1 Unsorted Array
2.2.2 Sorted Array
2.2.3 Unsorted-Optimized Array
2.2.4 Error Checking
2.3 Implementation of the Unsorted-Optimized Array Structure
2.3.1 Baseline Implementation
2.3.2 Utility Methods
2.4 Expandable Array-Based Structures
2.5 Generic Data Structures
2.5.1 Design Considerations
2.5.2 Generic Implementation of the Unsorted-Optimized Array
2.5.3 Client-Side Use of Generic Structures
2.5.4 Heterogeneous Generic Data Structures
2.6 Java's ArrayList Class
Knowledge Exercises
Programming Exercises
Chapter 3 Restricted Structures
3.1 Restricted Structures
3.2 Stack
3.2.1 Stack Operations, Terminology, and Error Conditions
3.2.2 Classical Model of a Stack
3.2.3 A Stack Application: Evaluation of Arithmetic Expressions
3.2.4 Expanded Model of a Stack
3.3 Queue
3.3.1 Queue Operations, Terminology, and Error Conditions
3.3.2 Classical Model of a Queue
3.3.3 Queue Applications
3.3.4 Expanded Model of a Queue
3.4 Generic Implementation of the Classic Stack, a Methodized Approach
3.4.1 Generic Conversion Methodology
3.5 Priority Queues
3.6 Java's Stack Class
Knowledge Exercises
Programming Exercises
Chapter 4 Linked Lists and Iterators
4.1 Noncontiguous Structures
4.2 Linked Lists
4.3 Singly Linked Lists
4.3.1 Basic Operation Algorithms
4.3.2 Implementation
4.3.3 Performance of the Singly Linked List
4.3.4 A Stack Implemented as a Singly Linked List
4.4 Other Types of Linked Lists
4.4.1 Circular Singly Linked List
4.4.2 Double-Ended Singly Linked List
4.4.3 Sorted Singly Linked List
4.4.4 Doubly Linked List
4.4.5 Multilinked List
4.5 Iterators
4.5.1 Implementation of an Iterator
4.5.2 Multiple Iterators
4.6 Java's LinkedList Class and ListIterator Interface
Knowledge Exercises
Programming Exercises
Chapter 5 Hashed Data Structures
5.1 Hashed Data Structures
5.2 Hashing Access Algorithms
5.2.1 A Hashing Example
5.3 Perfect Hashed Data Structures
5.3.1 Direct Hashed Structure
5.4 Nonperfect Hashed Structures
5.4.1 Primary Storage Area Size
5.4.2 Preprocessing Algorithms
5.4.3 Hashing Functions
5.4.4 Collision Algorithms
5.4.5 The Linear Quotient (LQHashed) Data Structure Implementation
5.4.6 Dynamic Hashed Structures
Knowledge Exercises
Programming Exercises
Chapter 6 Recursion
6.1 What Is Recursion?
6.2 Understanding Recursive Algorithms
6.2.1 n Factorial
6.2.2 The Code of a Recursive Algorithm
6.2.3 Tracing a Recursive Method's Execution Path
6.3 Formulating a Recursive Algorithm
6.3.1 Definitions
6.3.2 Methodology
6.3.3 Practice Problems
6.4 Problems with Recursion
6.4.1 Dynamic Programming Applied to Recursion
6.5 Backtracking, an Application of Recursion
6.5.1 A Generalized Backtracking Algorithm
6.5.2 Algorithm Adaptation Methodology
Knowledge Exercises
Programming Exercises
Chapter 7 Trees
7.1 Trees
7.1.1 Graphics and Terminology of Trees
7.2 Binary Trees
7.2.1 Terminology
7.2.2 Mathematics
7.3 Binary Search Trees
7.3.1 Basic Operation Algorithms
7.3.2 Performance
7.3.3 Implementation
7.3.4 Standard Tree Traversals
7.3.5 Balanced Search Trees
7.3.6 Array Implementation of a Binary Search Tree
7.3.7 Performance
7.3.8 Java's TreeMap Data Structure
Knowledge Exercises
Programming Exercises
Chapter 8 Sorting
8.1 Sorting
8.2 Sorting Algorithm Speed
8.2.1 Minimum Sort Effort
8.2.2 An Implementation Issue Affecting Algorithm Speed
8.3 Sorting Algorithms
8.3.1 The Binary Tree Sort
8.3.2 The Bubble Sort
8.3.3 The Heap Sort
8.3.4 The Merge Sort
8.3.5 Quicksort
Knowledge Exercises
Programming Exercises
Chapter 9 Graphs
9.1 Introduction
9.1.1 Graphics and Terminology of Graphs
9.2 Representing Graphs
9.2.1 Representing Vertices
9.2.2 Representing Edges
9.3 Operations Performed on Graphs
9.4 Implementing Graphs in the Vertex Number Mode
9.5 Traversing Graphs
9.5.1 Depth-First Traversal
9.5.2 Breadth-First Traversal
9.6 Connectivity and Paths
9.6.1 Connectivity of Undirected Graphs
9.6.2 Connectivity of Directed Graphs
9.6.3 Spanning Trees
9.6.4 Shortest Paths
Knowledge Exercises
Programming Exercises
Appendices
Appendix A ASCII Table
Appendix B Derivation of the Average Search Length of a Nondirect Hashed Data Structure
Appendix C Proof That If an Integer, P, Is Not Evenly Divisible by an Integer Less Than the Square Root of P, It Is a Prime Number
Appendix D Calculations to Show That (n + 1) (log2(n + 1) − 2) Is the Minimum Sort Effort for the Binary Tree Sort
Glossary
Index
[bookmark: Preface_Introduction_Data_Struct_1][bookmark: Top_of_preface_xhtml][bookmark: Preface_Introduction_Data_Struct] 
Preface
Introduction
Data Structures and Algorithms Using Java is an undergraduate-level textbook for a computer science curriculum. It covers the entire syllabus of the Association of Computing Machinery standard curriculum courses CS103i and CS103o, “Data Structures and Algorithms” (CS2001 evolutions of the traditional CS2 course). As such, it is intended to be used as the primary text for these courses. The book is built upon my academic and industry experience, combining the pedagogical techniques I've developed and refined during 29 years of teaching with my practical knowledge of the computer field acquired during 28 years in the industry. The resulting integration of theory and application will help students at all levels to understand core concepts that will enhance their success in later courses, and ultimately, in their careers.
Why Another Data Structures Book
My primary reason for writing this book was to produce a text that was more readable, engaging, and instructive than those currently in print without compromising the scope of the ACM CS103 course material. I wanted the text to engage students outside the classroom in the process of investigative discovery. The motivation for this was based partially on the findings from two National Science Foundation grants my colleagues and I received, whose purpose was to investigate ways of attracting students into technical areas of national need (including computer professionals) and retaining them through graduation. “Data Structures and Algorithms,” a sophomore-level course, is usually the “make-or-break” course for computer science majors. As a co-principal investigator on both of these grants, I realized that a highly accessible Data Structures and Algorithms text, with improved pedagogy, would help retain students majoring in computer science.
Advantages of This Text
I've endeavored to present the minimal amount of Java code necessary to illustrate the implementation of the learned concepts. This minimal code set leaves plenty of room for meaningful programming assignments, while being thorough enough that a computer professional could use the text as a source code reference book.
The book is more comprehensive in some topic areas than current books in print, which makes it more appealing to highly capable students. The clearer language, simple examples, and abundance of instructional figures, including nearly 300 illustrations and more than 50 tables, make it more accessible to the majority of students who might otherwise struggle to grasp these and other, more challenging, concepts.
The text is aimed at both the computer scientist who implements, refines, or improves the classic data structures and the software engineer who selects and integrates library implementations of these data structures into particular applications. From the computer scientist's viewpoint, the design of each of the classic data structures is discussed and their algorithms' pseudocode developed and implemented. In addition, the characteristics of each structure that give rise to its speed and space complexity advantages (or disadvantages) are examined. From the software engineer's viewpoint, the text presents the relative merits of the classic data structures to the extent that an optimum choice could be made for a particular application. This is accomplished by deriving the speed and memory requirements of each of the classic data structures in a quantified manner, with the performance of each structure compared in a summary table at the end of each chapter. In addition, multivariable graphs are presented to demonstrate how to locate optimum design points from a memory requirement point of view. Finally, the use of the Java API implementation of the data structures is demonstrated.
Other significant advantages of this book are: a methodized approach to recursive algorithm development aimed at teaching students to “think” recursively; an introduction to the techniques and benefits of dynamic programming; and line-by-line discussions of the significant portions of the implementation code, which include the techniques for encapsulating data within a structure and the techniques for implementing generic structures.
 
Programming Language Background
The implementation language used in the text is Java, but since the first chapter includes a review of objects and the Java constructs and syntax necessary to understand the book's code examples, students with a programming background in other high-level languages should find the book approachable. The Java review guides students through an understanding of the fundamental concepts essential to data structures that are particular to object-oriented languages, such as Java's use of reference variables, its memory allocation model, arrays of objects, shallow and deep object copies, parent-to-child references, composition (containership), and generic features of Java 1.4.
Organization
The text employs a unique, student-friendly pedagogical approach and organizational structure. The chapters that present the classic data structures (Chapters 2, 3, 4, 5, 7, and 9) use a common template, rooted in the object paradigm, as the organizational basis of each chapter. The use of this template, embellished with topics particular to each structure, permits the student to “anticipate” the material presented in each chapter, which in turn makes the text more readable. The template begins by stating the shortcomings of the structures studied to that point and identifies the ways in which the new structure addresses some of these shortcomings. Then the structure is visually introduced, and its initialization and operation algorithms are developed in pseudocode. These algorithms are then fully implemented in Java as an encapsulated homogenous structure, and the structure's use is then demonstrated in a telephone information request application. Next, the performance of the structure is quantified, discussed, and compared to the performance of the previously studied structures. Finally, the use of the Java API implementation of the structure is discussed and demonstrated.
Chapter 1 is an introduction to the basic concepts of data structures and a review of Java. The first part of the chapter introduces the student to the concept of a data structure and its impact on the performance of a software product. The terminology and fundamental concepts common to all data structures are discussed, including encapsulation, abstraction, and algorithm performance. This section concludes with a discussion of speed complexity, space complexity, and Big-O analysis. The second part of the chapter is a review of the Java concepts and constructs necessary to understanding the implementations presented in the text. The topics include array declarations, class definitions and objects, containership, inheritance, shallow and deep copies, and the use of the generic features of Java 1.4 to write generic methods and classes.
Chapter 2 discusses the implementation of the built-in structure array and presents three programmer-defined, array-based structures. A major pedagogical advantage of this chapter is that it utilizes the simplicity of arrays and the students' familiarity with them to facilitate a discussion of the concepts common to all data structures. In the first part of the chapter, the student is encouraged to view arrays from a new perspective: a data structures perspective. Once viewed from that perspective, they can be used as a case study to illustrate the techniques of memory modeling and performance trade-offs that were employed in their design. The second part of the chapter begins the book's study of programmer-defined data structures by presenting three data structures built upon arrays. The simplicity of these structures allows the student to focus on learning the concepts common to all data structures. Then, having gained an early understanding of these concepts, students are free to concentrate on the more complicated conceptual details of the structures presented in subsequent chapters. The chapter also presents techniques for expanding arrays at run-time and for converting the array-based implementation developed in the chapter to a fully generic data structure using the generic features of Java 1.4. It concludes with a discussion of the use of the ArrayList class included in the Java API.
Chapter 3 presents the restricted structures Stack and Queue. The first part of the chapter discusses what they have in common with other data structures and encourages the student to consider what about them is restricted. Thus the student understands that Stack and Queue are part of the broader data structure landscape, rather than two isolated computer science topics. The second part of the chapter presents the details of Stack and Queue, including a full implementation of each structure. The Queue implementation is used as the basis of presenting a methodized approach to converting a data structure class to a fully generic class using the generic features of Java 1.4. The chapter concludes with a discussion of priority queues and the use of the Stack class included in the Java API.
Chapter 4 introduces the student to linked lists, their use in the implementation of a stack, and iterators. The first part of the chapter discusses singly linked lists and their implementation. It also includes a discussion of several variations of a singly linked list, doubly linked lists, and multi-linked lists. The second part of the chapter introduces the concept of an iterator, a discussion of the advantages of its use, and a full implementation of an iterator class. As part of this implementation, the concept of an inner class is introduced, which includes a discussion of why classes are coded as inner classes. The chapter concludes with a discussion of the use of the LinkedList and ListIterator classes included in the Java API.
Chapter 5 deals with the topic of hashing, but it significantly extends the traditional treatment of this topic. It treats the pervasive data structures that use hashing algorithms as a separate data structure category, Hashed Structures. The first part of the chapter illustrates the advantages of hashing via an example, and then it presents the algorithms of a data structure based on a perfect hashing function. The second part of the chapter discusses nonperfect hashing functions, collision algorithms and their performance, and string preprocessing algorithms used by data structures that utilize nonperfect hashing functions. Included is a discussion of optimum hash table size and a 4k + 3 prime number generator. All these concepts are then applied in the implementation of a data structure based on the division hashing function and high performance collision algorithm. The chapter concludes with a discussion of expandable hashed structure and the use of the HashTable class included in Java's API.
Chapter 6 presents the topic of recursion. The first part of the chapter introduces recursion and provides the student with an understanding of how a recursive method works. The student is taught to think recursively in the second part of the chapter via a methodized approach to recursive algorithm development. Several examples are presented whose recursive solutions can be discovered by directly applying the methodology. Once comfortable with the methodology, the student is presented with other examples that require modification in order to discover their recursive solutions. The chapter concludes with a discussion of the speed and space complexity problems of recursive algorithms and the application of dynamic programming to alleviate these problems. Other applications of recursion appear in the chapters on trees, sorting, and graphs.
Chapter 7 introduces the student to the topic of trees. After a discussion of the terminology of trees in general and binary trees in particular, including the mathematics of binary trees, the algorithms of the binary search tree are introduced. All three cases of the delete algorithm are presented. The structure is implemented using a linked implementation, and a subsequent analysis of its performance leads to a discussion of self-balancing trees, specifically the AVL and re-black trees. The second part of the chapter presents the array-based implementation of a binary tree, which includes the pseudocode of its Insert and Fetch algorithms. The poor performance of the Delete algorithm under this implementation is discussed along with a suggested remedy. The chapter concludes with a discussion of the use of the red-black tree implementation TreeMap included in Java's API.
Chapter 8 presents the topic of sorting. It begins with a discussion of the motivation for sorting and demonstrates the need for efficient sorting algorithms. Included is a discussion of the parameters and techniques used to determine the speed of these algorithms. The first algorithm presented is the binary tree sort, which uses the student's knowledge of search trees as a stepping stone to the analysis of sorting algorithms. The remainder of the chapter presents four other classic sorting algorithms, and it implements two of the better performers—the merge and quick sort—recursively. As each algorithm is discussed, its speed and space complexity are determined and summarized in a table for comparative purposes.
Chapter 9 presents the topic of graphs. In the first part of the chapter, they are presented as part of the data structure landscape. After a discussion of the terminology and the mathematics of graphs, the techniques for representing them are introduced and compared, and the algorithms used to operate on them are developed and implemented. These algorithms included both depth-first and breadth-first traversals. The first part of the chapter concludes with an implementation of a graph structure that includes a depth-first traversal. The second part of the chapter discusses the issues of connectivity and paths along with the associated algorithms. These algorithms include the determination of connectivity, spanning trees, and shortest paths based on Warshall's, Dijkstra's, and Floyd's algorithms.
Supplemental Materials
The pedagogical features of the text are significantly enhanced by animation courseware that can be run on any Java-enabled browser. These animations demonstrate the functionality of the algorithms associated with each data structure presented in the text by presenting the changes that take place in main memory as the algorithms execute. Other ancillary materials provided with the text are PowerPoint lecture outlines, the text's source code, spreadsheets that can be used to perform design performance trade-offs between various data structures, and solutions to selected exercises. These supplements can be found at Jones and Bartlett's catalog page, http://www.jbpub.com/catalog/9780763757564.
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To the Students
It's my hope that you enjoy reading this book, and that you will experience the joy of accomplishment as you learn material that is fundamental to the remarkable discipline in which we have chosen to immerse ourselves. The pedagogy on which it is based evolved through the classroom experiences I've had with hundreds of students much like you. By the time you finish this book, you will be way ahead of my son-in-law (a lawyer) who says he'd rather wait for Data Structures: The Movie. I imagine each of you reading and learning from this book (even before the movie version is released), and I wish you much success in your future careers.
William McAllister
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OBJECTIVES
The objectives of this chapter are to familiarize the student with the concepts common to all data structures and to review the Java constructs used to implement them. More specifically, the student will be able to
[image: images] Understand the basic terminology of data structures, including data abstraction, encapsulation, linear lists, complexity, homogeneity, and the four basic operations performed on structures in both the key field and the node number mode.
[image: images] Explain the difference between programmer-defined and built-in data structures, shallow and deep copies, absolute and relative algorithm speed, and static and nonstatic methods.
[image: images] Understand the performance of a data structure, the factors that affect it, and the techniques used to quantify it, including the application of a Big-O analysis.
[image: images] Understand the binary search algorithm and be able to explain and verify its O(log2n) performance.
[image: images] Understand the significance of a data structure's density and be able to calculate it.
 
[image: images] Understand and be able to declare primitive and reference variables in Java, arrays of primitive and reference variables, and understand their underlying memory models.
[image: images] Understand and implement methods, classes, declarations, and operations on objects, and the passing of arguments by value.
[image: images] Implement a node definition class and an application class that creates nodes and operates on them.
[image: images] Understand and be able to implement inheritance and containership.
[image: images] Generalize a method or class using the generic features of Java.
[bookmark: 1_1_Data_Structures]1.1 Data Structures
A thorough knowledge of the topic of Data Structures is essential to both software design and implementation. Its subject matter embodies techniques for writing software that performs efficiently, as opposed to software that merely produces correct results. Properly designed data structures can increase the speed of a program and reduce the amount of memory required to store the data that the program processes. In addition, it serves as a bridge between a basic programming course and more advanced topics such as operating systems, networking, and computer organization.
When asked to reflect on their undergraduate careers, most computer scientists consider the core topic of data structures to be the most challenging course in the undergraduate curriculum. Not only is the sheer volume of the material burdensome, but the concepts and algorithms introduced in the course are quite novel. Furthermore, implementation of the concepts into functional software often tax their novice programming abilities. It is not unusual for students to struggle at the beginning of this course until their coding skills improve and they can then focus all of their attention on the underlying concepts and algorithms.
After a brief discussion of data, data structures, and their roles and importance in the field of computer science, this chapter will present topics common to all data structures. It concludes with a review of the Java language, including the topics of objects, inheritance, and generics, which are necessary to implement the concepts presented in subsequent chapters.
[bookmark: 1_1_1_What_Is_Data]1.1.1 What Is Data?
Data is information.
Information such as your name, your address, and your age are all examples of data. The source of the information can be any device attached to a computer system, such as a keyboard, a mouse, a modem, a network line, a disk drive, or some other mass storage device. Sometimes the program itself can be the source of the data if, during processing, it generates data (Figure 1.1).
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[bookmark: Figure_1_1_Some_of_the_Sources_o]Figure 1.1 Some of the Sources of a Program's Input Data
All programs, when viewed on a macro level, are the same: when executed they accept input data, process the data, and then output a result (Figure 1.2). In some special cases, the input or output data set is empty, but more often it is not. Occasionally, although the input or output information appears to be empty, it is not. For example, consider a program that when executed simply generates a random number. It appears to have no input data; however, random number algorithms require a seed value, and although the value is not input by the program user, it still must be supplied for the algorithm to function properly. This seed value is often the current time supplied to the program by the computer's system clock.
Studies show that programs spend 80% of their execution time searching through memory to locate the data they process. When the data set is small, this time is usually insignificant. For example, a program that outputs the largest of 10 numbers stored in memory will identify the largest number after 10 memory accesses. Assuming a memory access takes 100 nanoseconds (10−9 seconds), the 10 memory accesses will be complete and the result will be available in 1,000 nanoseconds. It is difficult to imagine a user growing impatient in one millionth of a second. However, if the information was needed to make a critical mid-course correction to a space probe, or to shut down a runaway nuclear reactor, the time to locate the datum could be significant, even though the data set is small.
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[bookmark: Figure_1_2_Macro_View_of_a_Progr]Figure 1.2 Macro View of a Program
When programs deal with large data sets, the time spent searching for a datum is more likely to be significant. Consider a program that searches sequentially through 400 million social security records. If the information requested is the 400 millionth record, and each memory access takes 100 nanoseconds, it will take 40 seconds to locate the information (400 × 106 accesses * 100 × 10−9 accesses per second). Studies show users grow impatient in one to two seconds; they find 40 seconds intolerable (Figure 1.3). Thus, the speed at which a program locates the data to be processed is usually a concern when designing programs that operate on large data sets, and it must also be considered when designing programs that operate on small data sets under stringent time constraints.
Another program design concern is efficient use of main memory. Programs execute most rapidly when both the data that they operate on and their processing instructions reside simultaneously in main memory. However, even on modern computer systems, main memory is a limited resource. Therefore, it is important that the amount of storage required in order for the data to be processed (as well as the program instructions) be kept to a minimum. Techniques for minimizing the data storage requirements of a program and the speed at which the program locates the data it processes are fundamental to the topic of data structures. Data Structures is the area of computer science that addresses these issues in order to ensure that the storage requirements and speed at which the data is accessed is consistent with the requirements of the application.
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[bookmark: Figure_1_3_A_User_s_Reaction_to]Figure 1.3 A User's Reaction to a Slow Program
[bookmark: 1_1_2_What_Is_a_Data_Structure]1.1.2 What Is a Data Structure?
 
The National Institute of Standards and Technology defines a data structure as:
“A data structure is an organization of information, usually in memory, for better algorithm efficiency.”
Therefore, the study of data structures is the study of how to organize the information that a program processes in a way that improves the program's performance. Specifically, the information is organized in a way that facilitates the operations the program's algorithm performs on the data.
For example, suppose salespersons used a program to look up the price of an item in a store's inventory. A good organization of the data would be to place the most popular items at the beginning of the data set, since a sequential search would then rapidly locate them. However, this organization of the data would not as be attractive if the function of the program were to output the store's inventory in alphabetic order.
To improve the program's efficiency, the organization scheme often requires additional storage over and above the size of the program's data set. This extra storage is commonly referred to as overhead. Returning to our store example, if we wished to perform rapid price checks and rapidly produce inventory printouts, an organization scheme might store the data set twice: ordered by an item's popularity and ordered in alphabetic order. Although this would facilitate the operations performed on the data set (price check and inventory output) it would double the data memory required by the application.
Standard for Goodness
A good data structure is one that organizes the data in a way that facilitates the operations performed on the data, while keeping its total storage requirement at, or close to, the size of the data set.
There are two types of data structures: built-in data structures and programmer-defined data structures. Built-in data structures are schemes for storing data that are part of a programming language. Examples of these are memory cell (variable) declarations, arrays, and Java's String class.
Programmer-defined data structures are schemes for storing data that are conceived and implemented by the programmer of a particular program. These data structures are constructed from the built-in data structures. Examples of these are parallel arrays, class definitions, hashing schemes, linked lists, trees, stacks, and queues. As programming languages evolve, the built-in data structures have expanded to include some of the programmer defined data structures. For instance, Java's Application Programmer Interface includes implementations of hashing schemes, linked lists, trees, stacks, and queues. Many of these data structures are also implemented in the C++ Standard Template Library.
[bookmark: 1_2_Selecting_a_Data_Structure]1.2 Selecting a Data Structure
The selection of a data structure for a particular application can have a significant effect on the performance of the program. Techniques borrowed from other engineering disciplines are used to ensure that the structure selected satisfies the performance criteria of the application and has a minimal impact on the overall implementation cost of the application.
[bookmark: 1_2_1_The_Data_Structure_s_Impac]1.2.1 The Data Structure's Impact on Performance
In an introductory programming course, the programs students write operate on small data sets and execution time constraints are not considered. As such, these programs are evaluated using the following two criteria (standards for goodness):
• The “penmanship” of the program is good.
• For all sets of valid inputs, the program produces the correct outputs.
Here, we will consider penmanship to include such issues as an absence of syntax errors, good variable naming, proper indentation, good organization of the code (including the use of subprograms), and proper use of the language constructs (e.g., appropriate use of switch statements vs. if-else-if statements).
These criteria are adequate for programs that operate on small data sets. However, as discussed, programs that process large sets of data, or have stringent speed constraints previously imposed on them, must also consider two additional criteria:
• Efficient use of storage—both main memory and external storage.
• Speed of execution.
There is additional criteria that brings us to the study of Data Structures, because the scheme that is selected for storing large data sets can have a significant impact on both speed and memory utilization.
To illustrate this point, consider a program that would service telephone number information requests for a large city. Aside from information requests, listings will be both added to, and deleted, from the data base as residents move into and out of town. In addition, listings will be updated as customers relocate within the town. The conditions and assumptions of the application are given in Table 1.1, as is the operation speed requirement, 0.10 seconds.
Suppose that four software firms have developed a program for this application, each of which uses a different data structure to store the data, as specified in Table 1.2.
 
[bookmark: Table_1_1]Table 1.1
Conditions and Assumptions for a Telephone Information Request Application
	
Condition
	Problem Assumptions


	Number of phone listings
	100,000,000


	Size of each person's name and each listing
	16 bytes and 50 bytes


	Time to fetch 4 bytes from memory
	100 nanoseconds (100 × 10−9 seconds)


	Time to execute an instruction
	2 nanoseconds (2 × 10−9 seconds)


	Maximum time to perform an operation
	0.10 seconds


[bookmark: Table_1_2]Table 1.2
Data Structures Used by Four Telephone Information Request Programs
	
Program
	Data Structure


	1
	Unsorted Array


	2
	Sorted Array


	3
	Hashing


	4
	Perfect Hashing


Based on the first set of criteria, all the programs perform equally well: for valid inputs, each program produces valid outputs, and they all are written with good penmanship. However, since they operate on a large data set with a specified time constraint—perform an operation within one-half second—we must also consider the two additional evaluation criteria: efficient use of memory and speed of execution.
To evaluate the speed and memory utilization of the programs, assume each program is put into service for several days. The average time needed to perform four common operations on the data set is monitored, as is the additional storage required by the programs above that used to store the 100,000,000 listings. The results, summarized in Table 1.3, show that the performances of the candidate programs differ greatly. The shaded cells in the table indicate unacceptable performance. Only programs 3 and 4 meet the speed requirement of the problem, and program 4 requires an unacceptable amount of additional memory—memory above that required to store the 100,000,000 listings. (The techniques used to calculate the data in Table 1.3 are discussed in another section of this chapter.) By examining the data in the table, we can clearly see that the choice of a data structure can have a large effect on the execution speed and memory requirements of a program.
 
[bookmark: table1_3][image: images]
[bookmark: 1_2_2_Determining_the_Performanc]1.2.2 Determining the Performance of a Data Structure
In our hypothetical telephone listing problem, we indicated that the four programs were actually put into service to evaluate their performance. However, this is most often not the way the merits of candidate data structures (i.e., the alternative structures being considered) are evaluated. It would be much too costly to code an entire program just to determine whether the performance of a candidate data structure is acceptable. Rather, this evaluation must take place during the early stages of the design of the program, before any code is written.
To do this, we borrow tools from other engineering disciplines. Consider a group of civil engineers responsible for evaluating several candidate designs for a bridge. Certainly, they would never consider fabricating each design so that they can be tested to determine which design is the best. Cost issues aside, this build-and-test approach to design trade-offs would be too time-consuming. Instead, civil engineers perform detailed calculations early in the design process to evaluate candidate designs. Based on the results of these calculations, they select the lowest cost design that satisfies the performance criteria.
Software engineers have adopted this design trade-off technique to evaluate candidate data structures early in the program design process. Consistent with the definition of a data structure, two sets of calculations are performed on each candidate data structure during the trade-off process:
• Calculations to determine the speed of the operations to be performed on the data.
• Calculations to determine the amount of extra storage (overhead) associated with the data structure.
These two calculations are considered to be a measure of the performance of a data structure. A high-performing data structure is one that
• Rapidly operates on the data.
• Minimizes storage requirements.
 
Unfortunately, due to the architecture of modern computer systems, rapid operation and minimal storage are usually mutually exclusive. Data structures that are very fast normally require high storage overhead; this was the case with our fourth telephone program's data structure. Data structures that minimize memory overhead can be slow; this was the case with our first and second telephone programs' data structure. Thus, the selection of the best structure for a particular application is usually a compromise, or trade-off, between speed and overhead and one other very important factor: cost.
[bookmark: 1_2_3_The_Trade_Off_Process]1.2.3 The Trade-Off Process
Once the performance of the candidate data structures has been calculated (i.e., their speed and memory requirements), the trade-off process begins aimed at selecting the best data structure for the application. The selection of the best data structure should always be based on the following guideline:
Select the least expensive data structure that satisfies the speed requirements and storage constraints of the application.
Thus, there are three factors to consider in the trade-off: cost, speed, and memory overhead. The process is illustrated in Figure 1.4.
Speed requirements can vary widely from one application to another. A program that is monitoring the temperature of a nuclear reactor may have to operate on its data within a few hundred nanoseconds to prevent a meltdown, while a program that updates a bank account balance may have several seconds to perform its operation. When the data processing is performed to update a display viewed by humans, an operation time of 0.1 seconds is more than adequate. Studies show that faster response times are imperceptible to humans. Whatever the speed requirements for a particular problem are, good software engineering practices mandate that they be specified before the program is designed and that they be documented in the project's Requirements Document.
The cost of a data structure is primarily the labor cost associated with developing the code to implement the data structure. This includes its design, coding, testing, and documentation. Some data structures can be implemented in a few lines of code, while others take thousands of lines. Software engineering studies indicate that the cost of software is directly proportional to the number of lines of code that the software contains. Typical software costs for large software projects are illustrated in Figure 1.5 for various burdened labor rates.1 The cost shown includes the cost of design, implementation, testing, and documentation. Thus, the most cost-effective data structures are those whose implementations require a minimal amount of code and utilize builtin data structures in their design.
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[bookmark: Figure_1_4_Data_Structure_Select]Figure 1.4 Data Structure Selection Process Involving Four Candidate Structures
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[bookmark: Figure_1_5_Cost_of_Software_that]Figure 1.5 Cost of Software that is Part of a Large Project
Using data similar to that presented in Figure 1.5, the designer of a data structure can estimate its cost by simply estimating the number of lines of code required to implement the data structure. Once this is done, the most inexpensive structure is selected from those that meet the speed criteria and demonstrate an acceptable level of memory overhead.
To illustrate the trade-off process depicted in Figure 1.4, we will return to our telephone listing application. During the Requirements Phase of the project, our system analysis team has met with the customer and has consolidated their findings in the project's Requirements Document. Assume that the conditions specified in Table 1.1 have been reproduced from that document. As previously mentioned, four candidate data structures have been proposed for the project (see Table 1.2). These will be passed through the trade-off process illustrated in Figure 1.4.
To begin this process, the speed of the operations are calculated for each of the candidate structures using techniques explained later in this text. The results of these calculations are presented in Table 1.3. Since the required maximum operation time was specified to be less than 0.10 seconds (see Table 1.1), the first and second data structures are eliminated from further consideration. (Their maximum operation times are 6 seconds and 10 seconds respectively.)
 
Next, calculations are performed to determine the additional storage required by the two remaining candidate data structures that are necessary to store the 100,000,000 telephone listings. The results of these calculations are presented in the rightmost column of Table 1.3. The overhead associated with the fourth structure (1.7 × 1031 bytes) is unacceptably large, and so it is eliminated, leaving us with the third structure. Its additional memory requirements are only 10% larger than the minimum required to store the phone listings (5,000,000,000 bytes = 100,000,000 listings × 50 bytes per listing).
Finally, a cost analysis is performed on the third structure. As previously discussed, one simple cost analysis technique is to estimate the number of lines of code required to implement the data structure. Then, a chart similar to Figure 1.5 can be used to estimate the implementation cost. If this cost is acceptable, the structure would be used for the application. If not, other candidate structures would have to be proposed, or the requirements of the project, specified in Table 1.1, would be renegotiated with the customer.
[bookmark: 1_3_Fundamental_Concepts]1.3 Fundamental Concepts
All data structures share a common set of concepts that include:
• A common terminology.
• The manner in which the information stored in the structures is accessed.
• The manner in which the information is operated on.
• The manner in which the structures are implemented.
• The concepts of abstraction and encapsulation.
We will begin our study of these topics with a discussion of the common terminology of data structures.
[bookmark: 1_3_1_Terminology]1.3.1 Terminology
Before proceeding further with our study of data structures, it is necessary to gain an understanding of five terms fundamental to the study of data structures: field, node, key field, homogeneous structure, and linear list.
Field:
A field is an indivisible piece of data.
Our phone listings consist of three fields: a person's name, the person's address, and the person's phone number. By indivisible, we mean that if the field were divided further, it would lose all meaning. For example, a seven-digit phone number could be divided into seven separate integers, but in the context of our phone directory, those seven separate integers would have no meaning in that they would no longer represent a phone number.
 
Node:
A node is a group of related fields.
In our phone book problem, a single listing is called a node. In some programming languages, node definitions are coded using the structure construct (in C++ the keyword struct). Java programmers code node definitions using the class construct, with the node's fields coded as the class' data members. The relationship between the fields of a node must be a belongs-to relationship, so if the name field of a phone book node contains the name “Al Smith,” then the address field must contain Al Smith's address, and the phone number field must contain Al Smith's phone number.
Key Field:
A key field is a designated field in a node whose contents are used to identify, or to refer to, the node.
In the case of our phone book information request application, the key field would normally be the name field. The contents of the name field are used to identify which listing is to be fetched from the data set. There can be more than one key field. If the application was also used by the police to trace a call, the phone number field would also be designated as a key field.
The definitions of field, node, and key field are illustrated in Figure 1.6, which refers to the telephone listing application.
Homogeneous data set:
A set of nodes in which all the nodes have identical fields (number and type)
[image: images]
[bookmark: Figure_1_6_A_Node_and_Its_Fields]Figure 1.6 A Node and Its Fields
 
The data set in our telephone listing application is a homogeneous data set because each node in the data set has the same three fields (a person's name, address, and telephone number), and these fields in all the nodes are of the same type (String). Most data sets are homogeneous.
[bookmark: 1_3_2_Access_Modes]1.3.2 Access Modes
Access is the process by which we locate a node in memory. After the node is accessed or located, then an operation can be performed on it. There are two generic ways or modes used to specify the node to be accessed:
• The node number mode.
• The key field mode.
In the node number mode, the number of the node to be operated on is specified (e.g., fetch back the third node). In the key field mode, the contents of the designated key field are specified (e.g., fetch back the node whose key field contains the value “Al Smith”). Most data structures utilize the key field access mode. However, as we will see, there are some important applications in which the node number mode is used.
[bookmark: 1_3_3_Linear_Lists]1.3.3 Linear Lists
An implicit assumption in the node number mode is that nodes are stored in a linear fashion, called a linear list. A collection of n nodes is a linear list if:
• There is a unique first node, N1.
• There is a unique last node, Nn.
• For any other node, Ni, a unique (one and only one) node, Ni−1, comes just before it, and a unique (one and only one) node, Ni+1, comes just after it.
Figure 1.7 illustrates a group of nodes organized in two different ways. The organization of the nodes depicted on the left side of the figure satisfies the linear list condition stated above. A is the unique first node, D is the unique last node, and the other nodes have a unique predecessor and ancestor. The organization depicted on the right side of the figure is not a linear list. It does not have a unique first or last node.
[bookmark: 1_3_4_Data_Structure_Operations]1.3.4 Data Structure Operations
The operations performed on data structures can be arranged in a hierarchy. The most fundamental operation is Insert, the operation which is used to add a node to the data structure. It is considered to be the most fundamental operation because without it all data sets would be empty. Therefore, this operation must be available for all data sets.
At the next level of the operation hierarchy are the operations Fetch and Delete. The Fetch operation returns a node from the data set, and the Delete operation eliminates a node from the data set.
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[bookmark: Figure_1_7_Example_of_a_Linear_a]Figure 1.7 Example of a Linear and a Non-Linear List
One level above these two operations is the Update operation. It is used to change the contents of all the fields of an existing node. It is considered a higher level operation because it can be implemented as a Delete operation (to eliminate the existing node and its contents) followed by an Insert operation (to add a node that contains the new information). Stated from an implementation viewpoint, Update can be implemented with two lines of code: an invocation of the delete method, followed by an invocation of the insert method. Although simple, this is not as efficient as alternative implementations we will discuss, and all fields of a node must be supplied to the Update operation, even if only one of them is to be updated.
At higher levels of the operational hierarchy, operations are added to accommodate the needs of a particular application. One data structure may provide an operation to output the contents of a node, while another may provide an operation to output all nodes in sorted order. Both of these operations would use the Fetch operation. The sorted output operation could be used in our telephone number application to print the telephone directory. The action of the Insert, Delete, Fetch, and Update operations are illustrated in Figure 1.8.
To summarize, the four most fundamental operations performed on data structures are:
• Insert, to add a node to the data set.
• Delete, to eliminate a node from the data set.
• Fetch, to retrieve a node from the data set.
• Update, to change the contents of a node in the data set.
These operations can be performed in either the node number or key field access mode. The particular operations provided and the access mode utilized for a given application are specified during the systems analysis phase of the software project.
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[bookmark: Figure_1_8_Action_of_the_Insert]Figure 1.8 Action of the Insert, Delete, Update, and Fetch Operations
Most beginning programmers have used the Fetch and Update operations on a data structure in the node number mode without realizing it and without realizing that these operations are part of the larger Data Structures picture. Consider the built-in structure array that is introduced in all basic programming courses. It is a homogeneous data structure: all of the elements of an array must be the same type (e.g., integers), whose nodes contain one field (e.g., an integer), and the structure is accessed in the node number mode (the index is the node number).
There are two operations allowed on the data structure: Fetch and Update (Insert and Delete are not allowed). One common syntax of the Update operation used in programming languages is to code the node name on the left side of the assignment operator (e.g., Node[3] = 24). This syntax causes the contents of node 3 to be updated to the value 24. A common syntax of the Fetch operation is to code the name of the node on the right side of the assignment operator (e.g., myBalance = Node[3]). This syntax fetches back the contents of a node and then stores the value in the variable myBalance.
[bookmark: 1_3_5_Implementing_a_Programmer]1.3.5 Implementing a Programmer-Defined Data Structure
Data structures are implemented in object-oriented programming languages using the class construct. The memory required for the data structure is specified as the class' data members and the operations performed on the information stored in the data structure are coded as the class' methods (subprograms). From a terminology viewpoint, the statement: “George implemented the data structure” simply means that George coded and tested the data structure class.
The best way to implement a data structure is to implement it as a generic data structure. Generic data structures are data structures implemented in such a way that they can be used for multiple applications, even though these applications do not have the same node structure (i.e., number of fields and type of information). Generic implementations reduce the cost of software development because once coded for a particular application, they do not need to be recoded for subsequent applications. All of the implementations presented in this book will be based on generic concepts.
 
To implement a data structure in a generic way, the implementation must follow a few simple guidelines. They are:
• The node definition and the data structure are coded as separate classes.
• The node definition class (sometimes referred to as the interface class):
• Always contains a data member for each field in a node.
• Usually contains a toString method to facilitate the output of a node's fields.
• The data structure, often referred to as the implementation class:
• Allocates storage to maintain the structure (commonly referred to as overhead).
• Allocates storage for the data set.
• Provides initialization methods (coded as constructors) to initialize the data structure.
• Provides methods to perform the required operations on the data set.
• Usually provides a method to display the contents of all of the nodes.
All data structures coded in this text will use a consistent set of signatures for the basic operations (Insert, Fetch, Delete, and Update). With the exception of the Fetch method, all of the methods return a Boolean value2 that is set to false if they cannot successfully complete their operation. The fetch method returns a reference to the requested node or a null reference if the node requested is not in the data set. The signatures for the operations in the key field mode are:
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where:
NodeType is the name of the class that defines the node,
newNode is (a reference to) the node to be inserted,
targetkey is the contents of the key field of the node to be operated on, and is of type keyType, and,
newContents is (a reference to) a node containing the new node contents.
The signatures for the operations in the node number mode are:
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where
nodeNumber is the number of the node to be operated on.
[bookmark: 1_3_6_Procedural_Abstractions_an]1.3.6 Procedural Abstractions and Abstract Data Types (ADTs)
“Viewing an entity as an abstraction” refers to the idea that we do not need to know the details of how the entity is implemented in order to use it. Very few people know how to implement an internal combustion engine, yet we all use automobiles. Therefore, most drivers have an abstract view of a car. They know what the car does, and how to use it, but they don't know how it works. Abstractions are functional views of an entity.
In computer science, we encounter two abstractions: procedural abstractions and data abstractions. The term procedural abstraction means that we do not need to know the implementation details of a method (procedure) in order to use it. We simply need to know what the method does (so we know when to use it) and the details of its signature or heading (so we know how to use it). Armed with this superficial understanding of methods, we can integrate their functionality into our programs.
Similarly, the term data abstraction means that we do not need to know the implementation details of a data structure in order to use it. We simply need to know what the operation methods do (so we know when to use them) and their signatures (so we know how to use them). We do not need to know the details of how the data is physically stored in memory, nor do we need to know the algorithms of the basic operations methods. A data structure that can be used with this superficial level of understanding is called an abstract data type. To most programmers, arrays are abstract data types. We know how to use an array to store data, but we do not know how it does it. For example, to use an array in our programs, we do not need to know that all of its elements are stored in contiguous memory, nor do we need to know how it calculates the memory address of an element given its index.
The term standard abstract data type refers to a data structure whose operation method signatures conform to a consistent format. The benefit of this standardization is that an application programmer can easily change the data structure used in an existing application by simply changing one line of the application: the line that declares the data structure object. Since the signatures of the basic operation methods are the same for the original and new data structures, the invocations of the basic operations need not be changed. With the exception of the implementation of the Restricted Data Structures discussed in Chapter 4, the structures implemented in this text will utilize the standard method signatures discussed in the previous section. Standardizing abstract data types reduces the cost of software.
[bookmark: 1_3_7_Encapsulation]1.3.7 Encapsulation
 
The principal of encapsulation is a topic of great importance in computer science because it can greatly reduce the cost of software development and maintenance by eliminating many difficult hours of debugging. In addition, encapsulation produces code that is more easily reused, thereby reducing the cost of future software products. Simply stated,
Encapsulation is the idea that we write code in a way that establishes compiler enforced protocols for accessing the data that the program processes.
These protocols usually restrict access to the data. The enforcement of the protocols by the compiler is manifested in the compiler's inability to translate a program that violates the protocols.
As an example, suppose that in a particular application, Tom's age is stored in a memory cell named tomsAge, and we wish to set his age to sixteen. If the data is not encapsulated, we can simply write:
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This statement could be coded anywhere in the application. With no encapsulation, all code in an application has free access to the memory cells that store the program's data.
However, if the data are encapsulated, direct access to these data could be limited to the code of the program's data structure module. In computer science, we would say that encapsulation limits the scope of the program statements that can access a data item. Then, if the statement:
[image: images]
appeared anywhere else in the program outside this scope, the compiler would issue a syntax error and terminate the translation of the program. To avoid the compile error, the following line of code would be used anywhere outside the data structure module to set Tom's age to sixteen:
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and the assignment of Tom's age to sixteen would be done inside the update method of the data structure class.
The pitfalls of writing code with no encapsulation are not obvious until you have participated in the development of a large program written by a team of programmers. Consider a 1,000,000-line program written with a person's age datum (e.g., tomsAge) fully encapsulated inside a data structure. Within this large application, George is assigned to write a small obscure module that rarely executes. To temporarily store the age of an antique piece of Thomasson furniture, he writes:
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and neglects to declare the variable tomsAge in his module. Coincidentally, he has chosen the name of the variable inside the data structure that stores Tom's age.
If Tom's age datum is fully encapsulated, a compile error is issued indicating that the variable tomsAge is inaccessible. This is sufficient for George to realize he neglected to declare the variable in his module, and he quickly corrects the problem. George then receives his own variable named tomsAge, distinct from the encapsulated variable of the same name used to store Tom's age.
If Tom's age datum were not encapsulated, a compile error would not be issued, and George would deliver his module without a declaration for his local variable: tomsAge. Then, after ten years of trouble-free operation, circumstances cause George's module to execute for the first time, and Tom is suddenly 200 years old.
The type of error that George made—forgetting to declare a variable—is unfortunately quite common and, without encapsulation, very time-consuming to find. Yet, it can be nipped in the bud by encapsulation. This is one reason for the rise in popularity of object-oriented programming languages because, through the use of their class construct, we can easily encapsulate data.
The class construct allows us to encapsulate more than data. The code that is allowed to manipulate the data is also encapsulated inside the class construct or module. For example, the code of the update method used to change Tom's age to 16 would be part of the class that contained the declaration of the data member used to store Tom's age. The advantage of this modularization is that if the data are not being manipulated properly, the focus of the debugging process can be isolated to the code of the methods encapsulated inside the class module or to the arguments sent to these methods. No other portion of the program code needs to be examined. Furthermore, if the classes are designed properly, they can be developed and tested as independent modules and then easily integrated into an application or reused in multiple applications. The reduction in debugging time and the reusability issues associated with encapsulation of data and methods in one entity greatly reduce the time and cost required to develop a software product.
[bookmark: 1_4_Calculating_Speed__Time_Comp]1.4 Calculating Speed (Time Complexity)
To evaluate the merits of candidate data structures during a project's design phase, we must calculate the speed of these data structures, which is related to the speed at which the code of the basic operations (i.e., the insert, fetch, delete, and update methods) execute. Paradoxically, during the design phase we have not yet written this code, so the pseudocode versions of the operation algorithms are used in this analysis.
Intuitively, we may consider the speed of an algorithm to be the time it takes to execute (in seconds). However, this measure of speed, which is commonly referred to as wall (clock) time can vary widely from one execution of the algorithm to another because it is not only dependent on the algorithm but also on many other factors. These factors include the speed of the hardware it is running on, the efficiency of the language translator and operating system, and the number of other processes the platform is executing. To eliminate these platform-dependent factors, a technique called complexity analysis is used to analyze algorithms, not only from a speed viewpoint (commonly referred to as time complexity), but also from a storage requirement viewpoint (commonly referred to as space complexity).
The time complexity of an algorithm is expressed as a mathematical function T(n), where n is usually the number of pieces of data the algorithm processes. As we will see later in this chapter, often there are several terms in this time complexity function, which are determined by analyzing the algorithm. This analysis can be greatly simplified through the use of a mathematical tool called Big-O Analysis. Using this tool the algorithm analysis is reduced to determining only one term, the dominant term of the function. Before proceeding with our discussion of algorithm speed and the method to determine the time complexity function of an algorithm, we will examine the technique of Big-O analysis.
[bookmark: 1_4_1_Big_O_Analysis__O_Standing]1.4.1 Big-O Analysis (O Standing for Order of Magnitude)
Big-O analysis is an analysis technique used to set a bound on the upper limit of a mathematical function. The analysis technique is based on the assumption that one of the terms of the function will dominate, or contribute, all but a negligible portion of the value of the function, usually as the independent variable(s) gets large. Under this assumption, if we are only interested in the approximate value of the function at a large value of the independent variable, we can simply evaluate the function's dominant term and neglect all of the other terms.
As an example, consider the function y = 20,000n + 5000 log2n + n2. Table 1.4 presents the values of this function and its three terms for increasing values of n. The highlighted values of the terms in the table are those terms that contribute more than one percent of the value of the function.
[bookmark: table1_4][image: images]
 
For small values of n, n ≤ 106, various combinations of the three terms make significant contributions to the value of the function. Beyond this value of n, the only term contributing more than one percent of the value of the function is the third term. If we were to extend the table beyond n = 108, this trend would continue. Thus, the term 2n2 dominates the function y = 2000n + 5000log2n + n2 as n gets large, so to approximate the value of this function for n > 106 we simply need to evaluate its third term.
The dominance of one term in a multitermed function is the basis for Big-O analysis. As a result, the following guideline can be used to evaluate the functional relationships associated with an algorithm's time and space complexity.
To approximate the value of a function of n, as n gets large, it is sufficient to identify its dominant term and evaluate it for adequately large values of n.
In an extension of this concept, constants that multiply the dominant term of a function (e.g., the 2.4 in the term 2.4n2) are neglected when we express the proportional relationship between the function and large values of its independent variable. Thus, we would say that the function y = 5000n + 3000log2n + 2n2 is proportional to n2 as n gets large. In Big-O notation, this is written as: y is O(n2), for large values of n.
Big-O analysis is used to evaluate functional relationships that arise in all fields of engineering. However, its use in software engineering to evaluate the speed of an algorithm is simpler than its use in other engineering disciplines because there are a limited number of functions that result from the analysis of algorithm complexity. Table 1.5 presents the terms that appear in most algorithm speed functions ordered by their relative magnitude (for large values of n) from smallest to largest.
[bookmark: Table_1_5]Table 1.5
Relative Dominance of Common Algorithm Complexity Terms
	
Dominant Term in an Algorithm's Speed Function
	Name of the Dominant Term
	Relative Magnitude of the Dominant Term for Large Values of n


	c, a constant
	Constant
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	log2n
	Logarithmic


	n
	Linear


	nlog2n
	Linear logarithmic


	Powers of n: n2 < n3 <…< ni (i < n)
	Polynomial


	cn
	Exponential


	n!
	Factorials
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[bookmark: Figure_1_9_Growth_Rate_of_Common]Figure 1.9 Growth Rate of Common Functions as n Gets Large
Figure 1.9 presents the magnitude of several of these terms as n gets large. It can be seen from this figure that not only is the magnitude of the terms towards the bottom of Table 1.5 larger at a given value of n, but also the difference in the magnitude of these terms increases as n increases.
It should be noted that there are two other analysis techniques used to determine the approximate value of a mathematical function, Big-Omega (Ω) and Big-Theta (Θ). Big-Omega is on the opposite end of the analysis spectrum from Big-O. Whereas Big-O analysis determines the upper bound of a function, Big-Omega determines the lower bound of a function. In terms of algorithms, Big-Omega analysis is used to determine the minimum execution speed of an algorithm. For example, the function y = 20,000n + 5000log2n + n2 has a Big-O value of O(n2) while its Big-Omega value is Ω(log2n). Big-Theta analysis is used to analyze functions whose upper and lower bounds are of the same order of magnitude. For example, the function y = 10 + nlog2n has a BigTheta value of Θ(n log2n). Not all functions lend themselves to Big-Theta analysis. In the remainder of the textbook we will use Big-O analysis in our discussions of algorithm complexity.
Having gained an understanding of Big-O analysis, we will now return to our discussion of the evaluation of an algorithm's speed.
[bookmark: 1_4_2_Algorithm_Speed]1.4.2 Algorithm Speed
When discussing algorithm speed, there are two factors to consider:
• The relative speed of the algorithm (relative to other algorithms).
• The absolute speed of the algorithm.
 
Relative speed is used to determine whether an algorithm (or code segment) is faster or slower than other algorithms. Absolute speed is used to determine the actual execution time, in seconds, of an algorithm. As we have indicated, absolute speed is a much more difficult calculation, since it is dependent on many platform-specific parameters. The analysis performed to determine both of these speeds can be simplified using Big-O analysis; however, the approximation inherent in this technique may invalidate its use in the calculation of absolute speed for some time-critical applications. We shall first turn our attention to the topic of relative speed.
[bookmark: 1_4_3_Relative_Speed_of_Algorith]1.4.3 Relative Speed of Algorithms
To determine the relative speed of several candidate algorithms, we analyze each algorithm's pseudocode, to determine the dominant term in each algorithm's speed function, T(n). The fastest algorithm is the algorithm whose dominant term occupies the highest position in Table 1.5 and the slowest algorithm is the one whose dominant term occupies the lowest position in Table 1.5. Stated another way, the algorithms are ranked in order of speed by their relative positions in Table 1.5; the faster the algorithm, the closer its dominant speed term is to the top of the table.
For example, suppose we are trying to evaluate the relative speed of three candidate algorithms A, B, and C, and that through an analysis of their pseudocode, we determine the dominant terms in their speed function (TA, TB, and TC) to be:3
[image: images]
Examining Table 1.5, we find that log2n occupies the highest position in the table (row 2). Further down the table, we see that n2 and n3 occupy a lower position in the table (row 5), but n3 is to the right of n2 on that row. Therefore the relative speed order of the algorithms from fastest to slowest is: TA (the fastest), followed by TC, followed by TB (the slowest).
Suppose a more extensive analysis of the algorithms was performed to determine all of terms of their speed functions as:
[image: images]
Substituting n = 106 nodes into these equations we obtain speeds of 6.98 × 102, 1.00 × 1018, and 5.00 × 1014 for TA, TB, and TC respectively, verifying that our Big-O analysis did indeed identify the fastest algorithm. It is interesting to note that for small values of n, algorithm C is actually faster than algorithm A, but for values of n larger than 8.1, algorithm A is the fastest.
In our Big-O analysis, we do not need to determine the constant multipliers of the dominant terms in the speed functions (e.g., TA was O(log2n), not O(20 log2n)). This speeds up the analysis of the algorithms because determining the constant multiplier requires a close inspection of the algorithm, which can be a time-consuming process. The multipliers only need be determined when the level of dominance of the terms is the same. For example, if the dominant terms of two speed equations are both O(n3), then the multipliers will determine which algorithm is the fastest; the higher the multiplier, the slower the algorithm.
In summary, to use Big-O analysis to determine the relative speed of a group of algorithms we must:
[image: images] Examine each algorithm's pseudocode to determine the most dominant term in their speed equation, ignoring constant multipliers.
[image: images] Rank them from fastest to slowest based on the position their dominant terms occupy in Table 1.5 (faster dominant terms are toward the top of the table).
[image: images] If the dominant terms are the same, the constant multipliers must be determined. The higher the constant multiplier, the slower the algorithm.
[bookmark: Relative_Speed_Case_Study__the_B]Relative Speed Case Study: the Binary Search Algorithm
The binary search algorithm is a technique for rapidly finding a data item stored in an array. Given the data item, called a search value, the algorithm returns the index of the array element where the search value is stored. In the context of data structures, the search value is usually the contents of the key field of a node, and the array is used to store references to the collection of nodes.
The algorithm assumes the data in the array are sorted. For this example, we will assume the data are sorted in ascending order. If the array did in fact store nodes, the nodes would be stored in sorted order based on the contents of the key fields of the nodes.
The algorithm defines a sub-array as a portion of the given array that includes the search value. The search value can be anywhere in the array, and so initially the sub-array is the entire array. The element accessed is always the middle element of the sub-array. If this is not the desired search value, the algorithm eliminates half of the elements in the sub-array by simply determining if the accessed element is greater than or less than the search value. This process continues until the search value is found.
Assuming that the array is named data, it contains n elements, and that the variables low, high, and searchValue are defined as follows:
 
low stores the index of the lowest element in the sub-array,
 high stores the index of the highest element of the sub-array, and
 searchValue stores the value being searched for (assumed to be in the array).
[image: images]
The algorithm assumes that the value being searched for is in the array.
When the algorithm terminates, the variable i contains the index of the array element that stores the value searched for. Having discovered the algorithm, we will now perform a Big-O analysis to determine its relative speed so that it can be compared to other candidate search algorithms.
If the search value is stored in the middle of the array, we will find it without executing the loop. This is the best-case scenario. In a worst-case scenario, the search value is the first (or last) element of the array. Assuming the search value is the first element (index 0) and that the array contains 16 elements, then the first value looked at would be the 8th element, then the 4th, then the 2nd, and finally the 1st element. Thus, the loop would execute three times. Extending this reasoning, if there were 32 elements in the array, the elements accessed when looking for an item stored in first element would be the 16th, 8th, 4th, 2nd, and 1st. In this case, the loop would execute 4 times. Extrapolating this reasoning further, Table 1.6 presents the maximum number of times the loop executes T for array sizes between 16 and 1024 elements.
Examining the data in this table, we can deduce the functional relationship between T and n by observing n = 2(T+1). To solve for the time complexity function T(n) we take the log2 of both sides of the equation, which yields log2(n) = log2(2(T+1)) = T + 1. This means that T = (log2n) − 1. Therefore, in the worst case, the loop executes (log2n) − 1 times, or the algorithm speed is, at worst, O(log2n). Since only one item can be located in one loop iteration, while two items can be found in two loop iterations, four in three iterations, etc., the average number of comparisons is weighted towards the maximum value of O(log2n).
 
[bookmark: Table_1_6]Table 1.6
Maximum Number of Loop Executions in the Binary Search Algorithm when the Search Value is in the First or Last Element of the Array
	
Number of Loop Executions
	Size of the Array


	T
	n


	3
	16


	4
	32


	5
	64


	6
	128


	7
	256


	8
	512


	9
	1024


If we were comparing its speed to other algorithms whose speed were also O(log2n), we would need to determine the multipliers of log2n. To do this, we need to further analyze the algorithm to determine the number of instructions executed inside the loop.
Inspection of the algorithm reveals that statements 4, 5, and 9 will execute every time through the loop, as will either statements 6 or 8. Therefore the multiplier is four statements, and our refinement to the Big-O analysis of this algorithm would be to say its dominant speed term is 4(log2n − 1). Stated another way, this algorithm will locate an item in an n element array after executing, at worst, 4(log2n − 1) instructions as n gets large.
This is a fast search algorithm, because for an array of 106 elements we can locate a given value after executing, at most, 4(log2106 − 1) = 76 Java instructions. What makes the algorithm fast is that with every look into the array, we eliminate the need to examine half of the remaining elements of the array.
[bookmark: 1_4_4_Absolute_Speed_of_an_Algor]1.4.4 Absolute Speed of an Algorithm
Although Big-O analysis identifies the fastest algorithm from several candidates, it could be that the absolute speed of the fastest algorithm is not fast enough for a particular application. In this case, the algorithm discovery process must continue. Conversely, if the fastest algorithm is too costly to implement, or its storage requirements are unacceptably large, perhaps the absolute speed of a slower, but less costly, algorithm would meet the speed and storage requirements of the application.
 
The most reliable way to determine the absolute speed of an algorithm is to code it, translate it into the machine language of the platform on which it will run, and then measure its wall time as it processes a representative set of input data on that platform. However, this is not often practical during the design process, and so it is useful to perform a more convenient but less accurate analysis technique to approximate absolute speed. Assuming the CPU is dedicated to the execution of the algorithm, we can express execution time, t, of the algorithm as the sum of the execution time of the individual instructions in the machine language translation of the algorithm. Assuming the translation consisted of n instructions, we have:
[image: images]
where:
n is the total number of machine language instructions in the translation of the algorithm, and
tmi is the time required to execute the ith machine language instruction.
In order to obtain a more workable form of the previous equation, we categorize the machine language instructions into groupings based on the number of clock pulses that are required to execute the instruction. Assuming there are g groupings, the above equation becomes:
[bookmark: equation_1_1][image: images]
where:
g is the number of instruction groupings,
ti is the time required to execute an instruction in the ith grouping, and
ni is the number of instructions in group i.
In the simplest case, instructions are assumed to be in one of two groups (g = 2): those that access memory, and those that do not. The reason for distinguishing between instructions that access data in memory from those that do not is that memory access instructions execute much slower than nonaccess instructions. Typically, the speed of memory is orders of magnitude slower than the time it takes the CPU to perform math or logic operations, or to transfer data between its registers.
To illustrate this speed difference, consider a system with a 2-gigahertz clock and an average memory access time (the time to read or write a single memory word) of 50 nanoseconds.4 Assuming that the CPU executes one nonaccess instruction (i.e., math, logic, or register transfer instructions) in one clock pulse, the time to execute a nonaccess instruction, tna, would be
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The time to execute a memory access instruction ta would be
[image: images]
which is 100 times slower than the 5 × 10−10 seconds to perform a nonaccess instruction.
With g = 2, equation 1.1, which gives the absolute speed of an algorithm in seconds:
[bookmark: equation_1_2][image: images]
where:
tna is the time to execute a memory nonaccess instruction,
nna is the number of memory nonaccess machine language instructions executed,
ta is the time to execute a memory access instruction, and
na is the number of memory access machine language instructions executed.
The execution times (tna and ta, in equation 1.2) can be determined from the specification of the computer system hardware. To determine the number of instructions in each group (nna and na), we examine the algorithm line-by-line to determine which grouping each line falls into. We can then make an assumption regarding the number of machine instructions per pseudocode line. These techniques are illustrated in the following case study.
[bookmark: Absolute_Speed_Case_Study]Absolute Speed Case Study
As an example, consider the following code sequence to sum the elements of the two-dimensional array data consisting of n rows and n columns.
[image: images]
To determine nna and na, we inspect the algorithm, revealing that Line 1 will execute once; Lines 2, 3, and 8 will execute n times; and Lines 4, 5, and 6 will execute n2 times. Next we need to identify which of these are not memory access instructions. Modern optimizing compilers will recognize the value of storing variables (such as loop variables or counters) that are accessed repeatedly inside of loops, in CPU registers. Therefore, Lines 1, 2, 3, 4, 6, and 8 are not considered memory access instructions. Line 5, however, refers to a different element of the array every time through the inner loop, and therefore requires a memory access. Line 5 also performs an addition operation. Assuming one CPU operation translates into one machine language instruction, we have:
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Assuming the same hardware as in the previous example (tna = 5 ×10−10 seconds per nonaccess instruction and ta = 5 × 10−8 seconds per memory access instruction), the execution time, ta, of the algorithm would be:
[image: images]
For a 1000 × 1000 element two dimensional array (n = 103), this equation evaluates to t = 0.0515 seconds.
It is interesting to note that a Big-O analysis would have resulted in a relative speed of O(n2), and if the memory access instruction execution time were used for each instruction executed, the algorithm execution time would have been 0.050 seconds (10002 instructions * 5 × 10−8 seconds per instruction). This is within 3% of the time determined by the more complex absolute speed analysis.
To summarize, the procedure to calculate absolute speed of an algorithm (to within a good approximation) is:
1. Analyze the algorithm to determine the number of instructions that will be executed. For instructions in loops, this will be a function of n, the number of times the loop executes.
2. Identify the memory access and nonaccess instructions.
3. Add up the number of access and nonaccess instructions to determine na and nna respectively.
4. Determine the hardware dependent time to execute the access and nonaccess instructions, ta and tna respectively.
5. Calculate the speed of the algorithm as: t = tna × nna + ta × na.
[bookmark: 1_4_5_Data_Structure_Speed]1.4.5 Data Structure Speed
As previously discussed, the speed of a data structure depends upon the speed of its operation algorithms. However, after calculating either the relative or the absolute speed of the algorithms of each candidate data structure, it still may not be obvious which data structure is the fastest.
Consider the following case study. Suppose that two candidate data structures, A and B, are being considered for an application in which only the Insert and Fetch operations will be required. As part of the design process, the absolute speed of these algorithms has been calculated for each of the structures as shown in Table 1.7.
[bookmark: Table_1_7]Table 1.7
Insert and Fetch Operation Speed for Two Candidate Data Structures
	
Data Structure
	Insert Speed (seconds)
	Fetch Speed (seconds)


	A
	2.0
	0.10


	B
	0.2
	0.11


By examining the speeds of the operations of the two structures presented in the table, we would probably conclude that B is the best structure. After all, Structure B is 10 times faster in insertion speed, and the two structures are very close in fetch speed.
However, the data presented in the table is insufficient to allow conclusions about which data structure is best for this application. We need another piece of information: the frequency of each operation. Suppose that during a typical day, 1,000,000 fetch operations and no insert operations are performed. In this case, A would be the faster structure. This would be the case for an application in which, after the initial data set is stored, no new nodes are added to the structure. An example of this kind of a data set would be a language dictionary, where the two fields in the nodes are a word and its definition.
As illustrated in this example, to determine the best structure for an application we must consider not only the speed of the operations but also the frequency at which the operations are performed over a given period of time. A good parameter that does this is a frequency-weighted average operation time, tavg, defined as:
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where:
ti , is speed of the ith operation (i = 1, 2, 3,…, n),
n is the number of different operations available on the structure, and
fi , is frequency of the ith operation (i = 1, 2, 3,…, n).
Applying this to our case study involving the dictionary database involves two operations:
[image: images]
 
Substituting the data from Table 1.7 for t1 and t2; and substituting frequencies of 1,000,000 fetches per day for f1, and 0 inserts per day for f2, the average speeds for Structures A and B are:
[image: images]
The equation for tavg is normally expressed in a simpler form. The denominator is divided into each term of the numerator to give:
[image: images]
This form of the equation is more convenient, because rather than specifying the number of times each operation is performed over a period of time, we simply specify the probability of the operation occurring (e.g., 10% = 0.1). Keep in mind that the sum of the probabilities for all operations must equal one. Applying this form of the equation to our test case, and realizing the probability of an insert operation is 0% (0.0) and the probability of a fetch operation is 100% (1.0), we obtain:
[image: images]
As a special case, if all operations are equally probable (the pi's are equal) then the equation for tavg is reduced to an arithmetic average of the operation speeds. To illustrate this, consider four operations, all with equal probabilities (25% = 0.25). Assuming the operation times were 1, 2, 3, and 4 seconds, the arithmetic average would be 10 / 4 = 2.5, and the above formula would yield:
[image: images]
[bookmark: 1_5_Calculating_Memory_Overhead]1.5 Calculating Memory Overhead (Space Complexity)
All encapsulated data structures must allocate sufficient memory to store the information inserted into the data structure. In addition to that storage, they must also allocate storage that is used by the operation algorithms to maintain the structure. This extra memory, in excess of that required to store the nodes' information, is called overhead.
 
Some structures require a minimal amount of overhead storage, while others require a large amount. Since memory is a coveted resource, data structures that minimize overhead are more desirable and are said to be more memory efficient.
The parameter (or metric) used to specify how efficiently a data structure uses memory is density, D, defined as:
D = information bytes / total bytes
= information bytes / (information bytes + overhead bytes)
where:
information bytes is the amount of memory required to store the information stored in the structure, in bytes,
total bytes is the total amount of memory allocated to the structure, in bytes, and
overhead bytes is the amount of memory required to maintain the structure, in bytes.
From the previous equation we see that the density, D, equals one when the overhead is zero; otherwise, D is always less than one. In fact, as the overhead memory required by a data structure gets large, D approaches zero, and since all data structures have some overhead, the range of density, D, is:
0 < D < 1
Stated another way, memory-efficient data structures have a density close to one, while memory-inefficient data structures have densities that approach zero.
Consider our telephone listing nodes, where each node has 50 information bytes and the number of nodes in the structure, n, is 100,000,000. If these nodes are stored in a data structure that utilizes an additional 10 bytes per node to maintain the structure, its density would be 0.83, calculated as:
[image: images]
The overhead memory required by the data structure in the above example is a multiple of the number of nodes in the structure, n. When this is the case, the density of the structure D is not a function of the number of nodes in the structure, since n can be eliminated from both the numerator and the denominator of the density equation. The density of our 100,000,000 node structure would calculate to 0.83 whether there are 100,000,000 nodes or 10 nodes stored in the structure.
 
Some data structures require a set (or constant) amount of overhead, O, independent of the number of nodes. The density for these types of structures increases as the number of nodes in the data structure increases. To demonstrate this, assume that each node has w information bytes, and thus the density is:
[image: images]
Since the overhead, O, was assumed constant and the node width, w is constant for a particular data structure, as n gets large, O / (w * n) approaches zero, and therefore D approaches 1 = 1 / (1 + 0).
Often data structures are a combination of the two cases discussed previously: they have a set amount of memory overhead, O, as well as an additional amount of overhead per node. The density of these structures also increases, as the number of nodes increases.
[bookmark: 1_6_Java_Review]1.6 Java Review
There are several Java constructs, operations, and concepts that are used in the implementation of most data structures. These are:
• The declaration of an array of primitive values.
• The definition of a class.
• The declaration of an object.
• Accessing an object.
• Deep and shallow copies.
• The declaration of an array of objects.
• Objects that contain objects as data members.
• Objects that extend objects: inheritance.
• Parent and child references.
• Generic methods and classes.
Familiarity with these topics, which are usually covered in the first course in computer science, is assumed in the subsequent chapters of this book. However, some of these topics are introduced late in the first computer science course, if they are covered at all. As a result, some students have only a superficial knowledge of these topics or no knowledge at all. Therefore, a formal review of these topics is useful before proceeding to subsequent chapters.
[bookmark: 1_6_1_Arrays_of_Primitive_Variab]1.6.1 Arrays of Primitive Variables
Primitive variables are single instances of integral or real types of information. They are declared using the Java data types boolean, byte, short, int, long, char, float, and double. Assuming dataType represents a primitive type, arrays of these primitive variables are declared using the syntax
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[bookmark: Figure_1_10_Allocation_of_Storag]Figure 1.10 Allocation of Storage for an Array of Primitives
where arraySize is an integer that specifies the number of elements in the array, and it must be a numeric literal (e.g., 3) or an integer variable (that has been assigned a value).
As an example, to declare an array named numbers to store three integers we write:
[image: images]
It is very useful to understand the memory allocation process resulting from each of the above statements. The first statement (int[] numbers;) allocates a reference variable5 (one that can store a memory location) named numbers initialized to the value null. The second statement allocates three contiguous memory cells, each of which can store an integer value, and also stores the address of the first integer memory cell into the reference variable numbers. Finally, each cell is assigned an index value starting from zero (in ascending order), and each of the integer memory cells is initialized to zero. Figure 1.10 illustrates the two-step memory allocation process resulting from the execution of the two statements. The shaded parts of the figure are a result of the first statement's execution. All other parts of the figure are produced by the second statement.
An alternate syntax can be used to code the two statements as a single statement:
[image: images]
The memory allocation of the single-statement syntax is the same as when the two-statement grammar is used.
 
The array reference variable, like all variables in Java, can only be allocated once in a program, or a duplicate definition compile error will result. Therefore, if the size of the array is to change as the program executes, the two-line grammar is required. The code
[image: images]
results in a syntax error because the reference variable, numbers, on the above line of code has been declared a second time.
[bookmark: 1_6_2_Definition_of_a_Class]1.6.2 Definition of a Class
A class is a programmer-defined type that consists of data definitions and methods (subprograms) that operate on that data. The name of the class is the name of the newly defined type. The definition of the class (the class statement) does not allocate any memory. As is the case with the built-in primitive types, it simply provides a template for the memory that will be allocated when an instance of this newly defined type (or class) is declared. The simplest grammar for defining a class is:
[image: images]
where ClassName is the name of the class.
The keyword public is called an access modifier, and it will be used in all the class definitions in this text,6 Its use allows a method in any application to declare a reference variable of this class type. In addition, throughout this text the data members of a class will be specified using the private access modifier that instructs the translator to enforce the encapsulation of the class' data members.
 
[image: images]
[bookmark: Figure_1_11_The_Class_Person]Figure 1.11 The Class Person
As an example, consider a class named Person (shown in Figure 1.11) that will contain two data members, age and weight. In addition, the class will contain two methods: a two-parameter constructor that will initialize the data members and a toString method to facilitate the output of the data members' values.
The translator considers the method Person (Lines 6–9 in Figure 1.11) to be a constructor method because it has the same name as the class. A constructor method executes automatically when an instance of the class, an object, is declared.7 Aside from the indentation used in this code, there are two penmanship issues to be followed when coding classes:
• Names of classes should always begin with an uppercase letter (e.g., Person).
• Names of data members and methods (except for the constructors) should always begin with a lowercase letter (e.g., age, weight, toString) and an uppercase letter is used when a new word begins within the name (e.g., toString).
Parameter names used in method headings (e.g., a and w on Line 6) should not be the same as the names of the data members (age and weight on Lines 3 and 4). When they are the same, the compiler creates a new local variable (within the method) with the same name as the data member. All references to the variable within the method are to the local variable and not to the data member. This issue will be discussed further in the next section.
[bookmark: 1_6_3_Declaration_of_an_Object]1.6.3 Declaration of an Object
 
Just as we can declare instances of the built-in type int to store an integer, we can declare instances of the programmer-defined type Person to store a person's information. An instance of a built-in type is called a variable, while the instance of a class is called an object. Objects can be created in Java using a two-line grammar:
[image: images]
As an example, consider the class Person defined in Figure 1.11. To declare an object in this class named tom that is 25 years old and weighs 187.6 pounds, we write:
[image: images]
Again, it very useful to understand the memory allocation process resulting from each of the previous statements. The first statement (Person tom;) allocates a reference variable named tom that can store the address of a Person object. The value null is stored initially in this memory cell.
The second statement allocates an object in the class Person and places the address of the object into the memory cell tom. Inside the newly created object, two memory cells are allocated: an integer called age and a double called weight. Then, since the second statement supplied two arguments (25, 187.6), the two-parameter constructor executes. As coded on Lines 6–9 of Figure 1.11, this constructor places the values 25 and 187.6 into the data members of the newly created object with the statements: age = a; weight = w;. Figure 1.12 illustrates the two-step memory allocation process resulting from the execution of the two statements. The shaded parts of the figure are a result of the first statement's execution. All other parts of the figure are produced by the second statement.
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[bookmark: Figure_1_12_Storage_Allocation_f]Figure 1.12 Storage Allocation for a Person Object
 
The name of the reference variable is considered to be the name of the object. It is good penman-ship to begin the names of objects with lowercase letters, using an uppercase letter when a new word begins (e.g., myBalance).
The two line declaration of the object tom discussed previously can be coded as a single statement:
[image: images]
However, as with arrays, the two-line grammar must be used if the object is to be declared more than once in a program. Although the contents of the reference variable, tom, can be changed to refer to different objects as the program executes, it (like any other variable), can be declared only once.
The sequence of code that declares the object is referred to as client code. This term comes from the idea that just as clients come to a vendor to obtain products, clients come to the class to obtain objects. Therefore, object-oriented programs contain two types of code: client code and class definition code. The authors of the two may be, and often are, different programmers. For example, most beginning programmers are clients of the class String, in that they declare String objects in their program by writing:
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or
String name = new String(“bob”);8
Each object declared in a program is allocated its own memory locations to store the values of its data members. Consider the client code:
[image: images]
Here, two objects (and, of course, two reference variables) are created and initialized as shown in Figure 1.13.
Each object, tom and mary, contains two memory cells. One named age and one named weight. What is sometimes confusing is that when we examine the line of code age = a; in the constructor of the class Person (Figure 1.11, Line 7), we cannot tell which of the memory cells named age depicted in Figure 1.13 is being assigned. The constructor, Person, simply assigns the first argument to the variable age (and the second argument to the variable weight) without mentioning an object's name. The determination of which object receives the argument values is decided by the client code. This is typical of object-oriented programming. When the client code creates an object, it specifies the name of the object being created (in this case, tom or mary) and that object's data members are assigned by the constructor. Therefore, to answer the question of which object's age is being assigned a value by the constructor code age = a; we must look at the constructor invocation in the client code. For example, if the client code was Person tom = new Person(25, 187.6); then the variables age and weight in Tom's object would be assigned by the constructor.
[image: images]
[bookmark: Figure_1_13_Storage_Allocation_f]Figure 1.13 Storage Allocation for Two Person Objects
[bookmark: 1_6_4_Accessing_Objects]1.6.4 Accessing Objects
After an object is declared, the client code can invoke any publicly accessible method declared in the class. Publicly accessible methods are methods that are declared using the public access modifier in their heading. In the class Person, the method toString is a public method since its code begins with the keyword public (e.g., public void toString()). Once again, if we examine the code of the method toString, we cannot tell which object's age and weight the lines:
[image: images]
are referring to. That reference is specified in the client code. In object-oriented languages, the client specifies the object that the method is to operate on (or access) by mentioning the object name in the method invocation statement9 using the following grammar:
[image: images]
Thus, to output the contents of the age and weight data members of the object mary, the client code would be
[image: images]
Accessing information stored in objects is slower than accessing information stored in primitive variables.10 Suppose that an integer is stored in a primitive variable at location 2000. The integer is fetched by simply accessing the contents of location 2000. However, if the integer is a data member of an object, it is stored inside the object and accessing the integer then becomes a two-step process. First the reference variable that stores the address of the object must be accessed to locate the object, and then the integer can be accessed. Referring to Figure 1.13, to access Tom's age, first the object's address, 100, stored in the reference variable tom must be accessed, and then, knowing the address of the object, the contents of the integer age can be accessed. Thus, in Java, accessing information in objects requires two memory accesses, while accessing information in primitive variables requires only one memory access.
[bookmark: 1_6_5_Standard_Method_Name_Prefi]1.6.5 Standard Method Name Prefixes
One advantage of programming in a high-level language is that the code is much more readable. To further promote readability, Java programmers have adopted a prefix convention for naming methods. The prefix gives insights into the source or destination of the data the method processes. Four of these prefixes are input, show, set, and get.
The prefixes input and show are used to indicate that the information is flowing between an I/O device and the method. Often this I/O device is a user-interface device (e.g., keyboard or monitor). The other two prefixes, set and get, indicate that the information is flowing between the client code and the method. A set method typically contains a parameter list, and a get method is typically a nonvoid method that contains a return statement. Figure 1.14 illustrates the information source and destination implied by these prefixes (as well as toString).
Consistent with these prefixes, a method named getAge added to the class Person would be a method that returned a person's age to the client code, while the method setWeight would be a method the client code could use to store a person's weight in a Person object. Their code would be:
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[bookmark: Figure_1_14_Class_Method_Prefixe]Figure 1.14 Class Method Prefixes
 
Without set and get methods, the client code would not be able to access an object's data members, since good programming practice dictates that all class data members are declared with private access to encapsulate the data inside of the class' objects.
Assuming a Person object named tom stores information about Tom, the following client code fetches Tom's age from his object and then sets his weight to 200 pounds.
[image: images]
One more comment on standardized names: The class Person contains an example of a method named toString, which is a standardized name for a method that returns a string containing the annotated values of a class' data members. As illustrated in Figure 1.14, it is similar to methods that use the get prefix in that it returns information to the client code.
[bookmark: 1_6_6_Shallow_and_Deep_Copies]1.6.6 Shallow and Deep Copies
Copying information from one primitive variable to another is done with the assignment operator. As an example, assume we have two integer variables i and j that store 10 and 20, respectively. The code i = j; copies the value from j into i, leaving j unchanged. After the operation, both i and j store the value 20.
When we are dealing with objects, the copy operation is not as simple, because there are two types of copy operations we can perform on objects: shallow and deep copies. As we demonstrated, when an object is allocated, the address of the object is stored in a reference variable. To help understand the difference between shallow and deep copies, it is useful to imagine the reference variable floating on the surface of water, with the object (weighed down by its data) sunk to a greater depth. Figure 1.15 depicts two Person objects, tom and mary, using this analogy.
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[bookmark: Figure_1_15_Shallow_and_Deep_Cop]Figure 1.15 Shallow and Deep Copy Water Analogy
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[bookmark: Figure_1_16_A_Shallow_Copy_of_th]Figure 1.16 A Shallow Copy of the Object mary into the Object tom
When a shallow copy is performed, the memory affected by the copy is at the shallow depths (the surface of the water). Therefore, shallow copies only affect the contents of the (shallow floating) reference variables. The Java syntax to perform a shallow copy is:
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Thus, to shallow copy mary into tom, we write:
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The action of the statement is the same as when we copy one primitive variable into another. The value 200 stored in the variable mary is copied into the variable tom, and mary would remain unchanged (Figure 1.16). As a result, both reference variables then refer to the same object. Since the address of the object at location 100 is no longer stored in a reference variable, it would be returned to the available storage pool by the Java memory manager. After the shallow copy, the statements
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would both output an age of 21 and a weight of 127.3, since they both refer to the same object.
When a deep copy is performed, the memory affected by the copy is at deeper depths. Deep copies only affect the contents of objects; the contents of the reference variables remain unchanged. The action of a deep copy is to copy the contents of the data members from one object into the data members of the other object. The result of a deep copy of Mary's object into Tom's object is shown in Figure 1.17. After the deep copy, the statements
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[bookmark: Figure_1_17_A_Deep_Copy_of_the_O]Figure 1.17 A Deep Copy of the Object mary into the Object tom
[image: images]
would both output an age of 21 and a weight of 127.3 pounds (as they did after the shallow copy was performed). However, in the case of the deep copy, the output is coming from two different objects. Since the reference variables are unaffected by the deep copy, both objects are still referred to (or referenced), and Java's memory manager does not recycle either object. Both objects continue to exist after a deep copy.
Java does not provide an operator to perform a deep copy. Rather, a method must be coded in the class of the objects that copies every data member of one object into the corresponding data member of the other object. For example, one version of a method to deep copy Person objects (coded in the class Person) would be:
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Then, to perform a deep copy of object mary into object tom, we would code:
[image: images]
 
An alternate approach to the coding of a deep copy method is often used in the implementation of data structures. In this approach, the method performs the deep copy into a newly created object and returns a reference to the new object. Assuming the method was to deep copy a Person object, its code would be:
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As we have discussed, the age and weight mentioned in this method is the age and weight of the object that invokes the method. Therefore, to perform a deep copy of object mary into object tom, we would code:
[image: images]
Using this approach, after the deep copy is performed, the reference variable tom contains the address of a newly created object whose data members contain the same values as the object mary. Since the variable tom references the newly created object, Figure 1.17 does not accurately depict the action of this version of a deep copy method. There are three objects involved here, the object referenced by mary, the object referenced by tom, and the newly created object returned from the deepCopy method whose address will be assigned to the variable tom.
[bookmark: 1_6_7_Declaration_of_an_Array_of]1.6.7 Declaration of an Array of Objects
An array of objects is declared using a three-step process. Suppose, for example, we wish to allocate an array of 10 objects. First, as with an array of primitives, we must declare a reference variable in which to store the location of the first element of the array. Second, we must declare the 10-element array. In the case of an array of 10 primitives, this step gives us the 10 primitive storage locations. However, in the case of an array of objects, this step gives us an array of 10 reference variables that will store the address of (or point to) our 10 objects. It is in the third step that we finally allocate the 10 objects, setting their locations into the array of 10 reference variables.
Specifically, the three steps necessary to allocate an array of n objects are:
• Declare a reference variable in which to store the location of the first element of the array.
• Declare an array of n reference variables that will store the address of the n objects.
• Declare the n objects and set their locations into the array of n reference variables.
The following code declares an array of three Person objects named employee, each initialized to 21 years old and 187.6 pounds.
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[bookmark: Figure_1_18_Storage_Allocation_f]Figure 1.18 Storage Allocation for an Array of Three Person Objects
The memory allocation associated with the previous code is illustrated in Figure 1.18.
Alternately, the code could be abbreviated as:
[image: images]
[bookmark: 1_6_8_Objects_that_Contain_Objec]1.6.8 Objects that Contain Objects as Data Members
Suppose your friend Bob was asked to conduct several classes at a weight loss clinic, each containing three students, and he has asked you to computerize his record keeping. Obviously, each student in Bob's classes is a person, and each has an age and a weight. In other words, Bob's classes will contain Person objects.
Being an object-oriented programmer, you realize that a good model for Bob's venture would be a class named WeightLossClass that contains Person objects. The class would initialize the weight and height of each person and be able to output their data. The code of this class would be:
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Having established this class, the client code for Bob's application could create two of Bob's classes with the statements:
[image: images]
The objects class1 and class2 would each contain three Person objects. These objects are referenced by the variables declared on Line 3 of the WeightLossClass class, and are allocated by the constructor on Lines 6–8. The constructor's parameters are the age and initial weight of the three students. Figure 1.19 shows the memory allocated by the constructor for the class1 object. Naturally, other methods would have to be added to the class such as a member method to change the weight of the students as they (ideally) lose weight.
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[bookmark: Figure_1_19_A_WeightLossClass_Ob]Figure 1.19 A WeightLossClass Object Containing Three Person Objects
[bookmark: 1_6_9_Classes_that_Extend_Classe]1.6.9 Classes that Extend Classes, Inheritance
 
Suppose that your friend Bob asked you to improve his WeightLossClass application by adding another piece of information about a student: goal weight. Thus, weight loss clinic attendees may now be considered to be an extension of a person in that they have the attributes of a person (age and weight) but also have the additional attribute of goal weight.
Being an object-oriented programmer, you realize you can easily extend the class Person to construct a new class, WeightLossClient, using the object-oriented programming concept of inheritance. The new class would have all the data members and methods of the Person class as well as the new data member, goal weight. In addition, it would contain a constructor and a toString method to accommodate the additional data member. The code of the new class would be:
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The clause extends Person in the heading of the class WeightLossClient indicates that the class inherits all the attributes and methods of the class Person. We say that the class Person is the parent (or super class) of the child class WeightLossClient. Line 3 of the class adds the new (third) data member that will store a person's goal weight. The code super(a,w) on Line 6 invokes the parent class' (Person's) constructor to initialize the age and weight data members, and Line 10 invokes the parent class' toString method to fetch the annotated values of the person's age and weight. Line 7 initializes the goal weight, and Line 11 adds the value of the goal weight to the annotated string returned from the Person class' toString method.
To use the new class in Bob's application, the Person objects contained in the class WeightLoss-Class would be replaced with WeightLossClient objects, and the class' constructor would be expanded to process the goal weight. The revised code follows.
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[bookmark: Figure_1_20_A_WeightLossClass_Re]Figure 1.20 A WeightLossClass Revised Object Containing Three Initialized WeightLossClient Objects
When a WeightLossClass object is created, the goal weight, along with the age and weight, are specified as arguments to the constructor. Thus, the client code to create Bob's class1 object is now:
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The resulting object is shown in Figure 1.20.
[bookmark: 1_6_10_Parent_and_Child_Referenc]1.6.10 Parent and Child References
When a new class is created that is an extension of an existing class, we say the new class is a child (or sub) class and that the existing class is a parent (or super) class. In Java, a parent class reference variable can contain the address of a child object; however, a child class reference variable cannot contain the address of a parent object. If the reference variables p and c are declared as:
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[bookmark: Figure_1_21_Allowable_Assignment]Figure 1.21 Allowable Assignments Between Parent, p, and Child Reference, c, Variables
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the statement p = c; is valid, and it places the address of the child object into the parent reference variable. The statement c = p; would be invalid because child reference variables cannot refer to parent objects. If, however, a parent reference actually stores the address of a child object, the statement c = (WeightLossClient)p; is valid syntax for placing (or coercing) the address of the child object stored in p, into the child reference variable c. The allowable assignments involving parent and child reference variables are illustrated in Figure 1.21.
To summarize, using an old-fashioned parenting analogy, a parent can point to a child (object), but it is improper for a child to point to a parent (object).
[bookmark: 1_6_11_Generic_Types]1.6.11 Generic Types
A generic type, or generic typing, is the defining new feature in Java 5.0. It is a language feature that allows the author of a method or class to generalize the type of information with which the method or class will deal. The choice of the type of information is left to the invoker of the method or the declarer of an object. Thus, a generic method can be invoked in one part of a program to process an array of Integer objects, and the same method can be invoked in another part of the program to process an array of Double objects. In the case of a generic class, the type of the class' data members and the parameters of the class' methods can be different for each object instance that the program declares.
[bookmark: Generic_Methods]Generic Methods
Consider the code shown below that outputs an array of Integer objects passed to it.
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Assuming this method exists, the invocation statement outputIntegerArray(ages); would be used to output the contents of the array ages that stores five Integers declared as
[image: images]
However, it could not be used to output the contents of the array weights that stores a group of Doubles. For example, the following statements would result in a compile error because the method is expecting an Integer array and it is sent an array of Doubles.
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Using generics we could generalize the method so that it could be used to output any type of numeric object. The generic version of the output method, renamed outputNumericArray consistent with its generic nature, is shown below.
[image: images]
Comparing the generic version of the method to the original version, we see that two simple changes have been made to make the method generic. Both of the changes are made to the method's signature (Line 1). Just before the return type specification, which for this method is void, a type placeholder <T> is coded.11 This indicates to the compiler that this method will use a generic type T in its code, which it does in the parameter list. (The parameter type Integer in the nongeneric version of the method has been change to T in the generic version.) The actual type that T represents will be the type of the argument that appears in an invocation of the generic method. Thus, the following statements would effectively replace T with the type Integer during the first invocation (Line 3), and T would be replaced with the type Double during the second invocation (Line 4).
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[bookmark: Figure_1_22_The_Person_Class_Sho]Figure 1.22 The Person Class Shown in Figure 1.11 Written Generically
[image: images]
One restriction placed on the use of generics is that within the code of the method objects cannot be declared in the generic type (e.g., T myObject = new T(); is not allowed).
[bookmark: Generic_Classes]Generic Classes
Type placeholders can be used in the definition of classes to defer the decision as to the type of information that the class deals with until a specific object is declared. Figure 1.22 presents the code of a class named PersonGeneric, which is the code of the class Person (presented in Figure 1.11 modified to make it generic).
As shown on Line 1 of Figure 1.22, to make a class generic we code the generic placeholder(s) at the end of the class' heading. In this case, two placeholders are specified (separated by a comma), which indicates to the compiler that this class' code will use generic types T and E in its code. These will be the types of the class' two data members, and so Line 3 has been modified to use type T, and Line 4 has been modified to use type E. Finally, on Line 6, the types of the constructor's parameters have been changed to the generic types T and E.
With these modifications in place, we can declare an object and specify the types of the age and weight data members for that object when it is declared. For example, the syntax to declare an object tom whose age and weight are both doubles would be:
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To declare an object bill whose age and weight were they same types as a Person object (integer and double), we would write:
[image: images]
It should be mentioned that the above declarations of the objects tom and bill take advantage of the autoboxing feature added to the Java language in Java 5.0 to simplify the coding examples. The object declaration for Bill's object indicates that placeholders T and E will be references to Integer and Double objects respectively. Therefore, the constructor on Line 6 of the PersonGeneric class (Figure 1.21) must be sent a reference to objects of these types when the object bill is created. However, the argument list used to create Bill's object contains primitive constants (i.e., 1 and 15.1), not references to Integer and Double objects. To prevent a compile error, Java 5.0's auto-boxing feature creates these Integer and Double objects for us. Without the autoboxing feature, the code to declare Bill's object would have to be
[image: images]
because primitive types (e.g., int and double) cannot be substituted for type placeholders (e.g., T and E in the class PersonGeneric).
EXERCISES
[bookmark: Knowledge_Exercises]Knowledge Exercises
 
1. What is data?
2. Define the term Data Structure.
3. What is a built-in data structure?
4. What three criteria are used to determine whether a data structure is acceptable for a particular application?
5. What factors determine the cost of software?
6. It has been estimated that a program will consist of 300,000 lines of code. If the burdened cost of a programmer's efforts is $150 per hour, determine the cost of the program.
7. Put the following terms in size order: node, field, data set.
8. An application is to be written that would allow students to find out their GPA (a double) and their total number of credits (an integer), given their student number (an integer).
(a) Draw a picture of the node used in this application. Include field names and data types.
(b) Give the node width in bytes.
(c) Which field would be the key field?
9. You have been asked to write a nonvoid, one-parameter method to access nodes in a data set. What will be the argument passed to your method, and what will be the type of the returned value if the access mode is:
(a) the key field mode?
(b) the node number mode?
10. Nodes are stored in a linear list. What node comes just before, and just after, node 6?
11. Give the four basic operations performed on data structures, and tell what each operation does.
12. The nodes in a data set are objects of type: Listing. Give the signatures (the method headings that include types and parameters) for the four basic operations if they are performed in the:
(a) Node number mode.
(b) Key field mode (assuming the key field is a String).
13. Define the terms procedural abstraction and data abstraction.
14. Define the term encapsulation.
15. What is the Java keyword that encapsulates data inside an object?
16. Three algorithms A, B, and C, are under consideration for the Insert operation of a particular data set. Through an analysis of these algorithms, their speed functions have been determined to be: Algorithm A: 23n + 36n2; Algorithm B: 6 + nlog2(n) + n; Algorithm C: log2n + 36n2.
 
(a) Calculate the value of these three functions when n, the number of nodes in the data structure, is equal to 1,000,000.
(b) Using Big-O analysis, calculate the value of each function.
(c) Determine the percent difference between the values calculated in parts (a) and (b) for each algorithm.
17. A 1000 element array is used to store integers in ascending order. The array is to be searched using the binary search algorithm for the two integers 5215 and 7282. How many elements of the array would be examined by the algorithm to locate
(a) the integer 5215 stored in element 499?
(b) the integer 7282 stored in element 686?
18. What is the maximum and minimum number of times the search loop will execute when searching through an array of 1,048,576 integers if the search algorithm is
(a) the binary search?
(b) the sequential search?
19. Half of the integers stored in the array data are positive, and half are negative. Determine the absolute speed of the following algorithm, assuming: the time to execute a memory access is 100 nanoseconds and that all other operations (arithmetic, register accesses, etc.) take 10 nanoseconds.
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20. Observations of the “traffic” on a data structure over a certain period of time indicate that 500 Insert operations, 500 Delete operations, 700 Fetch operations, and 200 Update operations were performed on a data set. If Insert operations take 10 nanoseconds, Delete operations take 250 nanoseconds, Fetch operations 200 nanoseconds, and Update operations take 300 nanoseconds, determine:
(a) the probability of performing a Fetch operation over the observation period.
(b) the average speed, in nanoseconds, of the data structure over the observation period.
21. Calculate the density of a data structure whose data set consists of 1,000,000 nodes, assuming the structure requires 1,000,000 bytes of overhead to maintain itself, and:
(a) each node in the data set contains 2000 information bytes.
(b) each node in the data set contains 20 information bytes.
22. Repeat the above exercise assuming the overhead is 10 bytes per node.
23. State the Java code to declare an array of 100 integers named ages.
24. State the Java code to declare an array of three Listing objects named data that are initialized with the no-parameter constructor.
 
25. Draw a picture of the storage allocated in the previous exercise. Assume the array is stored at location 20, and the three objects are stored at locations 60, 70, and 50.
26. Two objects, objectA and objectB, are objects in the class Listing. The object objectA is copied to objectB. How many objects exist after the copy, if the copy is performed as:
(a) a deep copy?
(b) a shallow copy?
27. Of the two types of copies discussed in the previous exercise, which one produces a clone (an exact duplicate of an existing object)?
28. Give the signature of a method named deepCopy, that clones an object in the class Listing sent to it as a parameter and returns a reference to the clone.
29. Give the Java invocation to clone the object objectA (using the method discussed in the previous exercise) and store a reference to the clone in the variable: newListing.
[bookmark: Programming_Exercises]Programming Exercises
30. Write a generic method that could output three numbers of any primitive numeric type sent to it, and include a driver program that demonstrates it functions properly.
31. Write a Java program to accept an item's name and price from the user and output them to the console.
32. Write a Java program to accept the names of three items and their prices from the user and outputs them and the average price to a message box.
33. Write a Java program to accept three item names and prices, and output them. Also, output the average price if one of the items is named Peas (not case sensitive) otherwise output: “no average output”.
34. Write a Java program to accept an unlimited number of item names and prices, and output them. In addition, output the average price if one of the items is named Peas (not case sensitive) otherwise output: “no average output”. The inputs will be terminated by a sentinel price of −1. (Do not include the −1 in the average.)
35. Write a Java program to accept a given number of item names and prices and then output them in the reverse order in which they were input. In addition, output the average price if one of the items is named Peas (not case sensitive) otherwise output: “no average output”. (The first user input will be the number of items to process.)
36. Add a static method to the program described in one of the two previous exercises that that outputs “Welcome To St. Joseph's College” before the items and prices are output. The method main should invoke this method.
37. Add a method to the program described in the previous exercise that accepts and returns a single item name that is input by the user. The prompt presented to the user should be passed to the method as an argument.
 
38. Modify the program described in one of the four previous exercises so that the average price is calculated by a separate method and returned to the invoker.
39. Modify the program in the previous example so that after it produces its output, it asks the users if they would like to process another group of items. The program should terminate when the user enters “no” (not case sensitive). Otherwise, it continues processing names and ages.
40. Write a class named Listing that contains two data members, name (a String) and number (an integer). The class should have a no-parameter constructor, a two-parameter constructor, and a toString method to facilitate the output of the values of the data members. It should also contain set and get methods for each data member. Write a driver program that is progressively developed (i.e., expands as methods are added to the class Listing) that demonstrates each method in the class functions properly.
41. Write the class whose diagram is shown below and write a driver program (progressively developed) to test the class (verify that all the methods function properly). The default (no-parameter constructor) should initialize the String data member name to “ ” and numeric data member to zero. The input method should allow the user to input the values of an object's data members.
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42. Write an application that declares an array of three Listings (defined in one of the two previous examples) whose contents are input by the user. After being input, the listings should be output in reverse order.
43. Draw the memory allocated to the Listing objects described in the previous example.
44. Code the definition of the class whose diagram follows. The constructors should allocate the array (data) of Listing object references sized to either 100 elements (the no-parameter constructor) or the number of elements specified by the argument sent to the one-parameter constructor. The method, addListing, will add a new Listing object to the array at index next. The showAll method will output the values of the data members of all the Listing objects. Write a progressively developed driver program to demonstrate that the class functions properly. The class listing is described in Exercise 41.
[image: images]
45. Write a program to count the number of times the search loop of the binary search algorithm executes when searching for an integer contained in a one-dimensional array of sorted integers in the range 1 to 65,000. Use the Java method random in the Math class to generate the integer, targetInt, to be located (i.e., targetInt = 1 + (int) Math.random()*65,000). The program should accept an input, n, the number of integers to be located, and then output the average number of times the loop executed after locating the n randomly generated target integers. For comparative purposes, also output the log265,000.
46. Write a class named DataStructure that contains a no-parameter constructor and the four basic operation methods inset, fetch, delete and update in the node number mode. The operation methods should use the standard signatures presented in this chapter. Assume that the nodeType is an object in the class Listing. Each method, when invoked, should just output a message to the console that it was invoked. The fetch method should return a null reference to Listing object. The class Listing can be the class described in Exercise 41 or coded as an empty class: i.e., public class Listing {}. If you use the key field mode signatures, assume a String key type. Write an application that demonstrates that your class is coded properly.
[bookmark: 1_Burdened_labor_rates_are_the_c]1 Burdened labor rates are the cost of one programmer working one hour and include salary, profit, and all associated expenses (e.g., employee benefits, rent, electric, heat, supplies, etc.).
[bookmark: 2_Returning_a_Boolean_value_is_s]2 Returning a Boolean value is simple, but it does not allow the client to determine which of several errors has occurred. Alternatives would either be to return an integer, or for the operation method to throw an exception that contains error information.
[bookmark: 3_Most_often_the_independent_var]3 Most often the independent variable, n, in the speed function is the number of nodes in the data structure, because the number of nodes in the structure usually determines how many instructions the algorithm executes.
[bookmark: 4_For_simplicity__it_will_be_ass]4 For simplicity, it will be assumed that all of the data are resident in the same part of the system's memory hierarchy and, therefore, one memory fetch speed can be used for all memory fetch instructions. In fact, data resident in cache memory can be fetched faster than data stored in RAM memory, which can be fetched faster than data stored in other parts of the memory hierarchy.
[bookmark: 5_In_other_programming_languages]5 In other programming languages, reference variables are often called pointers.
[bookmark: 6_Other_Java_access_modifiers_ar]6 Other Java access modifiers are private, protected, and package.
[bookmark: 7_Constructor_methods_are_used_t]7 Constructor methods are used to construct new objects.
[bookmark: 8_In_the_special_case_of_a_Strin]8 In the special case of a String object we can declare objects using a third grammar: String name = “bob”;
[bookmark: 9_An_exception_is_a_static_metho]9 An exception is a static method, declared using the keywords: public static, which is invoked by mentioning the class name followed by the method name (e.g., Math.sqrt(9)).
[bookmark: 10_Primitive_variables_store_int]10 Primitive variables store integers, doubles, etc.
[bookmark: 11_The_name_of_the_generic_place]11 The name of the generic placeholder (i.e., T) is arbitrary. Any valid Java identifier can be used.
[bookmark: CHAPTER_2_Array_Based_Structures_1][bookmark: CHAPTER_2_Array_Based_Structures][bookmark: Top_of_chap02_xhtml]CHAPTER 2
Array-Based Structures
 
OBJECTIVES
The objectives of this chapter are to familiarize the student with the use of the built-in structure array, the implementation techniques common to all data structures, and the use of these techniques to develop three array-based structures. More specifically, the student will be able to
[image: images] Understand the memory-model programming languages used to implement arrays, and the advantages and disadvantages of this representation.
[image: images] Explain which of the four basic operations are allowed on the built-in structure array and the Java syntax for using these operations.
[image: images] Understand the techniques for designing data structures that make them application independent, and understand the techniques for designing applications that allow them to easily change the data structures they use to store their data.
[image: images] Understand the advantages and disadvantages of array-based structures.
[image: images] Understand and be able to quantify the performance differences of three array-based structures, and the role of sorting in the performance of these structures.
[image: images] Fully implement an array-based structure in the key field mode.
 
[image: images] Explain the error conditions associated with the four basic operations, and be able to detect them in a data structure implementation.
[image: images] Understand the implementation techniques used to fully encapsulate a data structure and be able to explain the underlying memory model.
[image: images] Expand an array-based structure at run-time, and understand the performance penalty associated with that expansion.
[image: images] Convert a data structure to a generic implementation using the generic features of Java, and understand how to declare a homogeneous or a heterogeneous object in a generic data structure class.
[image: images] Understand Java interfaces and their role in generic data structures, and be able to write and implement an interface.
[image: images] Develop an application that declares objects in Java's ArrayList class, and understand the advantages and disadvantages of the class.
[bookmark: 2_1_The_Built_in_Structure_Array]2.1 The Built-in Structure Array
Early programming languages were, among other things, designed to evaluate mathematical formulas. Since subscripted variables are used extensively in mathematical formulas, these languages provided a built-in data structure for storing them called an array. An array is a data structure rooted in the mathematical concept of subscripted variables, with single subscripted variables, e.g., x1, x2,…, xi, modeled by one-dimensional arrays. Virtually all modern programming languages continue to include the structure array as part of their language standard.
It was anticipated that the structure would be widely used, therefore, its designers recognized the need for both high-speed and low-memory overhead in its implementation. From a data structures viewpoint, these two objectives are usually mutually exclusive. They could not have been achieved without some compromises, or restrictions, placed on the structure. A group of compromises was suggested by the characteristics of subscripted variables themselves and the way in which mathematicians use them:
• All of the values stored in the variables are of the same type (e.g., integer, real, etc.).
• Each variable is distinguished by a unique ordinal subscript.
• There is a minimum and maximum value of the subscript.
Since each value stored in the variables is of the same type, the data structure array could be restricted to a homogeneous structure. Only node number access would be supported, since the unique ordinal subscript could be thought of as a node number. In addition, since the structure would have a specified number of members (within the range of the minimum and maximum value of the subscript) and therefore not grow or shrink, Insert and Delete operations would not be allowed.
The designers of the structure imposed two other restrictions on the way arrays would be stored in memory. First, they restricted the storage of the array members (nodes) to contiguous memory.
 
[image: images]
[bookmark: Figure_2_1_The_Storage_of_Five_N]Figure 2.1 The Storage of Five Nodes in the Array x
Furthermore, within this contiguous memory, the nodes would be stored sequentially based on the node number.1 Figure 2.1 illustrates the storage of a five-element array, x, consistent with these restrictions. Each element of the array x is assumed to contain 10 bytes.
Storing arrays in this way permits rapid access to the nodes since the byte address of a node can be expressed as a simple mathematical function of the node number, N. Specifically, the function is:2
[image: images]
where
Ao is the byte address of the first node, called the base address,
w is the node width (number of bytes per node), and
N is the number of the node, starting from N = 0.
The function: AN = Ao + N * w, called the linear list access function, can be rapidly evaluated by the CPU since it involves only two arithmetic operations.3 The ability to calculate the location of an element of the array from its node number (for a given base address and node width) is what gives the structure array its speed. In addition, since the only overhead associated with structure is the storage for the values of Ao and w, the design goal of low overhead was also achieved.
Returning to the mathematical concept of subscripted variables, the only remaining issue was which subscripted variable would be stored in node 0, node 1, etc. Figure 2.2 shows a typical assignment between the subscript and the node number in which x0 is stored in node 0, x1 in node 1, etc.
[image: images]
[bookmark: Figure_2_2_The_Mapping_of_Subscr]Figure 2.2 The Mapping of Subscripts to Node Numbers for the Array x
The relationship between subscript number and node number is called a mapping function, and for the assignments depicted in Figure 2.2 it is:4
N = i
where
N is the node number, and
i is the variable's subscript.
Combining this mapping function with the linear list access function, we obtain a function to calculate the address of the ith subscripted variable as
[image: images]
As a check of our mapping function, let's calculate the address of the variable x2. Here i = 2, and assuming the base address is Ao = 100 and the node width is w = 10 (as depicted in Figure 2.2), we calculate the address of the variable to be
[image: images]
which is correct, as verified by inspecting the figure.
The inconvenience of typing subscripts demanded a friendlier syntax for arrays. Therefore, subscripts were replaced with indices enclosed in either parentheses or brackets. Java uses brackets.
 
[image: images]
[bookmark: Figure_2_3_The_Syntax_of_Array_I]Figure 2.3 The Syntax of Array Indices in Java
Thus, in Java the variable xi is coded as array element x[i]. The array notation for subscripted variables is shown in Figure 2.3.
Consistent with the restrictions placed on them by their designers, only two of the four basic operations can be performed on the data structure array: Fetch and Update. The syntax of the Fetch operation is simply to code the name of the array element. Thus, to fetch the value of x[2] and output it, we code System.out.println(x[2]). The syntax of the Update operation is to place the name of the element of the array on the left side of an assignment operator. Therefore, to update the value of x[1] to 24, we write x[1] = 24.
All array indices in Java start at zero. Some programming languages allow the minimum index to start at any integer, io. When this is the case, the mapping function for a one-dimensional array becomes:
[image: images]
[bookmark: 2_1_1_Multidimensional_Arrays]2.1.1 Multidimensional Arrays
Most programming languages also include the ability to store multisubscripted variables, (e.g., xijk). These variables are assigned node numbers in one of two ways: row major order or column major order. Consider a variable with two subscripts, xij, with 0 <= i <= 1, and 0 <= j <= 2. Figure 2.4 illustrates how each scheme assigns variables to node numbers.
Referring to Figure 2.4, the mapping functions used to calculate the node number, N, given the subscripts i and j are:5
[image: images]
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[bookmark: Figure_2_4_Comparison_of_Row_Maj]Figure 2.4 Comparison of Row Major and Column Major Orders
where
i and j are the subscripts of the variable,
jmax is the maximum value of the index j, and
imax is the maximum value of the index i.
Substituting these expressions for node number into the linear list access function, AN = Ao + N * w, we obtain the address of xij to be
[image: images]
Once again, these functions can be rapidly evaluated since they involve only basic arithmetic operations.
To verify our mapping functions, let us calculate the row major and column major addresses of x 02 shown in Figure 2.4. The figure assumes the maximum values of i and j are 1 and 2 respectively, Ao = 100, and the node width is w = 10. Under these conditions, we calculate
[image: images]
which agrees with the addresses shown in Figure 2.4.
The Java syntax for the variable xij is x[i][j] where the indices i and j always start at zero. Usually programmers visualize two-dimensional arrays arranged in rows and columns, with i representing the row number and j representing the column number. Since the maximum number of rows (nr) and columns (nc) of this visualization is always one more than the maximum subscripts of the variables imax and jmax, respectively, the address of the array element x[i][j] can be expressed as
[image: images]
where
nr is the number of rows in the array, and
nc is the number of columns in the array.
Since arrays are built-in structures in modern programming languages, they are treated as an abstract data structure by most programmers. This means that programmers need not know the mapping functions. The only exception to this would be the programmers who write compilers. They need to know all the details of the structure in order to include the mapping function into the compiler's code. These details would include where the base address and number of bytes per node will be stored, whether the nodes will be stored in ascending or descending order, and whether row or column major order will be used for two-dimensional arrays.
[bookmark: 2_2_Programmer_Defined_Array_Str]2.2 Programmer-Defined Array Structures
By design, the built-in data structure array is fast and its memory overhead is low. However, also by design, its operations are restricted to Fetch and Update. Insert and Delete operations are not allowed and the key field access mode is not supported. These restrictions are acceptable when we are using arrays to emulate subscripted variables, but they are not consistent with requirements of most applications that process data sets.
Most applications access the data they process in the key field mode (e.g., fetch the telephone listing of Al Jones), and use the Insert and Delete operations to add nodes to, or eliminate nodes from, the data set (e.g., Mr. Jones has moved into, or out of, town). In addition, nodes in a data set are typically made up of several fields of information rather than a single value.
Despite their limitations, many data structures that support the four basic operations and permit access in the key field mode utilize arrays as their underlying storage scheme. The speed and low overhead of arrays make them an attractive foundation for higher level structures to build upon. For example, arrays can be used to store a multifield data set by declaring the array to be an array of node objects,6 each with multiple data members. In addition, key field mode access can be implemented on array-based structures if the class that defines the node objects has a method to fetch the key from a node object. Although not suited for all applications, data structures that build upon, or enhance, the structure array are in wide use.
 
In the remainder of this chapter, we'll examine three of these array-based data structures:
• The Unsorted array.
• The Sorted array.
• The Unsorted-Optimized array.
As we will see, all of these data structures
• Can store data sets of multifield nodes.
• Are accessed in the key field mode.
• Permit all four basic operations to be performed on the data set.
• Use an array of objects to store the data set.
• Are fully encapsulated.
What distinguishes one from the other is that each one uses a unique approach to the basic operation algorithms.
The study of these three structures is valuable from several points of view. First, it will demonstrate the use of our calculation and trade-off techniques to uncover the strengths and weaknesses of each structure. Second, the study of these structures will lead us to a discussion of the relative merits of two very basic key field search algorithms: the Sequential and Binary Search algorithms. Finally, the simplicity of these structures will allow us to focus on the implementation techniques common to all the data structures. After we have studied and compared the three, we will fully implement the best performing data structure as the first of the classic data structures presented in the text. The algorithms presented for the three data structures will not include error checking (e.g., the node to be operated on is not in the structure or there is insufficient memory to perform an Insert operation) since it does not affect the relative performance of the three structures and its exclusion will simplify the development of their pseudocode. The ability to check for errors will be added to the pseudocode of the best performing structure before it is implemented.
[bookmark: 2_2_1_Unsorted_Array]2.2.1 Unsorted Array
This array-based structure, accessed in the key field mode, uses an array of objects to store the data set. The array (named data) is sized to the maximum number of nodes that will reside in the structure, n. An additional integer type memory cell, next, is used to store the index of the array where the next insert will be performed. Initially, all the elements of the array are set to null, and next is set to zero. Figure 2.5 shows the structure in its initialized state.
To perform an Insert operation, a new node object is allocated with its contents initialized to the contents of the node to be inserted, and then a reference to it is placed into the array at data[next]. Then, next is incremented by one to prepare for the next insert. Thus, assuming we are to insert the node newNode into the structure and that a method to perform a deep copy of a node (named deepCopy) exists, the algorithm is:
 
[image: images]
[bookmark: Figure_2_5_The_Unsorted_Array_St]Figure 2.5 The Unsorted Array Structure in Its Initialized State
[image: images]
Figure 2.6 shows the structure after five nodes have been inserted into the initialized structure. The node with key field Phil was inserted first, then Bill, followed by Carol, then Vick, and finally Mike.
The Delete operation of this structure uses a sequential search to locate the node to be deleted. The search begins at element zero of the array and terminates when the node with the given key is located. Once the node is located, it could be eliminated from the structure in one of two ways:
1. Set the array element that stores the reference to the node to null.
2. Move all the node references below the deleted node up one element in the array and then decrement the memory cell next.
The first technique would be the faster approach because it does not spend time moving up the node references; however, our Insert algorithm would never reuse the array element associated with the deleted node, since it always performs an insert at data[next], which is already below this element. In effect, every time a node was deleted from the structure, the maximum capacity of the structure would be reduced by one node, because the vacated element of the array would never be used again. Therefore, the second technique:
[image: images]
[bookmark: Figure_2_6_The_Unsorted_Array_St]Figure 2.6 The Unsorted Array Structure after Five Nodes Are Inserted
Move all the node references below it up one element in the array, and then decrement the memory cell next,
which is considerably slower, will be used in our Delete algorithm. The idea of reclaiming the storage associated with a deleted node (in data structures jargon) is called garbage collection and all data structures that support the Delete operation must provide some form of garbage collection.
The Delete algorithm (that includes garbage collection) is presented below. It assumes the node with key field contents targetKey is to be deleted and that the pseudocode data[i].key refers to the contents of the key field of the node referenced by element i of the array.
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[bookmark: Figure_2_7_Unsorted_Array_Struct]Figure 2.7 Unsorted Array Structure after Carol's Node Is Deleted
[image: images]
Figure 2.7 shows the data structure after the deletion of the node with key field Carol. Comparing it to Figure 2.6, we see that the references to Vick's and Mike's nodes have each been moved up one element in the array. Carol's reference, which was stored in data[2], has been overwritten with the contents of data[3] (Vick's reference 44). Similarly, data[3] has been overwritten with the contents of data[4].
Now examine the Fetch algorithm. To perform a fetch of the node with the key targetKey, the Fetch algorithm searches sequentially down the array starting at element zero. Once the object with the given key is found, we simply return a deep copy of it. The pseudocode of the Fetch algorithm is:
[image: images]
[bookmark: Figure_2_8_Fetching_a_Deep_Copy]Figure 2.8 Fetching a Deep Copy of Mike's Node from the Unsorted Array Structure
[image: images]
Figure 2.8 illustrates the deep copy operation that takes place after a requested node (in this case Mike's node) has been located using the sequential search coded as the while loop in the fetch algorithm.
 
For the purposes of brevity, we will assume that the algorithm to update the node with the key field targetKey to the contents of the node newNode uses the Delete and Insert algorithms, previously discussed. Under this assumption, the Update algorithm becomes:
[image: images]
A more efficient implementation of the Update algorithm would be one in which the actual code to access the node and change its fields would be included in the update method because this approach saves the time required to invoke the delete and insert methods. This implementation is left as an exercise for the student.
[bookmark: Speed_of_the_Structure]Speed of the Structure
To analyze the speed of the structure, we will perform a Big-O analysis to determine the approximate speed as n (the number of nodes stored in the structure) gets large. Since the Big-O analysis is an approximate technique and the time to perform a memory access instruction is typically considerably longer than the time to perform a non-access instruction, only memory access instructions will be included in our analysis. Consistent with this approach, instructions inside of loops that repeatedly access the same memory cell (e.g., Line 4 of the Delete algorithm) will also not be included in our speed analysis since modern compilers store these variables in CPU registers. Assuming that the CPU has sufficient register space to allow this, the contents of these variables can be used without accessing memory.
Examining the Insert algorithm, its two lines perform three memory accesses: one to fetch the variable next, one to write the object's address into data[next], and one to overwrite the variable next.7 Fortunately, these two lines are only executed once per Fetch operation regardless of how many nodes are in the structure. Therefore, three memory accesses are required per Insert operation, and the dominant (and only) term in the Insert operation's speed function is 3, which is O(1).
The Delete algorithm uses a sequential search (Lines 3–5) to locate a node, given its key. Sometimes the node will be at index 0, and line 3 will execute only once. Other times the node will be at index n − 1, and line 3 will execute n times. Since all locations are equally probable (on the average), the node to be deleted will be in the middle of the array, and the loop will execute an average of approximately n/ 2 times. Once found, the node is deleted by moving up all of the references in the array below the deleted node (Lines 7 and 8). Assuming, on the average, the reference to the deleted node is located in the middle of the array, this loop will also execute an average of approximately n/ 2 times. Within the two loops, Line 3 requires two8 memory accesses and Line 8 requires two memory accesses. Therefore, the dominant term of the speed equation is (2 + 2) (n/ 2) = 2n, which is O(n).
The Fetch algorithm also uses a sequential search (Lines 3–5) to locate the node to be fetched. Assuming the fetched node is (on the average) referenced from the middle of the array, the search loop executes approximately n/ 2 times. Line 3 requires two memory accesses inside the search loop to access a node and return its key. Line 7 of the algorithm contains a memory access instruction, but it is only executed once, so it does not contribute to the dominant term in the speed equation. Therefore, the two memory accesses inside the loop result in a dominant speed equation term of 2(n/ 2) = n, which is O(n).
Table 2.1 summarizes the number of memory accesses (associated with the dominant term in the speed equation) to perform the basic operations on the Unsorted Array structure. The Update operation speed was calculated as the sum of the Delete and Insert speeds.
We will assume the average speed of this structure is too slow for our application and consider another array-based structure: the Sorted Array.
[bookmark: tab2_1][image: images]
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[bookmark: Figure_2_9_Sorted_Array_Structur]Figure 2.9 Sorted Array Structure Containing Five Nodes
[bookmark: 2_2_2_Sorted_Array]2.2.2 Sorted Array
Examining the results presented in Table 2.1, we see that the Delete, Fetch, and Update algorithms are slow, O(n). To improve the speed of these operations, we can focus our attention on the Delete and Fetch algorithms since an improvement to the Delete algorithm will produce a corresponding improvement in the Update algorithm. Both the Delete and the Fetch operations use a sequential search access algorithm, which is why they are slow. A faster access algorithm will speed up these two operations (as well as the Update operation).
In Chapter 1, we examined the Binary Search algorithm and calculated its speed to be O(1og2n) which, as shown in Figure 1.9, is much faster than O(n). However, the algorithm assumes the information in the array being searched is arranged in sorted order. Therefore, as the name of this structure (Sorted Array) implies, in order to take advantage of the speed of the Binary Search algorithm, it will store the nodes in sorted order. Naturally this will require modifications to the Insert algorithm of the previous structure. Before discussing these modifications, let us first turn our attention to the Fetch and Delete algorithms.
Figure 2.9 shows the data structure after the nodes with key fields Phil, Bill, Carol, Vick, and Mike have been inserted into the structure.
 
Since the nodes are stored in sorted order based on the contents of their key field, the Fetch algorithm can use the Binary Search algorithm to locate a node given its key. Once located, it returns a deep copy of the node, just as the unsorted structure did. The new Fetch algorithm becomes:
[image: images]
Lines 2–11 are the Binary Search algorithm. They set the variable i to the index of the array element that references the node to be fetched. Line 12 returns a deep copy of this node.
Next, let's consider the Delete algorithm, which also uses the Binary Search algorithm. Once the node to be deleted is found, as in the case of the previous structure, all the nodes below it must be moved up to reclaim the unused storage. Figure 2.10 show the structure after Carol's node has been deleted from the data set depicted in Figure 2.9. The Delete algorithm is:
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[bookmark: Figure_2_10_Sorted_Array_Structu]Figure 2.10 Sorted Array Structure after Carol's Node Is Deleted
Finally, let's consider the revised Insert algorithm. It was not our intent to modify this algorithm, since it was very fast. However, the new Delete and Fetch algorithms use a binary search to locate a node, and so the nodes must be stored in sorted order based on the key field. A newly inserted node can no longer be inserted into the array as the last node (at index next). Rather, it must be placed in its correct sorted position.
 
[image: images]
[bookmark: Figure_2_11_Sorted_Array_Structu]Figure 2.11 Sorted Array Structure after Ron's Node Is Inserted
To find the “correct location” for an inserted node, the Insert algorithm performs a binary search. It continues its search until it finds two adjacent keys that “bracket” the new node's key. Then, it moves all the nodes below these two nodes and the larger of the two nodes down one element to “open up” a spot for the new node. Finally, the contents of the node to be inserted are deep copied into a newly created node, and then a reference to that node is placed in the array element that has been opened up. Figure 2.11 shows the structure after Ron's node is inserted into it. Compare it to Figure 2.10 to visualize action of the algorithm. The pseudocode of the algorithm follows. Since we are interested only in the performance of the algorithm, it ignores the special cases of an Insert operation being performed when the structure contains one or two nodes, which are not significant from a speed complexity viewpoint.
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[bookmark: Speed_of_the_Structure_1]Speed of the Structure
To analyze the speed of this structure, we will perform a Big-O analysis to determine the approximate speed of its operation algorithms as n (the number of nodes stored in the structure) gets large. Again, we will only consider memory access instructions, which typically take considerably longer to execute than non-access instructions, and will ignore instructions in loops that repeatedly access the same memory cell.
Beginning with the Fetch algorithm, Lines 5–11 represents a binary search loop. As discussed in Chapter 1, this executes (in the worst case) approximately log2n times. Lines 5 and 6 require two memory accesses to fetch data[i] and the key field of the node it references. Therefore, the dominant term in this loop's speed equation is 2log2n, which is O(log2n).
Turning our attention to the Delete algorithm, Lines 5–11 are the same binary search loop as in the Fetch algorithm, so their term in the speed equation is again 2log2n. The loop on Lines 13–15 reclaims the vacated element of the array by moving the node references up in a sequential manner. As such, it executes an average of approximately n/ 2 times.10 Since Line 14 in this loop requires two memory accesses, the dominant term in this loop's speed equation is 2 * n/ 2, which is equal to n. The speed function for this operation is therefore 4log2n + n, with n being the more dominant term (see Figure 1.9). Therefore, the speed function for the Insert algorithm is O(n).
 
[bookmark: tab2_2][image: images]
Lines 6–12 of the Insert algorithm use the same binary search loop as in the Fetch algorithm except Line 6 performs two additional memory accesses to fetch data[i - 1] and the key of the node it references. Therefore, Lines 6–12's term in the speed equation is 4 log2n. The loop which opens up a “spot” for the new node (Lines 14–16) moves the node references down in a sequential manner. As such, it executes an average of approximately n / 2 times. Since Line 15 in this loop requires two memory accesses, the speed equation term for this loop is 2n/ 2, which is equal to n. The speed function for this operation is therefore 4log2n +n, with n being the more dominant term (see Figure 1.9). Therefore, the speed function for the Insert algorithm is O(n).
Table 2.2 summarizes the number of memory accesses needed to perform the basic operations on the Sorted Array structure and compares it to the previously discussed structure.
Comparing the speed of the operations presented in Tables 2.1 and 2.2, we see that the Binary Search algorithm used in the Sorted Array structure considerably reduced the number of memory access instructions required to perform a Fetch operation. However, the need to maintain the array in sorted order minimized the improvement on the Delete algorithm and made the Insert operation less efficient. Because of this, the average speed of this structure when populated with 10,000,000 nodes (presented in the rightmost column of Table 2.2) is approximately the same. This realization leads us to consider our third array-based structure: the Unsorted-Optimized Array.
[bookmark: 2_2_3_Unsorted_Optimized_Array]2.2.3 Unsorted-Optimized Array
 
As the name of this structure implies, it is an optimized version of the Unsorted Array structure. Examining the data presented in Table 2.2, the Unsorted structure's Insert operation is the fastest of all the operation algorithms studied so far. Therefore, the new structure will retain this Insert algorithm. The Delete and Fetch algorithms of the new structure will be optimized versions of the Unsorted structure's Delete and Fetch algorithms, optimized to improve their speed.
Both the Delete and Fetch algorithms of the Unsorted Array structure use a sequential search to locate a node, given its key field contents. Since this search starts at the top of the array (element zero) it would execute quickly if the nodes accessed were always referenced by one of the first few elements of the array. This is an unrealistic situation if all nodes in the structure have equal probability of being accessed. However, most often there are some “favorite” nodes that are operated on much more frequently than the others. For example, the phone number of a town's most popular bakery, Maggie's Delights, is accessed much more frequently than the phone number of the Cockroach Cafe.
To take advantage of this characteristic of many data sets, we modify the Unsorted Fetch algorithm to position the references to the most accessed nodes toward the top of the array. This modification is surprisingly simple. After a node is fetched, the position of its reference is swapped with the node reference just above it. Thus, every time a node is accessed, it moves up one position in the array. Eventually, the nodes with the highest probability of being accessed will be positioned at the beginning of the array.
Figure 2.6 shows the data structure after five nodes (Phil, Bill, Carol, Vick, and finally Mike) have been inserted into it using the Unsorted structure's Insert algorithm. Next, let's assume that Carol's node is fetched. Figure 2.12 shows the structure after the Fetch operation is complete. The reference to Carol's node has been moved up one element in the array, switched with the reference to Bill's node. A subsequent (sequential) search for Carol's node will be slightly quicker.
The modified Fetch algorithm is:
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[bookmark: Figure_2_12_Unsorted_Optimized_A]Figure 2.12 Unsorted-Optimized Array after Carol's Node Is Fetched
Lines 8–10 of the algorithm is the additional code that moves the node reference up one element in the array unless the node being fetched is referenced by element zero (Line 7).
The Unsorted Delete algorithm will also be modified to improve its speed. It will still perform a sequential search to locate the node to be deleted. However, instead of moving all the node's references up to reclaim the deleted node's array element, we will simply move the last node reference into the deleted node's position. Since the nodes are not stored in sorted order, any node can be moved into this position. The modified Delete algorithm is:
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[bookmark: Figure_2_13_Unsorted_Optimized_A]Figure 2.13 Unsorted-Optimized Array after Carol's Node Is Deleted
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Figures 2.12 and 2.13, respectively, show the data structure before and after Carol's node is deleted. After the deletion, the reference to Mike's node has been written into the element of the array that referenced Carol's node.
[bookmark: Speed_of_the_Structure_2]Speed of the Structure
 
We will now examine the speed of the Unsorted-Optimized structure. The Insert algorithm is the same as the Unsorted structure, and therefore the dominant term in its speed equation (as presented in Table 2.1) is 3, which is O(1).
When all the nodes in the structure have an equal probability of being accessed, the speed of the new Fetch operation will be the same as that of the Unsorted structure's Fetch operation, n. But, whenever some nodes are more frequently accessed than others, the number of memory accesses to perform a Fetch operation will be less than n. In the extreme case when the same node is fetched all the time, eventually its reference will find its way to the first element of the array, and only two memory accesses will be required to fetch it. Therefore, the number of memory accesses for our new fetch algorithm is <= n, which is < O(n).
In the modified Delete algorithm, we eliminated the need to reposition half of the nodes in the structure in order to reclaim the storage of the deleted node. Therefore, only the search loop (Lines 3–5), which executes n/ 2 times, contributes to the speed equation. Line 3 of the loop requires two memory accesses, so the speed equation is 2 * n/ 2 (equal to n), which is O(n). However, if the deleted nodes are those most likely to be fetched, the search loop will execute less than n/ 2 times, and the speed of the algorithm will be < n.
Table 2.3 presents the speed of this structure and, for comparative purposes, the speed of the other two array-based structures. As indicated in the rightmost column of the table, even when all operations on the data set are equally probable, the average speed of the Unsorted-Optimized structure is faster than the other two structures, and its speed advantage increases when some nodes have a higher fetch frequency than others. However, from a Big-O analysis viewpoint, all three structures are equivalent (all O(n)). The Unsorted-Optimized structure has the best-performing Insert, Delete, and Update algorithms. However, the Sorted Array Structure has the best Fetch algorithm. Therefore, if, after the data set is initially inserted into the data structure, the only operation performed is Fetch, then the preferred structure is the Sorted structure.
[bookmark: tab2_3][image: images]
Having determined the speed of these three array-based structures, we will now turn our attention to their storage requirements.
[bookmark: Density_of_the_Structure]Density of the Structure
Density is the measure of how efficiently a data structure utilizes storage. In Chapter 1, it was defined as
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The information bytes for all three array structures is simply the product of the number of nodes, n, and the number of bytes per node, w (n * w). The total bytes allocated to the structure is the sum of the information bytes and the structure's overhead. The overhead of these structures is the array of n reference variables that point to the node objects, plus the integer variable next. In Java, reference variables and integers occupy 4 bytes. Therefore, the overhead is 4 * n + 4. Thus, the density of these structures, DA, can be expressed as:
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where
w is the information bytes per node (called the node width), and
n is the number of nodes in the structure.
As n increases, the term 4 / (w * n) in the denominator tends toward zero and can be neglected.13 Therefore, the density of our three array-based structures can be expressed as
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Figure 2.14 presents a graph of 1 / (1 + 4/w) vs. node width, w. The figure demonstrates that good densities (0.80 or higher) are achieved for an array-based structure whenever the number of bytes in a node is greater than sixteen.
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[bookmark: Figure_2_14_Density_Variation_of]Figure 2.14 Density Variation of Array-Based Structures with Node Width
Table 2.4 summarizes the overall performance (speed and density) of the fastest of our array-based structures: the Unsorted-Optimized array. It is the first of the classic data structures we will implement in this text. Before implementing it, however, we will modify the pseudocode of its basic operations to include error checking. Error checking was not considered when we developed the pseudocode of the three array-based structures because it does not affect the relative performance of these structures, and its exclusion simplified their pseudocode.
[bookmark: 2_2_4_Error_Checking]2.2.4 Error Checking
Considering the four basic operation algorithms, there are three errors that can occur:
• During an Insert, the structure is full (every element of the array contains a reference to a node object).
• During a Fetch, Delete, or Update operation, the node to be operated on is not in the structure.
• During an Insert operation, there is insufficient memory for the deep copy of the client's node.
The ability to deal with the first two of these errors will be incorporated in the pseudocode of the Unsorted-Optimized Array operation algorithms. The third error will be considered during the implementation of the structure, since the detection of this error is implementation-language specific. In the case of the Fetch, Delete, and Update algorithms, a Boolean value of true will be returned if the operation completes without an error. Otherwise, the operations will return a value of false. As written, the Fetch algorithm returns a reference to the deep copy of the client's node inserted into the structure. Consistent with this, the modified code will return a null reference if there is insufficient array (or system) memory space to complete its operation.
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The pseudocode of the Insert algorithm expanded to include error checking follows. The changes to the original version are shaded and assume that the size of the array is stored in the variable size. As indicated on Line 1 of the algorithm, when the structure is full, next is equal to size. In this case, the algorithm terminates on Line 2 and returns a value of false. Otherwise, it performs the insert and returns a value of true on Line 5.
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The following pseudocode is the Fetch algorithm expanded to include error checking. The changes to the original version are shaded. They assume that the size of the array is stored in the variable size. The Sequential Search performed on Lines 3–5 of the algorithm uses the variable i to index through the array. Since the variable next stores the index just beyond the last used index of the array, the condition for a node not present in the structure is when i equals next. Thus, the loop condition on Line 3 has been modified to continue the search only while i is less than next. After the loop terminates, if the node has not been found, i will equal next. Lines 6–7 have been added to detect this, terminate the algorithm, and return a value of null.
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The pseudocode of the Delete algorithm expanded to include error checking follows. The modifications to this algorithm are the same as the modifications to the Fetch algorithm except that Line 7 returns false instead of null when a node is not found. In addition, Line 11 has been added to the algorithm to return a value of true after a deletion is performed.
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To include error checking in the Update algorithm, the errors returned from the invocations of the Delete and Insert operations are tested (Lines 1 and 3 of the pseudocode below). If either operation returns a value of false, the Update algorithm returns false (Lines 2 and 4). Otherwise, a value of true is returned on Line 6.
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[bookmark: 2_3_Implementation_of_the_Unsort]2.3 Implementation of the Unsorted-Optimized Array Structure
 
The Unsorted-Optimized data structure will be implemented in this section.14 However, since the code of a complete implementation of any data structure can be a bit overwhelming, our first implementation of this structure will be a minimal implementation tied to a particular application (our telephone book listing problem). Once an understanding of this baseline implementation is gained, it will be easier to understand the enhancements that bring it to a full implementation. When fully implemented, the data structure will be coded in a generic way so that it can be used to store nodes particular to any application, and can be easily integrated into these applications. In addition, several utility methods will be added to the baseline implementation to make the structure easier for the client to use.
The data in both the baseline and in the full implementation will be encapsulated within the data structure. The only way the client will be able to access the data set will be through the structure's methods. Another feature that the baseline and full implementations will share is that the code that defines the nodes to be stored in the structure will not be part of the class that implements the data structure. Rather, the node definition will be implemented as a separate class. This design feature will be utilized in all implementations presented in this text. Separating the node definition from the data structure class is a first step toward generics, because the data structure is not tied to a particular application's node structure.
[bookmark: 2_3_1_Baseline_Implementation]2.3.1 Baseline Implementation
We will use a telephone information directory application to demonstrate the functionality and use of our implementations of the Unsorted-Optimized Array structure. In this application, each telephone directory listing will have three fields of String information as shown in Figure 2.15, with the Name field designated as the key field.
Typically, a node definition class contains the data declarations for the node fields and the methods that operate on these fields. Consistent with the idea of a baseline implementation, our node class will initially contain a minimum number of methods. Aside from a constructor, normally a toString method is provided to facilitate the output of a node. In addition to these, the pseudocode of the four basic operations requires two other methods, one to perform a deep copy and the other to determine if a node's key field is equal to the contents of a given key. Finally, a set method will be provided to demonstrate the encapsulation of the nodes inside the data structure. In summary, the following five methods will be coded in the node definition class:
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[bookmark: Figure_2_15_Telephone_Directory]Figure 2.15 Telephone Directory Node
• A three-parameter constructor to create a node.
• A toString method to return the annotated contents of a node.
• A deepCopy method (used by the data structure to maintain encapsulation).
• A method to compare a given key to the contents of the name field of a node.
• A method to set the value of a node's address field (used as a pedagogical tool to demonstrate data encapsulation).
[bookmark: Node_Definition_Class]Node Definition Class
The code of the class that defines our telephone directory node, named Listing, depicted in Figure 2.15 is given in Figure 2.16.
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[bookmark: Figure_2_16_The_Class_Listing_th]Figure 2.16 The Class Listing that Defines a Telephone Listing Node
 
Lines 2–4 declare the fields of a node. The data access is private to encapsulate the data members. By specifying private access, only the code of the methods in this class can directly access the data members. All other attempts to directly access the data, either from the code of the data structure class or the application that uses the data structure, will result in a compile error. Lines 5–9 are the code of a three-parameter constructor. When an object is created in this class, the client code must specify the name, address, and phone number of the listing: e.g., Listing bill = new Listing(“Bill”, “1st Avenue”, “453 3434”;). Lines 10–14 are the code of the toString method that returns a string containing the annotated contents of a listing.
The deep copy method is coded on Lines 15–18. It copies all the data (from the object that invokes the method) into a newly created object and returns the address of the new object (Line 17). Line 16 does most of the work. First, it creates a new Listing reference variable clone. Then the Java operator new creates a new Listing object, and invokes the three-parameter constructor. The values of the data members of the object that invoked the method are sent to the constructor (as arguments), and the constructor sets them into the data members of the newly created object (Lines 6–8). Finally, the address of the new Listing object, returned from the operator new, is set into the variable clone. If there is insufficient storage available to create the new Listing object, the new operator returns null.
Lines 19–21 are a method to determine if the key field (name) of a telephone listing is equal to a given key (targetKey). Since the key field of a telephone listing is a String, the method can use Java's compareTo method to perform its work. This method, invoked on Line 20, returns a value of zero if two strings are equivalent. Finally, Lines 22–24 are a set method to change the contents of the address field of a Listing object. Normally it would not be included in a minimal implementation, but is included here for pedagogical reasons (to demonstrate the encapsulation of the Unsorted-Optimized structure's implementation).
[bookmark: Data_Structure_Class]Data Structure Class
The class, UnsortedOptimizedArray, is the class that implements the Unsorted-Optimized structure's pseudocode (error checking included). It allocates and initializes all the storage for the structure which includes an array named data, a memory cell next to keep track of where to perform the next insert operation, and a memory cell size to store the size of the array. Its methods, which include a no-parameter constructor, perform the four basic operations Insert, Fetch, Delete, and Update in the key field mode.
For purposes of simplicity, the maximum capacity of the data structure in this implementation, which is presented in Figure 2.17, is fixed at 100 nodes. The code of the operation methods is simply the Java version of the Insert, Delete, Fetch, and Update pseudocode previously discussed but with one exception: The insert method checks to make sure that there is sufficient system memory to perform the deep copy of the client's node.
Lines 2–4 create three fully encapsulated data members: the integer next, which will store the array index of the next Insert operation, the integer size, which will store the size of the array, and the array reference data, which will store the address of the array of node references. Both integer variables are initialized by the constructor (Lines 6–10) when a data structure object is created, and the variable data is set pointing to an array of 100 reference variables (Line 9) that can store the addresses of 100 Listing objects.
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[bookmark: Figure_2_17_The_Code_of_the_Clas]Figure 2.17 The Code of the Class SortedOptimizedArray
To utilize this structure, a typical application would code:
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which would create a data structure object named boston. Its data would be initialized as shown in Figure 2.18, which assumes that the array data's base address is 100. For brevity, the variable size is omitted from the figure.
[bookmark: The_insert_Method]The insert Method
Lines 12–20 implement the Insert operation as the Java equivalent of the pseudocode previously developed, with two additional lines (Lines 16–17) that check for insufficient system memory. If there is not sufficient memory to perform the deep copy of the client's node, the Listing class' deepCopy method returns a null reference (Line 15). In this case the insert method returns false and terminates (Line 17). The client (application) code to insert a Listing object bill into the data structure object boston could be:
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[bookmark: Figure_2_18_An_Initialized_Unsor]Figure 2.18 An Initialized Unsorted-Optimized Array Structure Named boston
Line 15 deep copies the listing into a new Listing object and places the address of the new object into the next available element of the encapsulated array data. Since the client does not know this address and cannot access the array containing the address, the node is fully encapsulated. The encapsulation is accomplished by “hiding” the address of the newly created listing.
Figure 2.19 shows the process of inserting a copy of the Listing object bill into the data structure boston. It assumes the new Listing object, created by the deepCopy method, is stored at location 1000.
To illustrate the effectiveness of the encapsulation, suppose that the client code used the class Listing's setAddress method to set the address field of the Listing object bill to “2nd Street,” coded as:
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Then, as shown in Figure 2.20, the address contained in the Listing object bill located at address 5000 would change. However, since the information stored in the data structure is in a different Listing object, specifically the Listing object located at location 1000 created by the deepCopy method, the address of the phone listing stored inside the data structure is unchanged. Consistent with the concept of data encapsulation, the only way the client can change the address field of a listing stored inside the data structure is to invoke the data structure's update method.
An alternate, but undesirable, way of coding the insert method is to change Line 15 of Figure 2.17 to data[i] = newListing. This subtle change would, in effect, unencapsulate the data structure, since Line 15 would then perform a shallow copy. Thus, data[i] would store the address of the client's Listing object, bill, sent over as an argument to the insert method (see Figure 2.21). The data structure and the client code now reference the same Listing object, and the client statement
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[bookmark: Figure_2_19_The_Data_Structure_b]Figure 2.19 The Data Structure boston, After Inserting Bill's Listing
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[bookmark: Figure_2_20_The_Data_Structure_b]Figure 2.20 The Data Structure boston After the Client Changes the Address Stored in the Client Listing bill
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[bookmark: Figure_2_21_The_Data_Structure_b]Figure 2.21 The Data Structure boston, with a Shallow Copy Coded as Line 15 of the insert Method
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changes the address of the listing stored (actually referenced from) “inside” the data structure. All subsequent fetches of the listing from the data structure would contain the new address. Effectively, the client has changed the data stored in the data structure without invoking the update method—a violation of encapsulation.
[bookmark: The_fetch_Method]The fetch Method
Lines 22–41 of Figure 2.17 implement the pseudocode of the Fetch operation. The method heading, Line 22, indicates that the method returns a reference to a Listing object. This reference will be the address of a deep copy of the node whose key field targetKey, is passed to the method as a parameter. It is important that the method return a reference to a deep copy of the requested listing, since, if it returned a shallow copy, the client would then know the address of the object stored inside the data structure. Knowing this object's address, the client would have direct access to it, a violation of encapsulation.
Figure 2.22 shows the data structure with three listings stored in it, before and after the client fetches Tom's listing, using the statement tom = boston.fetch(“Tom”). Notice the change in the contents of the second and third elements of the array after the fetch operation is complete. The reference to the fetched node has begun to bubble up to the front of the array.
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[bookmark: Figure_2_22_The_Data_Structure]Figure 2.22 The Data Structure, boston, Before and After Tom's Listing Is Fetched
[bookmark: The_delete_Method]The delete Method
Lines 43–56 of Figure 2.17 implements the pseudocode of the Delete operation. It returns the Boolean value true if it successfully deletes a listing. Lines 46–48 perform the sequential search for the requested listing. If found (Line 49), Line 52 eliminates the listing from the data structure by overwriting the reference to it stored in the array data with the address of the last listing in the structure. After this overwriting, the address of the deleted listing is not stored in any reference variable, which causes Java's memory manager to return the storage allocated to the deleted listing's object to the available memory pool.
Figure 2.23 shows the data structure before and after Bill's listing is deleted using the statement: boolean success = boston.delete(“Bill”). Notice the change in the contents of the first and third elements of the array after the deletion is complete. The reference to the deleted node has been overwritten with the address of Tom's node, and the address of Tom's node is no longer stored in the third element of the array. In addition, the variable next has been decremented to “collect the garbage.”
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[bookmark: Figure_2_23_The_Data_Structure]Figure 2.23 The Data Structure, boston, Before and After Bill's Listing Is Deleted
[bookmark: The_update_Method]The update Method
Lines 58–65 of Figure 2.17 implement the pseudocode of the Update operation. The value of the key of the node to be deleted (targetKey) and the new contents of the node (contained in the object newNode) are passed into the method (Line 58). It is important to understand that the object containing the old information is not actually updated. Rather, that object is deleted from the data structure (Line 59), and a new Listing object is inserted into the structure (Line 61). Thus, the key field of the node could also be updated during an Update operation.
Figure 2.24 illustrates the data structure before and after Bill's listing is updated by the client statement: boolean success = boston.update(“Bill”, billsNewListing). The graphics in the figure assume Bill's name has not changed, his new address is “4th Avenue,” and his new phone number is “676-7878” (all specified in the object billsNewListing). Notice that the reference to Tom's listing has moved to the front of the array as a result of the deletion of Bill's old listing (the first step in the Update algorithm). Furthermore, the reference to Bill's new listing is at the end of the used portion of the array because it was added with an invocation to the insert method (the second step in the Update algorithm).
[bookmark: Using_the_Baseline_Implementatio]Using the Baseline Implementation
Figure 2.25 presents an application program that demonstrates the use of the data structure class UnsortedOptimizedArray. The output it produces is shown in Figure 2.26.
Line 3 of Figure 2.25 creates the data structure boston, an object in the class UnsortedOptimizedArray. Lines 6–8 create three telephone listings (Listing objects) two of which are inserted into the data structure (Lines 12–13) and then fetched back and output (Lines 15–18), verifying the class's constructor, insert method, and fetch method. Line 14 verifies that the fetch method returns a null reference when the requested listing (Tom's) is not in the structure.
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[bookmark: Figure_2_24_The_Data_Structure]Figure 2.24 The Data Structure, boston, Before and After Bill's Listing Is Updated
Lines 21–25 demonstrate the data structure's encapsulation. Line 22 changes the contents of the address field of the client's object mary to 9th Avenue. Line 23 outputs the modified client object to verify that the contents of the address field have been changed. This should not affect Mary's listing in the data structure because it is encapsulated inside the structure. Line 24 fetches back the listing with key field contents “Mary” from the structure, which is then output on Line 25. Since the output is the original listing with the address field unchanged, the data structure's encapsulation is verified.
Lines 28–31 demonstrate the use of the delete method. First, an attempt is made to delete a listing not in the structure (Tom's listing, Line 29), which produces an output of false. Then Bill's listing is deleted (Line 30), which produces an output of true because Bill's listing was in the structure. The subsequent attempt to fetch Bill's listing (Line 31) results in an output of null because Bill's listing has been deleted from the structure.
Lines 34–40 demonstrate the use of the update method. First, an attempt is made to update a listing not in the structure (Tom's listing, Line 35), which produces the correct output, false. Then, Bill's listing is reinserted into the structure (Line 36) and successfully updated to the contents of Tom's listing (Line 37 produces an output of true). After the Update operation is performed, the subsequent attempt to fetch a listing whose key field is Bill (Line 38) is unsuccessful (null output), while the fetch of the listing whose key field is Tom (Line 39) is successful and the listing is output.
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[bookmark: Figure_2_25_An_Application_that]Figure 2.25 An Application that Demonstrates the Use of the Class UnsortedOptimizedArray
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[bookmark: Figure_2_26_The_Output_from_the]Figure 2.26 The Output from the Application Program Shown in Figure 2.25
[bookmark: 2_3_2_Utility_Methods]2.3.2 Utility Methods
 
The motivation for beginning with a baseline implementations of the UnsortedOptimizedArray structure and a class that described a node in a telephone listing data base was purely pedagogical. It allowed us to gain an understanding of the basic implementation techniques within a minimal amount of code. Having gained that understanding, in this section we will expand the code of the class Listing, shown in Figure 2.16, and the class UnsortedOptimizedArray, shown in Figure 2.17, adding some common utility methods that make them easier for clients to use.
An input method will be added to the class Listing that, when invoked by the application program, will allow the user to input the contents of a telephone listing. The code shown below is an example of how the method could be used by a client application to add 50 telephone listings, input by the user, to the data structure boston.
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Two methods will be added to the DataStructure class:
• A constructor to permit the client to specify the maximum number of nodes that can be stored in the structure when it is created.
• A showAll method that outputs the contents of the entire data structure.
The relationship between the three new methods and the application's user is depicted in Figure 2.27.
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[bookmark: Figure_2_27_The_Three_Method_Exp]Figure 2.27 The Three-Method Expansion of the Baseline Implementation of the Unsorted-Optimized Array Structure
 
[image: images]
[bookmark: Figure_2_28_Recoding_of_the_Clas]Figure 2.28 Recoding of the Class Node to Include a Default Constructor and an input Method
The revised code of the Listing class, which has been renamed Node, is given in Figure 2.28. The new input method is coded on Lines 25–29, which places the user input directly into the data members name, address, and number.
The revised code of the UnsortedOptimizedArray class, which has been renamed UOAUtilities, is given in Figure 2.29 All references to the class Listing now refer to its expanded version, the class Node (e.g., Lines 4 and 18).
The new constructor is coded as Lines 12–16. It uses an integer passed into it (the parameter on Line 12) to size the structure's array on Line 14. Since the value of s is also saved in the class' data member size (Line 15), no changes are required to the error checking performed in basic operation methods (e.g., Line 19).
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[bookmark: Figure_2_29_The_Unsorted_Optimiz]Figure 2.29 The Unsorted-Optimized Array Implementation with an Additional Constructor and a showAll Method
 
The showAll method is coded as Lines 72–75. It outputs the nodes by invoking the Node class' toString method Line (74) inside a for loop. The loop uses the variable next (Line 73) to decide when the output is complete.
The following code is an example of how the new constructor and the showAll method could be used by the client application to declare and output all the nodes in a 100,000 listing structure named boston.
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Having completed the expansions to the baseline implementation of our Unsorted-Optimized, array-based structure, we will now discuss an additional feature that will make the structure easier for the client to use.
[bookmark: 2_4_Expandable_Array_Based_Struc]2.4 Expandable Array-Based Structures
 
When any array is created, its size must be specified. Thus, the array-based implementations developed in this chapter either required the client to specify the maximum number of nodes that would be stored in the structure, or the maximum was set by the structure's constructor to a default value. In either case, the maximum value was used to size the structure's array, and it was checked by the Insert operation before it attempted to add a node to the structure.
There are many applications in which the maximum number of nodes in the structure cannot be anticipated (with any certainty) at the time the data structure is created. And so, there is an alternate implementation of the insert method aimed at these applications. When the structure's array is full, the insert method copies the entire contents of the structure's array into a larger array and then inserts the node into the expanded structure. Under this scheme, the only time the Insert operation would return false is when the system memory is exhausted.
In some programming languages, copying an array of objects from one array to another is a time consuming process. This is not the case in Java, because Java implements an array of objects as an array of reference variables that point to the objects (see Figure 2.24). Therefore, only the reference variables need to be copied into the expanded array, making the process as efficient as copying an array of primitive values.
The pseudocode of the algorithm written to expand a Java array follows. It assumes data is the array to be expanded, larger is the expanded array, and temp is an array reference variable.
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The comment on Line 3 of the algorithm must be replaced with the code that copies the object references from temp into data. This can be done using a loop or by invoking the Java method arraycopy, which is contained in the System class. When a loop is used, the following code would replace Line 3.
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where temp.length returns the number of elements in the array to be expanded, temp.
Java's arraycopy method copies a specified number of items from a source array to a destination array. The source and destination starting indices are supplied to the method, as is the number of elements to be copied. Since we want to copy the entire contents of the array temp starting at index zero into the array data starting at index zero, the invocation would be:
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The use of the method arraycopy is preferred because it is about 50% faster than the loop technique. On an absolute speed basis, tests performed on a PC using an AMD Athlon XP 3000+ processor with a 2.17-gigahertz clock showed that the arraycopy method was able to copy a 500,000 element array of object references in 0.06 seconds. What this means is that an Insert operation performed at a time when an array-based structure is full would require an extra 0.06 seconds to expand the structure's 500,000 element array. This level of performance would be adequate for most applications. Still, there are many real-time applications that could not tolerate a 0.06-second delay. One other potential downside is that expanding an array can result in a somewhat unpredictable “java.lang.OutOfMemoryError: Java heap space” run-time error.
All things considered, for small- to moderately-sized array-based structures, an insert method that can expand the size of the structure's array greatly enhances the usefulness of these structures. A good middle ground implementation would add a Boolean parameter to the structure's constructor to allow the client to specify whether or not the expandable feature of the insert method should be employed for a particular application. This implementation is left as an exercise for the student.
[bookmark: 2_5_Generic_Data_Structures]2.5 Generic Data Structures
The development of software is an expensive and time-consuming process. Therefore, whenever possible, we should write reuseable software. In the context of data structures, reusability is achieved by writing data structures that are application independent, or generic. Generic data structures, by definition, can store any kind of node and, therefore, can be used in any application. (Naturally, the performance of the structure would have to be consistent with the requirements of the application.) Stated another way, if the final implementation of our Unsorted-Optimized array structure (the class UOAUtilities) was generic, it could not only be used to store the data for a telephone listing application, but also an employee record application, a store inventory application, or any other type of data intense application without modifying its code.
Generic implementations of data structures fall into two groupings: homogeneous and heterogeneous (nonhomogeneous) generic data structures. Both groups can store data sets comprised of any type of node (e.g., telephone listings or employee records). However, in a homogeneous generic data structure, all nodes stored in a particular data structure object must be of the same type (e.g., all nodes in the data set are telephone listings or they are all employee records). In a heterogeneous structure, the nodes in a single data structure object need not be all of the same type (e.g., employee records and telephone listings can be stored in the same object). The difference between homogeneous and heterogeneous structures is illustrated in Figure 2.30.
 
[image: images]
[bookmark: Figure_2_30_Phone_Listings_and_E]Figure 2.30 Phone Listings and Employee Records Stored in Homogeneous and Nonhomogeneous Data Structures
In the remainder of this section, we will examine the features of a data structure's design that makes it generic and show how to implement these features in Java.
[bookmark: 2_5_1_Design_Considerations]2.5.1 Design Considerations
The first consideration in designing and implementing generic data structures is to separate the node definition and the data structure's definition into two separate classes since different applications deal with different types of nodes. Typically, the nodes in different applications have a different number of fields, along with different field names, widths, and data types. By defining the node in a separate class we need not rewrite the data structure class when the node composition changes. In addition, the task of coding the node class is appropriately passed on to the application programmers who know the composition of the nodes. In the baseline and expanded implementations of the array-based structures presented in this chapter, the node definition was coded in a separate class. Therefore, both of these implementations conformed to this generic design feature.
A second consideration is that the data structure's code must not mention the names of the data fields that make up a node. If it did, it would again be tied to a particular node composition of a particular application. The two implementations of the Unsorted-Optimized Array structure presented in Figures 2.17 and 2.29, both conformed to this generic design feature. Neither class mentioned the variables name, address, or number; the field names of our telephone listings. The second implementation avoided mentioning these in its showAll method by invoking the node definition class' toString method.
A third consideration is that if the structure is going to be encapsulated, a method to perform the deep copy must be part of the node definition class. Otherwise, the data structure class would have to have knowledge of the node composition in order to create the clone node (see Line 16 of Figure 2.28). Since the node definition classes Listing and Node provided a deepCopy method, both of our implementations satisfied this consideration.
A fourth consideration in designing and implementing generic structures is that if the structure is going to be accessed in the key field mode, a method to determine if a given key is equal to the key of a node must be provided in the node definition class. It cannot be coded in the data structure class, because how we determine that two keys are equal depends on the key's type, which varies from one application to another. For example, if the keys are numeric, the relational operator == can be used, but it cannot be used if the keys are String objects. Since the node definition classes Listing and Node provided a compareTo method to determine if two keys were equal, both of our implementations satisfied this generic consideration.
The final two design considerations address the fact that nodes can be instances of any class (e.g., Listing objects, or Node objects, or Employee objects, or CarType objects, etc.), and their key fields can be any type (not just a String object). Neither of our two implementations addressed these issues. In the first implementation, the name of the node definition class had to be Listing because many lines of the data structure's code specifically mention that type (e.g., Lines 4, 9, 12, 22, etc. of Figure 2.17). Similiarly, the second implementation shown in Figure 2.29 can only store nodes that are instances of the class Node (see Lines 4, 9, 14, 18, 28, etc.). Both implementations assume the key field sent to the fetch, delete, and update methods is an object in the class String (e.g., Lines 28, 49, and 64 of Figure 2.29). Our final implementation of the Unsorted-Optimized, array-based structure will address these last two issues, making it a generic implementation. Before proceeding to that implementation, it is useful to summarize the design and implementation features that make a data structure class generic:
1. The node definition and the data structure are coded as two separate classes.
2. The data structure cannot mention the names of the data fields that make up a node.
3. If the structure is going to be encapsulated, a method to perform a deep copy of a node must be coded in the node definition class.
4. If the structure is going to be accessed in the key field mode, a method to determine if a given key is equal to the key of a node must be coded in the node definition class.
5. The data structure code cannot mention the name of the node class.
6. The data structure code cannot mention the type of the key.
[bookmark: 2_5_2_Generic_Implementation_of]2.5.2 Generic Implementation of the Unsorted-Optimized Array
 
As previously mentioned, in our two implementations of the Unsorted-Optimized structure, we have incorporated the first four design features of a generic implementation. In this section, we will develop a completely generic implementation of this structure by incorporating the fifth and sixth design features into the code of the class UOAUtilities (presented in Figure 2.29). The revised structure will be able to store nodes of any type, whose key field is of any type. Prior to the release of Java 5.0, this was accomplished by changing the types of the node and key field references in the data structure class to Object references. However, for reasons we will discuss later, the generic typing features in Java 5.0 offer a better alternative.
As mentioned in Chapter 1, generic typing is a language feature that allows the author of a class to generalize the type of information with which a class (or a method) will deal. Then, the specific type of information is specified by the client when an object in that class is declared. For example, if the name of a generic data structure class were UOA, then the following two declarations of the data structure objects boston and newYork would be used to store Listing objects in the data structure boston, and Node objects in the data structure newYork.
[image: images]
Although generic typing is the best alternative for coding generic data structures, its use is not as simple as substituting generic type placeholders for the data member types as presented in the Java review example in Chapter 1. The class in that example did not allocate new objects of the generic type, and it did not invoke any methods to operate on objects of the generic type. Both of these complications must be dealt with to complete the conversion of our data structure class into a generic class.
In the interest of simplicity, we will discuss the conversion of one section of the class UOAUtilities' code at a time, so that that we can focus on one conversion issue at a time. However, the line numbers in each section of converted code (presented in Figures 2.31-2.35) will be sequential and will roughly parallel the line numbers of the class UOAUtilities presented in Figure 2.29. To begin with, we will consider modifications to the data declarations and the class' constructors (Lines 1–16 of Figure 2.29), which are highlighted in the revised code presented in Figure 2.31. The name of the new (and eventually generic) class is assumed to be UOA.
As was discussed in Chapter 1, to make data members generic, a generic placeholder is added to the end of the class heading. In this case, the placeholder <T> has been added to the end of Line 1, and the type Node on Line 4 has been replaced with the generic type, T. However, we cannot simply replace the type Node on Lines 9 and 14 with the generic type T because the translator will not allow us to declare an array of references to a generic type. To do so would imply that there is a constructor in the class T, which at this point is an undefined class. Therefore, the arrays on these lines are declared to be arrays of Object references. The class Object is predefined in Java, and since the class Object is the parent class of all Java classes, references will be able to store the address of any type of node. Finally, on Lines 9 and 14 the location of the array of Object references must be coerced into the location of an array of type T since the variable data on Line 4 is now declared to store the location of an array of type T.
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[bookmark: Figure_2_31_The_Changes_Made_to]Figure 2.31 The Changes Made to the Data Members and Constructors of the Class UOAUtilities (Figure 2.29) to Make Them Generic
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[bookmark: Figure_2_32_The_Changes_Made_to]Figure 2.32 The Changes Made to the insert Method of the Class UOAUtilities (Figure 2.29) to Make It Generic
Next we will consider modifications to the insert method, Lines 18–26 of Figure 2.29. These changes are highlighted in the revised code presented in Figure 2.32. Referring to that figure, one line has been added (Line 19), and two lines have been changed (Lines 18 and 22). The change to Line 18 is simply to change the parameter type Node to the generic type placeholder T. The change to Line 22 necessitates the addition of Line 19, so we will discuss Line 22 first.
The invocation to the method deepCopy (Line 22) can no longer operate on the object referenced by newNode, as it did on Line 21 of Figure 2.29, because newNode is now of type T (Line 18) and the translator cannot look into the class T to verify the method's signature.15 The remedy is to reference the object to be operated on with the variable node, which is defined on the left side of Line 19 to be a KeyMode reference, and then place the address of the node to be inserted into the variable node (right side of Line 19). However, the translator still wants to verify the signature of the method deepCopy, and at this point KeyMode is an undefined symbol. Therefore, the programmer of the data structure must code a Java interface named KeyMode and define the signature of the method deepCopy in it. The actual implementation of the method will be coded where we have always coded it, in the application's node definition class. One restriction is that the node definition classes must add the phrase “implements KeyMode” to its heading. The coercions (KeyMode) and (T) on Lines 19 and 22 respectively are necessary to match the types on the left side of the assignment operators.
The interface KeyMode would be written (by the coder of the data structure class) as:
[image: images]
As we discuss the changes to the other methods in the class UOAUtilities, we will add two more method signatures to this interface.
Next we will consider modifications to the fetch method, Lines 28–47 of Figure 2.29. These changes are highlighted in the revised code presented in Figure 2.33. Referring to that figure, one line has been added (Line 36), and five lines have been changed (Lines 29, 30, 31, 34, and 41).
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[bookmark: Figure_2_33_The_Changes_Made_to]Figure 2.33 The Changes Made to the fetch Method of the Class UOAUtilities (Figure 2.29) to Make It Generic
 
Most of the changes here are made for the same reasons as the changes we made to Line 22 of the insert method: A method cannot operate on objects referenced by variables of type T. In the case of the fetch method, there are two invocations. The method compareTo is invoked on Line 33 of Figure 2.29, and the method deepCopy is invoked on Line 39. Both of these methods operate on the entity referenced by data[i]. Since the variable data now stores a T reference (Line 4 of Figure 2.31), the translator cannot verify the method signatures. The remedy is the same as that discussed for the insert method. Both invocations are changed to operate the KeyMode reference variable node (Lines 34 and 41 of Figure 2.33), whose declaration is on Line 30, and the signature of the method compareTo is added to the interface KeyMode. Line 36 was added so that the reference stored in the variable node is changed each time through the loop. Since the fetch method returns the reference stored in the variable node, and node's type has been changed to be of type KeyMode (Line 30), the fetch method's returned type (on Line 29) has been changed from Node to KeyMode. Finally, the type of the insert method's parameter on Line 29 has been changed to an Object reference so that the key is not restricted to String objects.
The expanded KeyMode interface is now:
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Next we will consider modifications to the delete method (Lines 49–62 of Figure 2.29). These changes are highlighted in the revised code presented in Figure 2.34. Referring to that figure, one line has been added (Line 57), and three lines have been changed (Lines 51, 52, and 55). The rationale for these changes is the same as that discussed for the analogous changes made to the insert method: to direct the translator to the interface KeyMode to verify the signature of the compareTo method and to allow any type key to be passed into the method.
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[bookmark: Figure_2_34_Changes_Made_to_the]Figure 2.34 Changes Made to the delete Method of the Class UOAUtilities (Figure 2.29) to Make It Generic
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[bookmark: Figure_2_35_Changes_Made_to_the]Figure 2.35 Changes Made to the update Method of the Class UOAUtilities (Figure 2.29) to Make It Generic
The modifications to the update method (Lines 64–71 of Figure 2.29) are highlighted in the code presented in Figure 2.35. Only the types of the method's parameters were changed so that the key field need not be a reference to a String object, and to make the invocation on Line 71 compatible with the insert method's new signature. The modified insert method is expecting an argument of type T (Line 18 of Figure 2.32). Therefore, the type of the argument (newNode) passed it has been changed on Line 68 of Figure 2.35.
Finally, although the toString method in the class UOAUtilities need not be changed, its signature is added to the interface KeyMode to remind the application programmer to include it in the node definition class. For convenience, all of the code in the generic implementation of the Unsorted-Optimized array is presented in Figure 2.36, and the code of the expanded interface KeyMode is presented in Figure 2.37.
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[bookmark: Figure_2_36_Fully_Implemented_Ge]Figure 2.36 Fully Implemented Generic Version of the Unsorted-Optimized Array-Based Structure
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[bookmark: Figure_2_37_The_Interface_KeyMod]Figure 2.37 The Interface KeyMode
[bookmark: 2_5_3_Client_Side_Use_of_Generic]2.5.3 Client-Side Use of Generic Structures
To use our generic data structure class UOA, the application programmer simply declares an object (or objects) in the class UOA, specifying the type of the nodes it will store, and implements the interface KeyMode in the node definition class. This means that the node definition class must include a coding of a deepCopy method, a compareTo method, and a toString method whose signatures are those specified in the interface (Figure 2.37). Naturally, the node definition class should also include the declaration of the fields of a node, constructors as required by the application, and any utility methods that the application uses to operate on the nodes (e.g., an input method for the application's user to input the values of a node). The translator will check that the phrase “implements KeyMode” appears in the class' heading and that the class includes the code of all the methods mentioned in the interface. As previously mentioned, the coding of the deepCopy and compareTo methods is properly left to the application programmer who knows the character of the nodes and what it means to say that two key objects are equal.
To declare two Unsorted-Optimized, array-based structures named carDealer1 and carDealer2, each able to store a maximum of 700 objects of the class Car, the client code would be:
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As part of Java's generic feature, these declarations are compiler enforced homogeneous structures. Any attempt to store anything other than a Car object in these structures, for example,
[image: images]
results in a compile error.
As an example, Figures 2.38 and 2.39 present the code of a telephone directory application. Figure 2.38 presents the class PhoneListing that defines the nodes used the application. Since the application will use our unsorted-optimized generic structure UOA, it implements the interface KeyMode. Figure 2.39 presents the code of the application and the output it produces.
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[bookmark: Figure_2_38_The_Node_Definition]Figure 2.38 The Node Definition Class PhoneListing
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[bookmark: Figure_2_39_A_Phone_Book_Applica]Figure 2.39 A Phone Book Application That Uses the Generic Class UOA and Its Output
[bookmark: 2_5_4_Heterogeneous_Generic_Data]2.5.4 Heterogeneous Generic Data Structures
A generic data structure can be used as a heterogeneous structure if the type parameter is left out of the object declaration. For example, if the declaration for the data structure given in the previous section were changed to:
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then any type of objects whose definition class implements the interface KeyMode (Car objects, Truck objects, etc.) could be stored in it. In this case, the statements
[image: images]
would not result in a compile error. It should be noted that for most applications it is better programming practice to declare two homogeneous data structures that each store one type of node, rather than one heterogeneous structure that stores two different types of nodes.
[bookmark: 2_6_Java_s_ArrayList_Class]2.6 Java's ArrayList Class
The Java Application Programmer Interface provides a class named ArrayList that is similar to the language's array construct but in fact has much more in common with the array-based structures developed in this chapter. Like arrays, access into the structure is in the node number mode16 via an integer index whose minimum value is zero, and the structure is unencapsulated. Unlike arrays, the structure ArrayList supports all four basic operations (Insert, Fetch, Delete, and Update), is implemented using generics, cannot store primitive types,17 and can be used either as compiler-enforced homogeneous or heterogeneous structure. Considering these characteristics, an ArrayList is actually an unencapsulated node number mode access version of our generic array-based structure.
The ArrayList structure does have one additional feature that neither arrays nor our array-based structures possess. Although we can specify an initial number of nodes to be stored in the structure,
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an ArrayList object can expand at run-time beyond its initial size to accommodate unanticipated Insert operations. As discussed, Insert operation implementations that support run-time expansion run more slowly than those that do not.
Table 2.5 presents the names of the basic operation methods in the class ArrayList and some examples of their use. It assumes that the ArrayList structure boston was declared as a heterogeneous structure with the statement:
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that the variables tom and mary store references to Node objects and temp can store a Node reference.
 
[bookmark: tab2_5][image: images]
EXERCISES
[bookmark: Knowledge_Exercises_1]Knowledge Exercises
 
1. Which of the four basic operations does the built-in structure array support?
2. Draw a picture of the memory allocated to a five-element, one-dimensional array of integers called numbers. Assume the first element of the array is stored at location 500, the array is stored in ascending memory locations, and that the integers occupy 4 bytes each. On the left side of the array, indicate the number of each element, and on the right side of the array indicate the memory location number (beginning at 500).
3. Give the mapping function used to calculate the address of the kth element of a one-dimensional array of integers, assuming element zero is stored at location 500, the array is stored in ascending memory locations, and that an integer occupies 4 bytes of memory.
4. 20 integers are stored in a two-dimensional array of four rows and five columns. The name of the array is ages.
a) Draw a picture of the rows and columns of the array, indicating the column numbers across the top of the array and the row numbers along the left side.
b) Place an x in the cell of your picture whose contents is modified by the statement: ages[2][3] = 20;
c) Give the memory location of the cell ages[2][3] assuming the array is stored in row major order in ascending memory locations beginning at location 500. Assume each cell is 4 bytes.
5. Give the change to Line 7 of an Unsorted Array structure's Fetch algorithm to unencapsulate the structure after the Fetch operation is completed.
6. A data structure is to be chosen that will allow the customers to look up the price of an item, given its item number. The data set will only be loaded once and never modified. Of the three array-based structures discussed in this chapter, which would be best suited for this application?
7. The Sorted Array structure accesses nodes using the Binary Search algorithm, and the Unsorted-Optimized Array structure uses a Sequential Search to access nodes. Knowing that a binary search is significantly faster than a sequential search, explain why it is that the average speed of the Unsorted-Optimized array structure is faster than that of the Sorted Array structure. (Assume all four basic operations are equally probable.)
8. Referring to the data structure depicted in Figure 2.8, what memory location would be returned by the Fetch algorithm if Mike's node was requested and the structure was not encapsulated?
9. Give the differences in the basic operation algorithms of the Unsorted and Unsorted-Optimized Array structures that made the latter structure faster. Under what conditions would both structures' Fetch algorithms be equivalent from a speed viewpoint?
 
10. The Unsorted-Optimized array structure is used to store a data set. Calculate its density if:
a) Each of the client's nodes contains 8 bytes of information and there are 50 nodes in the data set.
b) Each of the client's nodes contains 200 bytes of information and there are 1,000,000 nodes in the data set.
11. Give the average number of memory accesses of the Unsorted-Optimized array structure whose data set is described in part (b) of the previous exercise:
a) Assuming all operations on the data set are equally probable.
b) Assuming only Insert operations will be performed on the data set.
12. Plot the variation in density with the number of nodes, n, in an array-based structure. Assume each node contains 10 information bytes and that the range of n is 2 <= n <= 100.
13. Define the data structures term garbage collection.
14. Describe the garbage collection method for the Unsorted-Optimized array structure.
15. You have coded an application for your friend's business that uses an Unsorted-Optimized array to store the venture's data. One day your friend informs you that the speed of the operations performed on the data set seems to be getting faster and faster. Explain how this could happen.
16. An application's data set will consist of five different types of nodes. Is the data set homogeneous or heterogeneous?
17. Give the six design features that should be followed when designing generic data structures.
18. Give the pseudocode of an update method for the Unsorted structure that does not invoke the delete and insert methods and does check for errors.
[bookmark: Programming_Exercises_1]Programming Exercises
19. A database is to be developed to keep track of student information at your college. It will include names, identification numbers, and grade point averages. The data set will be accessed in the key field mode, with the student's name being the key field. Code a class named StudentListings that defines the nodes. Your class should include all the methods in the class shown in Figure 2.28 except for the setAddress() method. It should also include a no-parameter constructor. Test it with a progressively developed driver program that verifies the functionality of all of its methods.
20. Code a class that implements the Sorted Array structure, and write a progressively developed driver program that verifies the functionality of all of its methods. Assume that it is to store a data set whose nodes are described in Exercise 19. Include error checking in the code of the basic operation methods, a constructor to permit the client to specify the maximum size of the data set, and a method to display the contents of entire data set in sorted order.
21. Code an application program that keeps track of student information at your college: names, identification numbers, and grade point averages in a fully e ncapsulated (homogeneous) Sorted array-based data structure. When launched, the user will be asked to input the maximum size of the data set, the initial number of students, and the initial data set. Once this is complete, the user will be presented with the following menu:
Enter: 1 to insert a new student's information,
2 to fetch and output a student's information,
3 to delete a student's information,
4 to update a student's information,
5 to output all the student information in sorted order, and
6 to exit the program.
The program should perform an unlimited number of operations until the user enters a 6 to exit the program.
22. A database is to be developed to keep track of faculty information at your college. Faculty member's names, departments, areas of expertise, and e-mail addresses will all be included. The data set will be accessed in the key field mode, with the area of expertise being the key field. Code a class named ProfessorListing that defines the nodes. Your class should include all the methods in the class shown in Figure 2.28 except for the setAddress() method. It should also include a no-parameter constructor. Include a progressively developed driver program that verifies the functionality of all of the class's methods.
23. Code an application program to store a data set consisting of StudentListing and ProfessorListing objects (see Exercises 19 and 22) in two Sorted Array structures. When launched, the user will be asked to input the maximum size of both data sets, the initial number of students, the initial number of professors, and the initial data set. Once this is complete, the user will be presented with the following menu:
Enter: 0 to exit the program.
1 to insert a new student's information,
2 to fetch and output a student's information,
3 to delete a student's information,
4 to update a student's information,
5 to insert a new professor's information,
6 to fetch and output a professor's information,
7 to delete a professor's information,
8 to update a professor's information, and
9 to output the entire data set in sorted order.
 
The program should perform an unlimited number of operations until the user enters a 0 to exit the program.
24. Modify the class presented in Figure 2.29 so that the Insert operation doubles the size of the array when it senses the structure is full. The feature should be activated by a Boolean parameter set by the client code when the structure is declared. Write a driver program to demonstrate that the class functions properly.
25. Code a GIU program that visually demonstrates the changes to the contents of the array, and the other data members that make up an Unsorted-Optimized array object, when each of the four basic operations is performed. When the program is launched, the structure should be shown in its initialized state. Six buttons should be available to the user: one button for each of the four basic operations, a reinitialize button, and a quit button. Text boxes should be available to allow the user to input a node's information and key field contents.
26. Code the application described in Exercise 21, using a generic implementation of the data structure described in Exercise 20.
27. Code the application described in Exercise 23, but use the Java API class ArrayList as the application's data structure. (Will there be a need to ask the user for the maximum size of both data sets?)
[bookmark: 1_This_sequential_ordering_is_re]1 This sequential ordering is referred to as a linear list, in which there is a unique first node (node0), a unique last node (nodemax), and any other node (nodei) is preceded by a unique node (nodei−1), and followed by a unique node (nodei+1).
[bookmark: 2_Assumes_the_nodes_are_stored_i]2 Assumes the nodes are stored in ascending memory locations as shown in Figure 2.1. For descending memory location storage, A = A0 − N × w.
[bookmark: 3_Actually__many_CPUs__e_g___the]3 Actually, many CPUs (e.g., the Intel Processors) can evaluate this function in one machine instruction.
[bookmark: 4_This_assumes_the_subscript_beg]4 This assumes the subscript begins at zero.
[bookmark: 5_Again_we_assume_the_subscripts]5 Again we assume the subscripts start at zero.
[bookmark: 6_More_accurately__the_array_is]6 More accurately, the array is an array of reference variables that stores the address of the objects that contain the nodes' information.
[bookmark: 7_For_simplicity__the_time_to_ex]7 For simplicity, the time to execute the method deepCopy() is ignored.
[bookmark: 8_As_previously_stated__accessin]8 As previously stated, accessing a data member of an object requires two memory accesses: one to fetch the object's address from the array and one to fetch the data member from the object.
[bookmark: 9_Assumes_all_operations_are_equ]9 Assumes all operations are equally probable and is therefore calculated as the arithmetic average of the four operation speeds.
[bookmark: 10_This_assumes__on_the_average]10 This assumes, on the average, the node referenced from the middle of the array is the node being deleted.
[bookmark: 11_This_assumes_all_operations_a]11 This assumes all operations are equally probable and is therefore calculated as the arithmetic average ofthe four operation speeds.
[bookmark: 12_Assumes_all_operations_are_eq]12 Assumes all operations are equally probable and is therefore calculated as the arithmetic average of the four operation speeds.
[bookmark: 13_For_n_____100__and_w_____5_4]13 For n > = 100, and w > = 5,4 / (wn) < = 0.008, which is less than 1% of the denominator.
[bookmark: 14_This_implementation_will_incl]14 This implementation will include error checking.
[bookmark: 15_The_generic_type_T_is_not_ass]15 The generic type T is not associated with a class until an application declares an object in the class UOA.
[bookmark: 16_The_one_exception_is_that_the]16 The one exception is that the Insert operation assigns the next node number to the inserted node, which makes the structure a little awkward to use.
[bookmark: 17_Java_5_0_gives_the_appearance]17 Java 5.0 gives the appearance of allowing primitives to be inserted into an ArrayList object but it actually wraps the primitive in a Wrapper object before inserting it.
[bookmark: CHAPTER_3_Restricted_Structures_1][bookmark: Top_of_chap03_xhtml][bookmark: CHAPTER_3_Restricted_Structures]CHAPTER 3
Restricted Structures
  
OBJECTIVES
The objectives of this chapter are to familiarize the student with the features, implementation, and uses of the restricted structures, Stack and Queue, and to master a methodized approach to converting a data structure to a generic implementation. More specifically, the student will be able to
[image: images] Understand the operation and access mode limitations implicit in restricted structures and the motivation for accepting those restrictions.
[image: images] Explain the operations and access modes of the Stack and Queue data structures, and be able to implement an array-based version of them that includes error checking.
[image: images] Write an application program that uses a stack or a queue to store the data it processes.
[image: images] Understand and be able to quantify the performance of restricted structures.
[image: images] Understand the advantages of postfixed arithmetic expression notation and be able to write an application that evaluates these arithmetic expressions.
 
Expand a Stack or Queue implementation to include a reinitialization operation, a peek operation, tests for full and empty, and the ability to expand these structures dynamically at run-time.
[image: images] Recognize several common applications of restricted structures.
[image: images] Understand a methodology used to convert a data structure to a generic implementation using the generic features of Java, and be able implement a generic data structure using the methodology.
[image: images] More fully understand the implications of a Java interface and its role in coding generic data structures.
[image: images] Understand the operations of a priority queue.
[image: images] Develop an application that declares objects in Java's Stack class, and understand the advantages and disadvantages of this API class.
[bookmark: 3_1_Restricted_Structures]3.1 Restricted Structures
All of the array-based structures presented in Chapter 2 have high density and support all four of the basic operations: Insert, Delete, Fetch, and Update. As such, they can be used to store a data set for any application as long as their speed is within the performance parameters of the application.
Restricted structures are not as ubiquitous in that they are not appropriate for all applications. By design, they target a small subset of applications (see Figure 3.1) that share a common “pattern” of operations and are so ideally suited for this subset of applications that no other data structure would even be considered during the design process. A good analogy would be a very talented rock band whose music appeals to a very small percentage of the population. Although their music does not appeal to everyone, the band has a small cult-like following who would not even consider listening to anyone else's music.
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[bookmark: Figure_3_1_Limited_Use_of_Restri]Figure 3.1 Limited Use of Restricted Structures
[image: images]
[bookmark: Figure_3_2_The_Two_Basic_Operati]Figure 3.2 The Two Basic Operations Allowed on Restricted Structures
Restricted structures receive their name because they place severe restrictions on the way the application program accesses its data set. Both the operations performed (Insert, Delete, Fetch, and Update) and the mode in which these operations are performed (node number or key field mode) are restricted.
The restrictions placed on the operations performed on the data set, as illustrated in Figure 3.2 are:
• The Update operation is not supported.
• The Fetch and Delete operations are combined into one operation.
• The Insert operation is supported.
Combining the Fetch and Delete operations implies that whenever a node is fetched from the data set, it is automatically removed from the structure. Thus, restricted structures are aimed at applications that recall a node once, and only once. In addition, since the Update operation is not supported, applications targeted by restricted structures are those that never change the contents of the nodes stored in the data set.
The restrictions placed on the access modes are even more severe than those placed on the operations in that:
• The key field access is not supported.
• The node number access is supported, but is severely restricted.
Under the restricted form of node number mode access associated with these structures, node number has no meaning. The client code does not specify the node number of the node inserted into the data set, nor does it specify the node number of the node to be fetched (and deleted). Rather, the client code simply specifies that the Insert operation, or combined Fetch-and-Delete operation, be “performed.” The Insert operation “arranges” the nodes in a chronological insertion order. Then, depending on the restricted structure we are dealing with, the combined Fetch-and-Delete operation operates on the node that has been in the structure either the shortest or the longest amount of time.
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[bookmark: Figure_3_3_A_Restricted_Structur]Figure 3.3 A Restricted Structure after Nodes A, then B, then C, and Finally D Have Been Inserted
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[bookmark: Figure_3_4_A_Queue_and_a_Stack_B]Figure 3.4 A Queue and a Stack Before and After a Fetch-and-Delete Operation Is Performed
For example, consider the nodes with key fields A, B, C, and D inserted into a restricted structure—first A, then B, then C, and finally D (see Figure 3.3). Because the structure is a restricted structure, we can't say “fetch-and-delete B,” nor can we say “fetch-and-delete the second node.” All we can say is “fetch-and-delete” and depending on the restricted structure, either A will be returned and then deleted from the structure, or D will be returned and then deleted from the structure.
The two most widely used restricted structures are Queue and Stack. In the case of a Queue, when a Fetch-and-Delete operation is performed, the node that has been in the structure the longest amount of time is fetched and then deleted. In the case of a Stack, the node that has been in the structure the shortest amount of time is fetched and then deleted (see Figure 3.4). A third restricted structure, Deque (not as widely used as Queues and Stacks), combines the functionality of a Stack and a Queue into one structure.
Although extremely restrictive, the operational behavior of these restricted structures mimics the manner in which some important and common application programs access their data set. As a result, restricted structures are an important topic in computer science. We will begin our study by examining the structure Stack.
[bookmark: 3_2_Stack]3.2 Stack
 
The structure Stack obtains its name from the analogy that the nodes are stacked one on top of the other in the structure just as coins would be stacked (see Figure 3.5). A new coin, or node, is always placed on the top of the stack. Since the coins are stacked, the only way to remove a coin (or node) without toppling them is to remove the one that is on the top of the stack, which is the one that has been on the stack the least amount of time. Removal of any other coin (or node) from the stack is not allowed since it would cause the stack to fall. Thus, the last node inserted into the structure is always the node returned on the next combined Fetch-and-Delete operation. Because of this, the structure is referred to as a Last-In-First-Out structure, and the acronym LIFO is often used to describe the structure Stack.
[bookmark: 3_2_1_Stack_Operations__Terminol]3.2.1 Stack Operations, Terminology, and Error Conditions
The Insert operation on a Stack structure is called a Push operation, and the combined Fetch-and-Delete operation is called a Pop operation. Nodes are said to be stored on a stack and removed from a stack. Thus, we say that nodes are “pushed onto” a stack and “popped from” a stack. The last node pushed onto a stack is said to be at the top of the stack and the first node pushed onto the stack is said to be at the bottom of the stack.
When there are no nodes on a Stack, the stack is said to be empty. If the stack has reached its maximum node capacity, it is said to be full. A Pop operation cannot be performed on an empty stack, and a Push operation cannot be performed on a full stack; both situations result in an error. The error associated with a Pop operation on an empty stack is called an underflow error, and the error associated with a Push operation on a full stack is called an overflow error. Figure 3.6 illustrates the results of a series of Push and Pop operations on a Stack structure that has a maximum capacity of three nodes.
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[bookmark: Figure_3_5_A_Stack_of_Four_Coins]Figure 3.5 A Stack of Four Coins
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[bookmark: Figure_3_6_Several_Operations_on]Figure 3.6 Several Operations on a Stack that Has a Maximum Capacity of Three Nodes, and the Results They Produce
[bookmark: 3_2_2_Classical_Model_of_a_Stack]3.2.2 Classical Model of a Stack
In the classical model of a Stack, the Push and Pop operations are the only operations allowed on the structure. In addition, the maximum number of nodes to be stored in the structure (size of the stack) is specified when the structure is created. This classical model is often expanded to include other operations and features such as:
• The ability to reinitialize the stack to empty.
• The ability to test for an empty stack (underflow condition).
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[bookmark: Figure_3_7_Typical_Depiction_of]Figure 3.7 Typical Depiction of the n Element Array data Used to Store References to Nodes Pushed onto a Stack
 
• The ability to test for a full stack (overflow condition).
• The ability to pop a node from the stack without deleting it from the structure.1
• The ability to store an “unlimited” number of nodes on the stack.2
In the interest of simplicity, we will ignore these expanded features for now and limit our discussion of the structure Stack to the classical model and its implementation. Once an understanding of the classical model is obtained, we will discuss the changes necessary to incorporate the expanded features. The last feature, the ability to store an unlimited number of nodes on the stack, will be discussed again when we study linked lists in Chapter 4. For now, an attempt to push more than a specified maximum number of nodes onto the stack will result in an overflow error.
Throughout this chapter, an n element array of object references named data will be part of our Stack object, and it will be used to store the locations of the nodes pushed onto the stack. Typically, this array will be shown with its first element (index 0) at the bottom of the graphic, and its last element (index n − 1) at the top of the graphic (see Figure 3.7) In Chapter 4 we will discuss a second implementation of a stack that does not utilize an array.
[bookmark: Operation_Algorithms]Operation Algorithms
As we have stated, the classical model of a Stack is a fully encapsulated structure that supports two operations: Push and Pop. In addition to the array data used to store the locations of nodes pushed onto the stack, the algorithms for these two operations require that each Stack object contains two other integer data members:
• size, used to store the maximum number of nodes the stack can hold.
• top, used to store the index into the array, data, where the last Push operation was performed.
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[bookmark: Figure_3_8_Data_Members_of_a_Sta]Figure 3.8 Data Members of a Stack Object Capable of Storing Four Nodes in Its Initialized State
Stated another way, when a Push operation is performed, data[top] will store the address of the node pushed onto the stack. The memory cell top, as its name implies, will be used to “keep track” of the top of the stack.
To determine the initial state of the Stack structure, we will assume that nodes pushed onto the stack will be stored in the array data sequentially, in the order in which they are pushed, beginning at element zero. Thus, the location of the first node pushed onto the Stack object is stored in data[0], the location of the second node pushed is stored in data[1], the location of the third node pushed is stored in data[2], etc. Initializing the memory cell top to −1 and incrementing it before the location is set into data[top], guarantees that the first node will be stored at location zero and that all subsequent nodes pushed will be store sequentially. Thus, the initial condition for the variable top (which will also indicate that the stack is empty) is:
Initial (Empty Stack) Condition
top = −1
Figure 3.8 shows all of the data members of a Stack object capable of storing four nodes in their initialized state.
Turning our attention to the operation algorithms, our Push operation will not only insert a node into the structure but it will also check for an overflow error. Since top stores the index of the last node pushed, the test for overflow is when top is equal to the maximum index of the array, size-1. Thus, the Push algorithm that adds the node whose location is stored in the memory cell newNode into the Stack object depicted in Figure 3.8 is:
 
Push Algorithm
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Line 5 of the algorithm accomplishes the encapsulation of the data structure by performing a deep copy of the node added to the structure and storing the location of the copy of the client's node in the structure.
Figure 3.9 shows the data members of a four element Stack object in its initial state, after three Push operations have been performed (Mike's node, Vick's node, and finally, Carol's node), and in its full state (after Bill's node is placed on the stack). In its full state, the variable top is equal to 3, or size - 1, so the next Push operation will not be performed. Rather, the Push operation will end after returning false on Line 2.
Let us now turn our attention to the Pop operation. The Pop operation fetches and deletes a node from the structure. The node operated upon is the node that has been in the structure the least amount of time. The variable top stores the index of the element in the array (data) that contains a reference to this node. A successful Pop operation returns this reference to the client.
To complete the Pop operation, top must be set to the index of the next node to be popped from the stack and the fetched node must be deleted from the structure. Since the nodes are stored in chronological order, decrementing top sets it to the index of the next node to be popped. That is, if data[2] was at the top of the stack, after a pop operation data[1] would be the new top of the stack. Decrementing top also, effectively, deletes the fetched node from the structure. Since the deleted node's reference is now stored “above” the top of the stack it cannot be accessed by subsequent Pop operations as they always decrement top. The only way the variable top can ever store the index of a popped node's location is after a Push operation which increments top (Line 4 of the Push algorithm). However, before the Push operation ends, the reference to the previously popped node is overwritten with the location of the newly pushed node (Line 5 of the Push algorithm).
When the last node is popped from the structure, the decrementing of the variable top returns it to its initial (empty) condition, −1. Thus, the test for underflow (an empty stack) is when top contains −1. When an underflow error occurs, the Pop operation returns a null reference to the client, as shown in the following pseudocode version of the algorithm.
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[bookmark: Figure_3_9_A_Stack_Object_in_its]Figure 3.9 A Stack Object in its Initial, Intermediate, and Full States
Pop Algorithm
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Figure 3.10 shows the changes in the data members of a four element Stack object after performing two Pop operations on a stack that contains two objects: Mike's node and Vick's node. The first Pop operation returns the location of Vick's node to the client, and the second Pop operation returns the location of Mike's node to the client. As shown in the figure, the only change made to the Stack object's data members during the Pop operation is the decrementing of the data member top. The locations of the popped nodes are still stored in the array data. However, since top has been decremented during the Pop operations, these node locations cannot be accessed by subsequent Pop operations. Their inaccessibility to subsequent Pop operations has effectively removed the two nodes from the stack. The location of these popped nodes will eventually be overwritten by two Push operations (e.g., after Carol's and Bill's nodes are pushed as shown in Figure 3.11).
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[bookmark: Figure_3_10_Pop_Operations_Perfo]Figure 3.10 Pop Operations Performed on a Four Element Stack Object Containing Two Nodes
It should be noted that, unlike the Fetch algorithms discussed in Chapter 2, the Pop algorithm does not return a deep copy of the node popped (fetched) but rather passes the address of the actual node stored in the structure to the client. This is not a violation of encapsulation since the Pop operation, unlike a Fetch operation, deletes the node from the structure. Thus, if the client subsequently makes changes to the popped node it does not affect the database stored in the stack.
[bookmark: Performance_of_the_Structure]Performance of the Structure
The performance of a Data Structure is dependent on the speed of its operations and the additional memory (above that necessary to store the nodes) required by the structure. We will discuss these two factors separately as we examine the performance of the structure Stack.
Speed of the Structure We will perform a Big-O analysis to determine the approximate speed of the structure Stack, as n, the number of nodes stored in the structure, gets large. Once again we will only consider memory access instructions in this approximation technique because they are much slower than arithmetic, logic, and register transfer instructions.
Examining the Push operation algorithm, Line 1 performs two memory accesses to fetch the contents of the memory cells top and size. When an overflow occurs, these are the only memory accesses performed. However, during a successful Push operation, Line 4 performs an additional memory access to store top's incremented value, and Line 5 performs an additional memory access to store the location of the copy of the pushed node in the array data. Therefore, the worst case from a speed viewpoint is a successful Push operation which requires four memory accesses (two for Line 1, one for Line 4, and one for Line 5) and the dominant (and only) term in the Push operation's speed function is 4, which is O(1).
Examining the Pop algorithm, Line 1 requires one memory access to fetch the contents of the memory cell top. When an underflow occurs, this is the only memory access performed. However, when a Pop operation is successful, one memory access is performed on Line 5 to overwrite the value of memory cell top. In addition, Line 6 performs one memory access to fetch the location of the popped node from the array data.3 Therefore, the worst case scenario is a successful Pop operation which requires three memory accesses (one for Line 1, one for Line 5, and one for Line 6) and the dominant (and only) term in the Pop operation's speed function is 3, which is O(1).
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[bookmark: Figure_3_11_The_Overwriting_of_P]Figure 3.11 The Overwriting of Popped Node Locations by Push Operations
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[bookmark: Figure_3_12_Density_Variation_of]Figure 3.12 Density Variation of an Array-Based Stack with Node Width
Density of the Structure The analysis of the density of the structure Stack is similar to the analysis performed to determine the density of the array-based structures presented in Chapter 2. Density is defined as
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The information bytes are simply the product of the number of nodes stored in the structure, n, and the number of information bytes per node, w. Therefore, the information bytes is n * w. The total bytes allocated to the structure is the information bytes plus the overhead storage required to maintain the structure. The overhead is the array of n reference variables that point to the node objects, plus the integer variables top and size. In Java, reference variables and integers occupy four bytes. Therefore, the overhead is 4 * n 4 + 4, and the density of the structure, DS, can be expressed as
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which is approximately equal to 1 / (1 + 4/w) as n gets large. Figure 3.12 presents a graph of an approximation of DS for n greater than 100. The figure demonstrates that good densities (0.80 or higher) are achieved whenever the number of information bytes in a node, w, is greater than 16 bytes.
Table 3.1 summarizes the performance of the Stack structure and includes the performance of the previously studied Unsorted-Optimized Array structure for comparative purposes. From a density viewpoint, the performance of the two structures is the same. However, the Stack structure is much faster than the Unsorted-Optimized Array structure since the speed of its operations is not proportional to the number of nodes stored in the structure, n.
[bookmark: Implementation]Implementation
The implementation of the classical Stack structure is presented in Figure 3.13 as the Java class Stack. It is implemented as a homogeneous, fully encapsulated structure that stores Listing objects. Its code, and the code of the class Listing (see Figure 3.14), are consistent with all of the generic design features discussed in Chapter 2 except that the stack can only store Listing class objects. A fully generic implementation of the structure, using the generic features of Java 5.0, will be presented later in the chapter.
[bookmark: table_3_1][image: images]
Line 2 of the class Stack shown in Figure 3.13, declares the array data to be an array of references to Listing objects. As was the case for the structure implementations presented in Chapter 2, the code of the class Stack does not mention any of the data members of a Listing object, which is a first step toward a generic implementation of this data structure.
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[bookmark: Figure_3_13_Implementation_of_a]Figure 3.13 Implementation of a Classical Stack Structure
 
The class has two constructors that begin on Lines 5 and 10 that initialize the structure's data members and allocate the array data. The first constructor is a default constructor that allows for a maximum of 100 nodes to be stored on the stack before an overflow error occurs. The array of 100 reference variables is declared on Line 8. The second constructor includes an integer parameter (n on Line 10) which allows the client to specify the maximum number of nodes to be stored on the stack. Line 13 of this constructor allocates the array of n reference variables.
The push and pop methods, which begin on Lines 15 and 24, are simply the Java equivalent of the Push and Pop algorithms' pseudocode previously presented in this chapter. The push method's heading (Line 15) includes a Listing parameter which the client uses to specify the location of the node to be pushed onto the stack. The method returns a Boolean value set to false to indicate an unsuccessful operation (stack overflow). The heading of the Pop operation (Line 24) indicates that the method returns a reference to the Listing object, the object popped from the stack (null if the stack is empty). As mentioned in the discussion of the Pop algorithm, since the popped node is also deleted from the structure, returning a shallow copy of the node (Line 31) does not compromise the structure's encapsulation.
The showAll method (Lines 34−37) outputs the nodes from the top of the stack to the bottom. This is done by initializing the output loop's variable (Line 35) to top and decrementing it every time through the loop.
Figure 3.14 presents the class Listing that defines the nodes to be stored on the stack. It provides a method to deep copy a node and a toString method; implicit assumptions in the code of the class Stack. It is a shorter version of the class Listing presented in Chapter 2 (see Figure 2.16). Since restricted structures do not support the key field mode of access, a compareTo method need not be included in the class and (for brevity) it does not include a setAddress method for demonstrating encapsulation. Figure 3.15 presents a Stack application to demonstrate the use of the class Stack. The output it produces is presented in Figure 3.16.
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[bookmark: Figure_3_14_The_Class_Listing_Co]Figure 3.14 The Class Listing Consistent with the Three Assumptions Implicit in the Class Stack
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[bookmark: Figure_3_15_An_Application_Progr]Figure 3.15 An Application Program that Utilizes the Class Stack
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[bookmark: Figure_3_16_The_Output_Generated]Figure 3.16 The Output Generated by the Application Program Presented in Figure 3.15
[bookmark: 3_2_3_A_Stack_Application__Evalu]3.2.3 A Stack Application: Evaluation of Arithmetic Expressions
 
The structure Stack is used extensively in computer science because the LIFO processing of information appears in the algorithms of many important applications. These applications include artificial intelligence, tree traversals, graph traversals (demonstrated in Chapter 7 and 9), and compilers. Specifically, compilers use stacks to pass information to and from subprograms, to “remember” the return addresses of nested subprogram invocations, and to evaluate arithmetic expressions.
In most programming languages, arithmetic expressions are written in infixed form because this is the way we are taught to write arithmetic strings in grammar school. When an arithmetic expression is written in infixed form, the operator is always written in between the operands. Thus, the infixed notation to add 2 and 4 is: 2 + 4.
Arithmetic expressions involving more than one term written in infixed notation can be ambiguous. For example, consider the infixed expression: 2 + 3 * 4. This could evaluate to 20 = (2 + 3) * 4, or 14 = 2 + (3 * 4). When parentheses are not used, ambiguities are resolved by a set of rules called precedence rules. These rules of precedence state (among other things) that multiplication is always performed before addition. Thus, when we consider the rules of precedence, the multiplication contained in the infixed expression 2 +3*4isperformedfirst, and the expression evaluates to 14. If we want the addition to be performed first, we enclose the term 2 + 3 in parentheses. Parentheses override the rules of precedence. Thus, the infixed expression: (2 + 3) * 4 evaluates to 20.
Dealing with the rules of precedence and groupings of parentheses at run-time would be a very time consuming process which would slow down the execution of programs involving multiple arithmetic expressions. As a result, modern language compilers translate arithmetic expressions into alternate notations at compile time. These alternate notations eliminate the ambiguities implicit in infixed notations, and thus eliminate the need to consider precedence rules and parentheses at run-time. The result is executable modules that run faster. Stated another way, programmers write arithmetic expressions in infixed notation using parentheses to override the rules of precedence. Compilers produce executable modules in which arithmetic expressions have been translated into a nonambiguous alternate notation that does not require precedence rules and/or parentheses to resolve ambiguities.
The two alternate notations used by compilers are postfixed or prefixed notations. A post-fixed notation places the operator after the two operands, and a prefixed notation places the operator before the two operands. Thus, the postfixed notation for adding two and four is 2 4 +, while the same arithmetic expression is written in prefixed notation as + 2 4. The nice thing about these two notations is that they do not suffer from ambiguities. As a result they do not have precedence rules and parentheses need not be used to override these rules.
Of these two notations, most compilers use postfixed notation in their executable modules. The infixed arithmetic expression: 2 + 3 * 4 is written in postfixed notation as 2 3 4 * +, which evaluates to 14, while the infixed notation expression (2 + 3) * 4 is written in postfixed notation as: 2 3 + 4 * which evaluates to 20. After checking the syntax of an infixed notation arithmetic expression, a two-step process is used to generate the code used to evaluate it at run-time. The compiler:
1. Converts the infixed notation expression to the equivalent postfixed notation expression.
2. Applies the postfixed notation evaluation algorithm to the resulting expression.
The data structure Stack is used in both of these steps. In this section, we will demonstrate the use of a stack in the second step of this process, the postfixed notation evaluation algorithm.
The postfixed notation evaluation algorithm begins on the left side of the postfixed expression and searches through the expression until an operator is encountered, or the end of the expression is reached. When an operator is encountered, the operator is applied to the previous two operands in the expression, and the arithmetic result replaces the two operands and the operator in the postfixed expression. This process is continued from that point rightward replacing each operator encountered, and the two operands that precede it, with the result of applying the operator to the two operands. When the end of the expression is reached, the value of the entire expression is the numeric value just preceding the end of the expression.
As an example, consider the postfixed expression 2 3 + 4 *, which should evaluate to 20. We begin on the left looking for operators. As such, we skip the 2 and the 3, and arrive at the operator +. This is applied to the two previous operands, 2 and 3, to obtain 5. The value 5 replaces the + operator and the 2 and 3 (its two previous operands) in the postfixed string, reducing it to the postfixed string: 5 4 *. Proceeding to the right looking for operators, the operand 4 is skipped and then the operator * is encountered. It is applied to the two previous operands, 5 and 4, which yields 20. This value replaces the two operands, 4 and 5, and the operator * to yield the new postfixed string, 20. Proceeding again to the right we encounter the end of the string, and so the value of the string is the previous (and only remaining) numeric value in the string, 20. The steps involved in the evaluation of the post-fixed string discussed in this paragraph (2 3 + 4 *) are shown in Table 3.2 along with the evaluation of the postfixed arithmetic expression 2 3 4 * +.
Because an operator always operates on the two operands last encountered, and then these operands are never used again (can be deleted), the data structure, Stack, is ideally suited for storing postfixed expression operands. As we proceed from left to right through the postfixed string, we push the operands onto a stack until we encounter an operator. Then the stack is popped twice to obtain the two previous operands, and the result of applying the operator to these two operands is pushed onto the stack. If the postfixed expression is syntactically correct, when we encounter the end of the expression string, there will be only one operand on the stack which is the value of the arithmetic expression. Figure 3.17 presents the postfixed arithmetic expression evaluation algorithm using a stack, s, to store the operands. In it, a single operand, or operator, is referred to as a token.
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Figure 3.18 shows the progression of the contents of the stack, s, as the postfixed string: 2 3 4 * + is evaluated using the algorithm depicted in Figure 3.17.
[bookmark: 3_2_4_Expanded_Model_of_a_Stack]3.2.4 Expanded Model of a Stack
As previously mentioned, in the classical model of a Stack the Push and Pop operations are the only operations allowed on the structure. This model is often expanded to include methods to perform some, or all of the following operations:
• To reinitialize the stack to empty.
• To test for an empty stack (underflow condition).
• To test for a full stack (overflow condition).
• To pop a node from the stack without deleting it from the structure.
• To expand the stack at run-time within the limits of system memory.
The method to reinitialize a stack to empty simply sets the data member top to its initial condition: top = -1. With top set to −1, a Pop operation will return an underflow error (which it should, since the stack has been reinitialized). The elements of the array data need not be set back to their initial condition (null). To do so would be a waste of time because subsequent Push operations will overwrite the references to the nodes stored in the array before the stack was reinitialized.5
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[bookmark: Figure_3_17_The_Postfixed_Arithm]Figure 3.17 The Postfixed Arithmetic Expression Evaluation Algorithm
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[bookmark: Figure_3_18_The_Progression_of_t]Figure 3.18 The Progression of the Contents of a Stack used to Evaluate the Postfixed Arithmetic Expression: 2 3 4 * +
The method to determine if a stack is empty simply tests the variable top:
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as does the method to determine if a stack is full:
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where size is the maximum number of nodes the structure can store.
The method to fetch a node from the structure without deleting it is typically named: Peek. It is the same algorithm as the Pop algorithm except the variable top is not decremented during the operation (Line 30 of Figure 3.13).
To allow the stack to expand at run-time, the algorithm used to expand arrays discussed in Chapter 2 (Section 2.4) is added to the Push operation. When a Push operation would result in an overflow condition, instead of returning false (Line 17 of Figure 3.13) the push method would expand the size of the stack's array, overwrite the variable size, and then add the node to the expanded structure. The only time the method would return false is when the system memory is exhausted. Chapter 4 will present an alternative implementation of an expandable stack that is not array-based.
The implementation of all of these expanded features is left as an exercise for the student.
[bookmark: 3_3_Queue]3.3 Queue
The data structure Queue, like Stack, is a restricted data structure that shares an equally important role in computer science. The structure obtains its name from the concept of a waiting line that, by definition, is a queue. The term queue is not often used in normal conversation in the United States, but in England it is a very commonly used word. A person trying to cut into a ticket holder's line for a play in London would be told to “get at the end of the queue,” and the first person to be seated would be the person at the front of the queue. Similarly, the first node inserted into a Queue structure is always the first node returned from the structure by the combined Fetch-and-Delete operation, and nodes are inserted at the end of a queue. Because of this, the structure is referred to as a First-In-First-Out structure (FIFO). A proper understanding of the difference between a queue and a stack is that a queue is a “fair” waiting line, whereas a stack is a very “unfair” waiting line.
[bookmark: 3_3_1_Queue_Operations__Terminol]3.3.1 Queue Operations, Terminology, and Error Conditions
We say that nodes are inserted into a queue and removed from a queue. As with all restricted structures, nodes are stored in chronological order in a queue. The node that has been in the structure the longest amount of time is said to be at the front of the queue, and the node that has been in the structure the least amount of time is said to be at the rear of the queue. The Insert operation on a Queue structure is called an Enqueue operation and the combined Fetch-and-Delete operation is called a Dequeue operation. Figure 3.4 illustrates the operational difference between the Queue and Stack data structures. It assumes that prior to performing the combined Fetch-and-Delete operation, the insertion order of the nodes into the structures were first A, then B, then C, and finally D.
When there are no nodes in a queue, it is said to be empty. If the queue has a maximum node capacity, when this capacity is reached the queue is said to be full. A Dequeue operation cannot be performed on an empty queue, and an Enqueue operation cannot be performed on a full queue; both situations result in an error. The error associated with a Dequeue operation on an empty queue is called an underflow error, and the error associated with an Enqueue operation on a full queue is called an overflow error.
A superficial difference between the Stack and Queue structures is the way they are abstractly depicted. As the name Stack would imply, nodes on a stack are always shown in a vertical arrangement (see Figure 3.5), while nodes in a queue are represented in a horizontal arrangement, as shown in Figure 3.19.
There is also a difference in the terminology used to refer to the first and last node inserted into these two structures. As we have learned, consistent with the vertical image of a stack, the last node inserted into a stack is said to be at the top of the stack, and the first node inserted into a stack is said to be at the bottom of the stack. Consistent with the idea of a waiting line and the horizontal depiction of a queue, the first node inserted into the structure (e.g., Node A in Figure 3.20) is said to be at the front of the queue and the last node inserted into a queue (e.g., Node D in Figure 3.20) is said to be at the rear (or back) of the queue.
Enqueue (Insert) operations are always performed at the rear of a queue, and Dequeue (combined Fetch-and-Delete) operations are always performed at the front of a queue. Figure 3.21 shows the queue depicted in Figure 3.20 after node E is inserted and then after a Dequeue operation is performed.
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[bookmark: Figure_3_19_Abstract_Depiction_o]Figure 3.19 Abstract Depiction of a Queue
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[bookmark: Figure_3_20_The_Nodes_at_the_Fro]Figure 3.20 The Nodes at the Front and Rear of a Queue
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[bookmark: Figure_3_21_A_Queue_After_an_Enq]Figure 3.21 A Queue After an Enqueue and Dequeue Operation
[bookmark: 3_3_2_Classical_Model_of_a_Queue]3.3.2 Classical Model of a Queue
In the classical model of a Queue, the Enqueue and Dequeue operations are the only operations allowed on the structure, and the maximum number of nodes to be stored in the structure (size of the queue) is set when the structure is created. As is the case with the structure Stack, this classical model of a Queue is often expanded to include other operations and features such as:
• The ability to reinitialize the queue to empty.
• The ability to test for an empty queue (underflow condition).
• The ability to test for a full queue (overflow condition).
• The ability to fetch a node from the queue without deleting it from the structure.6
• Expand the queue at run-time within the limits of system memory.
In the interest of simplicity, we will ignore these expanded features for now and limit our discussion of the structure Queue to the classical model and its implementation. Once an understanding of the classical model is obtained, we will discuss the changes necessary to incorporate the expanded features. The last feature, the ability to store an unlimited number of nodes, will be discussed again when we study linked lists in Chapter 4. For now, an attempt to add more than a specified maximum number of nodes to the queue will result in an overflow error.
[bookmark: Operation_Algorithms_1]Operation Algorithms
Our classical model of a Queue will be a fully encapsulated structure that supports two operations: Enqueue is used to insert nodes into the structure, and Dequeue is used to fetch (and delete) nodes from the structure. An n element array of object references named data will be used to store the locations of the nodes inserted into the queue. In addition to this array, the two operation algorithms require that each Queue object contains four other integer data members:
• size, used to store the maximum number of nodes the queue can hold.
• numOfNodes, used to store the number of nodes currently stored in the structure.
• front, used to store the index into the array data where the next Dequeue operation will be performed.
• rear, used to store the index into the array data where the next Enqueue operation will be performed.
Thus, when an Enqueue operation is performed, a reference to the newly inserted node is stored in data[rear], and data[front] stores the address of the next node to be fetched (and deleted) from the queue. Figure 3.22 shows all of the data members of a Queue object capable of storing four nodes7 shown in their initialized state.
[image: images]
[bookmark: Figure_3_22_The_Data_Members_of]Figure 3.22 The Data Members of a Four-Node Queue in their Initialized State
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[bookmark: Figure_3_23_A_Queue_Object_in_it]Figure 3.23 A Queue Object in its Initial, Intermediate, and Full States
The locations of the nodes inserted onto the queue are stored in the array data sequentially in the order in which they are inserted, beginning at element zero. Thus, the location of the first node inserted into a queue object is stored in data[0], the location of the second node inserted is stored in data[1], etc. Initializing the memory cell rear to 0, and incrementing it after the inserted node's location is set into data[rear] guarantees that the location of the first node inserted will be stored at location zero, and that all subsequent nodes inserted into the queue will be stored sequentially.
Figure 3.23 shows the data members of a four-element Queue object in its initial state, after three Enqueue operations have been performed (first Mike's node was added, then Vick's node, and finally Carol's node), and in its full state (after Bill's node is inserted into the queue). The test for a full queue is when the memory cells size and numOfNodes are equal.
When we implement a queue, a problem develops that does not surface during the implementation of a stack. Consider the full queue depicted at the bottom of Figure 3.23. Since front contains the element number of the array data that stores the location of the node to be fetched next, when a Dequeue (Fetch-and-Delete) operation is performed, the node referenced by data[0] is returned and front is incremented to prepare for the next Dequeue operation. After this operation the queue is no longer full, and element zero of the array data is now available to store the location of the next node inserted into the queue. However (as depicted in Figure 3.23) every time a node is inserted into the queue the variable rear is simply incremented, and therefore it will never return to its initial value, 0. Thus, the next insert will not utilize element zero of the array data. Worse yet, simply incrementing the value of rear has set it to 4 (as shown in the lower portion of Figure 3.23), which is an illegal (out of bounds) index into the array data.
The solution to this dilemma is the concept of a circular queue. All queues implemented using arrays utilize this concept. When the memory cell rear of a four-element circular queue reaches the value 3, it is not incremented during the Enqueue operation. Rather, it is reset to zero to “reclaim” the unused portion of the array data. Therefore, the memory cell rear, associated with a four-element queue, takes on the values 0, 1, 2, 3, 0, 1, 2, 3, 0, etc. There are two ways of implementing this. One is:
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The alternate method, which is the method more commonly used is:
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where % is the modulus (remainder) operator.
Thus, the Enqueue algorithm to add the node whose location is stored in the memory cell newNode is:
Enqueue Algorithm
[image: images]
 
Line 5 of the algorithm enforces the encapsulation of the data structure by performing a deep copy of the node to be added to the structure and then storing the location of the cloned node in the structure.
Let us now turn our attention to the Dequeue (combined Fetch-and-Delete) operation algorithm. Since nodes are stored in chronological order in the array data, after a node is fetched from the queue, the element of the array just “after” the node fetched from the queue contains the location of the next node to be fetched. For example, if the node whose location is stored in data[1] was just fetched from the queue, the location of the next node fetched would be stored in data[2]. Thus, the memory cell front must be incremented during a Dequeue operation to keep track of the next node to be fetched from the queue.
Eventually, front will store a value that, if incremented, will exceed the bounds of the array. To prevent this from happening, just as in the Enqueue algorithm, the modulus operator is used during the incrementing of the variable front:
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Its use causes the variable front to remain in the range 0 to size - 1, and prevents an “array-outof-bounds” error from occurring during a Dequeue operation. A successful Dequeue operation returns the location of the node at the front of the queue; otherwise, a null value is returned. The test for an empty queue is when the variable numOfNodes contains a zero. Thus, the Dequeue algorithm is:
Dequeue Algorithm
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Figure 3.24 shows the changes in the data members of a four-element queue after performing two Dequeue operations on a queue that contains three objects: Mike's node, Vick's node, and Carol's node. The first Dequeue operation returns the location of Mike's node to the client, and the second Dequeue operation returns the location of Vick's node. As shown in the figure, the only changes made to the Queue object's data members during these Dequeue operations are the incrementing of the data member front and the decrementing of the memory cell numOfNodes. The locations of the fetched nodes are still stored in the array data; however, the changes made to front and numOfNodes during the Dequeue operations prevent these elements from being accessed until they are overwritten by subsequent Enqueue operations. The fact that they are inaccessible until they are overwritten has effectively removed the two nodes from the queue.
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[bookmark: Figure_3_24_Data_Member_Changes]Figure 3.24 Data Member Changes as a Result of Two Dequeue Operations
The overwriting process is shown at the bottom of Figure 3.25, which depicts the changes to the data members as a result of the insertion of Ryan's node into the queue. After Bill's node was inserted into the structure (middle section of the figure), rear has recycled to zero (as a result of the modulo size arithmetic on Line 6 of the Enqueue algorithm). This reclaims the element zero of the array data, previously used to store a reference to Mike's node, which is then overwritten with the location of Ryan's node.
Before ending our discussion of the Dequeue algorithm, it should be noted that unlike the Fetch algorithms associated with the array-based structures discussed in Chapter 2, and like the Pop operation discussed previously in this chapter, the Dequeue algorithm does not return a deep copy of the node fetched. Rather it passes the address of the actual node stored in the structure to the client. This is not a violation of encapsulation since the Dequeue and Pop operations, unlike a Fetch operation, deletes the returned node from the structure. Thus, if the client subsequently makes changes to the node it does not affect the database stored in the queue.
[bookmark: Performance_of_the_Structure_1]Performance of the Structure
We will now turn our attention to the performance of the structure Queue considering first the speed of the structure, and then the additional memory (above that necessary to store the nodes' information), required to maintain the structure.
Speed of the Structure In the interest of consistency, we will again include only memory access instructions in our Big-O analysis since it is an approximation technique and the time to perform nonmemory access instruction is negligible within this approximation.
Examining the Enqueue operation algorithm, Line 1 performs two memory accesses (one to fetch the contents of the memory cell numOfNodes, and the other to fetch the contents of the memory cell size). When an overflow occurs, these are the only memory accesses performed. However, when an Enqueue operation is successful, Line 4 performs one additional memory access (to rewrite the incremented value of numOfNodes). Line 5 requires two memory accesses (one to fetch the value of the memory cell rear, and the other to store the location of the copy of the inserted node in the array data). Finally, Line 6 requires one additional memory access to store the incremented value or rear. Therefore, the worst case scenario from a speed viewpoint is a successful Enqueue operation which performs six memory accesses (two for Line 1, one for Line 4, two for Line 5, and one for Line 6) and the dominant (and only) term in the Enqueue operation's speed function is 6, which is O(1).
The dominant term in the Dequeue operation's speed function is also O(1). When an underflow error occurs, only one memory access is performed (Line 1). However, when the structure is not empty, Line 4 requires one additional memory access to fetch the value of the memory cell front, and Line 5 requires two memory accesses (one to access the memory cell size, and one to overwrite the value of memory cell front). Line 6 requires one memory access to overwrite the contents of the memory cell numOfNodes, and Line 7 requires one memory access to fetch the location of the fetched node from the array data. In all, six memory accesses (one for Line 1, one for Line 4, two for Line 5, one for Line 6, and one for Line 7) are performed, O(1), to complete a successful Dequeue operation.
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[bookmark: Figure_3_25_Data_Member_Changes]Figure 3.25 Data Member Changes as a Result of Two Enqueue Operations
Density of the Structure The analysis of the density of the structure Queue is the same as the analysis previously performed to determine the density of the Stack structure, except that a Queue uses an additional eight bytes of overhead. Both structures require n reference variables to point to the client's node objects, and both structures use an integer variable size to store the size of the array data. A stack requires one addition variable, top, to keep track of the top of the stack, while three variables numOfNodes, front, and rear are required to maintain a queue. Remembering that reference variables and integers occupy four bytes, the overhead is 4 * n + 4 * 4 bytes, and the density of the structure Queue, DQ, can be expressed as:
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where w is the width of the client's nodes.
As the number of nodes, n, gets large 16 / (n * w) approaches zero and DQ ≈ (1 + 4/w). This is the same expression we obtained for the density of the structure Stack as n gets large (> 100), which is plotted in Figure 3.12. The figure demonstrates that good densities (0.80 or higher) are achieved whenever the number of bytes in a node is greater than sixteen.
Table 3.3 summarizes the performance of the Queue structure and includes the performance of the two previous structures for comparative purposes. From a density viewpoint, the performance of all three structures is the same. The Queue structure is only slightly slower than the Stack structure (with a calculated average speed of 6 accesses vs. 3.5 accesses); however, like the Stack, the Queue is much faster than the array structure since its speed is also not a function of n, the number of nodes stored in the structure.
[bookmark: Implementation_1]Implementation
The implementation of the classical Queue structure is presented in Figure 3.26 as the class Queue. It is implemented as a homogeneous, fully encapsulated structure that stores Listing nodes. Its code, and the code of the class Listing (see Figure 3.14), are consistent with all of the generic design features discussed in Chapter 2 except that the stack can only store Listing class objects. A fully generic implementation of the structure, using the generic features of Java 5.0 and the methodology presented in Section 3.4, is left as an exercise for the student.
Line 2 of the class Queue declares the array data to be an array of references to Listing objects. As was the case for the previous structures we implemented, the code of the class does not mention any of the data members of a Listing object, which is a first step toward a generic implementation of this data structure.
 
[bookmark: table_3_3][image: images]
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[bookmark: Figure_3_26_Implementation_of_a]Figure 3.26 Implementation of a Classical Queue
 
The class has two constructors that begin on Lines 7 and 14. The first of these constructors is a default constructor that allows for a maximum of 100 nodes to be stored in the Queue before an overflow error occurs. The array of 100 reference variables is declared on Line 12. The second constructor includes an integer parameter (n on Line 14) that allows the client to specify the maximum number of nodes to be stored in the Queue. Line 19 of this constructor allocates the array of n reference variables.
The enque and deque methods, which begin on Lines 21 and 31 respectively, are simply the Java equivalent of the pseudocode versions of the Enqueue and Dequeue algorithms presented earlier in this chapter. The method enque's heading (Line 21) includes a Listing parameter that the client uses to pass the location of the node to be inserted into the method. A Boolean value is returned to indicate overflow (false if an overflow occurs). The heading of the deque method (Line 31) indicates that it returns a reference to the Listing object fetched from the queue (null if the queue is empty). As mentioned in the discussion of the Stack structure, since the fetched node is also deleted from the structure, returning a shallow copy of the node (Line 39) does not compromise the structure's encapsulation.
The showAll method (Lines 42−48) outputs the nodes from the front of the Queue to the rear. This is done by counting the number of nodes output until the total is equal to the number of nodes in the structure (Line 44). Each time through the loop, the index i, which was initialized to the front of the queue on Line 43, is incremented using modulo size arithmetic (Line 46).
As mentioned previously, Figure 3.14 presents the class Listing that describes the nodes stored by our Queue implementation. It provides a method to deep copy a node and a toString method, an assumption implicit in the code of the class Queue. Figure 3.27 presents an application program to demonstrate the use of the class Queue. The output it produces is presented in Figure 3.28.
[bookmark: 3_3_3_Queue_Applications]3.3.3 Queue Applications
Queue's FIFO characteristic models a waiting line (which is how the structure received its name). As such, it is used extensively in computer applications where information is to be processed in the order it is received. One such application is a print spooler for a multitasking operating system. When several applications that produce output are running at the same time9 and share a single printer, the output they produce is buffered to disk files. When an application completes its output, the disk file is added to a queue of files that are being written to the printer. As a result, the output from these applications appears on the printer in the order in which these applications complete their execution.
Queues are also used extensively in the field of operations research, in some sorting algorithms, in the graph traversal algorithms discussed in Chapter 9, and in the algorithm used to convert infixed strings to postfixed strings.
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[bookmark: Figure_3_27_An_Application_Progr]Figure 3.27 An Application Program that Utilizes the Class Queue
[bookmark: 3_3_4_Expanded_Model_of_a_Queue]3.3.4 Expanded Model of a Queue
In the classical model of a Queue, the Enqueue and Dequeue operations are the only operations permitted on the structure. Often, as previously discussed, restricted structures are expanded to include additional features (repeated here for convenience).
• To reinitialize the queue to empty.
• To test for an empty queue (underflow condition).
• To test for a full queue (overflow condition).
• To fetch a node from the queue without deleting it from the structure.
• To expand the queue at run-time.
The method to reinitialize a queue simply sets the variables front, rear, and numOfNodes back to their initial values. The elements of the array data need not be set back to their initial condition (null). To do so would be a waste of time because subsequent Enqueue operations will overwrite the references to the nodes stored in the array before the queue was reinitialized.
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[bookmark: Figure_3_28_The_Output_Generated]Figure 3.28 The Output Generated by the Application Presented in Figure 3.27
The method to determine if a queue is empty simply tests the variable numOfNodes to determine if it is zero. If the variables size and numOfNodes are equal, the queue is full. The method to fetch a node from the structure without deleting it, typically named peek, is the same algorithm as the deque method except the variable front is not incremented and numOfNodes is not decremented.
 
To allow the queue to expand at run-time, the algorithm used to expand arrays discussed in Chapter 2 (Section 2.4) is added to the enque method. When an Enqueue operation would result in an overflow condition, instead of the method returning false (Line 23 of Figure 3.26) it would expand the size of the queue's array, adjust the variables front, rear, and size and then add the node to the expanded structure. The only time the method would return false is when the system memory is exhausted. Chapter 4 will present an alternative implementation of an expandable restricted structure that is not array-based.
The implementation of all of these expanded features is left as an exercise for the student.
[bookmark: 3_4_Generic_Implementation_of_th]3.4 Generic Implementation of the Classic Stack, a Methodized Approach
Earlier in this chapter we implemented a classic Stack structure (Figure 3.13) in a way that could be easily modified into a generic implementation. It separated the node definition and the data structure into two separate classes, and the data structure class did not mention the field names of the nodes. In addition, the node definition class contained a toString method and a deepCopy method. As coded, however, it can only store objects that are instances of a class named Listing. In this section we will modify the class to make it fully generic; that is, it will be able to store objects of any class. The generic typing features of Java 5.0 discussed in Chapters 1 and 2 will be used to generalize the class. In describing this generalization, we will take a different pedagogical approach than we did in Chapter 2 (Section 2.4). Here, we will methodize the process of converting the code (presented in Figure 3.13) into a four-step process.
[bookmark: 3_4_1_Generic_Conversion_Methodo]3.4.1 Generic Conversion Methodology
Step One Since we are trying to eliminate the dependence of the class' code on the type Listing, the first step in this process is to add a generic placeholder (in this case <T>) at the end of the method's heading (Line 1 in Figure 3.29). This will be the generic name of the node type stored in the structure.
Step Two The next step is to replace all references to the type Listing with our generic type. This gives us the highlighted replacements on the left side of Lines 2, 8, 13, 15, and 24 of Figure 3.29. (For now, ignore the fact that the code on Lines 8 and 13 have been commented out and recoded on the right side of these lines.) It would be nice if this were all we had to do, but Java is a heavily typed language and so the process continues.
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[bookmark: Figure_3_29_Some_of_the_Generic]Figure 3.29 Some of the Generic Revisions of the Class Stack Presented in Figure 3.13
Step Three Wherever the keyword new operates on the placeholder T, we must substitute the class Object for the placeholder T. The translator will not let us generate a reference to the type T; it is an undefined type. This is the case on Lines 8 and 13. The fully corrected versions of lines 8 and 13 appear on the right side of the lines, which also includes coercion, because the variable data is now declared on Line 2 to be a T reference.
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[bookmark: Figure_3_30_The_Interface_Generi]Figure 3.30 The Interface GenericNode
Once we substitute Object for T on these lines, the translator gives us some additional help via an incompatible type error: “found: java.lang.Object[], required: T[]”; type T[] is required to match the new type of the variable data.
Step Four Wherever a method is invoked that operates on an object of type T, we can expect a “cannot find symbol” compile error. This is because the translator cannot look into the class T to verify the existence, or at least the signature, of the method. The invocation of the method deepCopy on Line 20 in Figure 2.39 is an example of this problem, because the type of newNode was changed to T on Line 15 in Step 2. The remedy here is to collect all the method signatures into an interface, and implement the interface10 in the node definition class. The corrected version of Line 20 is coded on the right side of the line, which requires that the symbol node be defined as a local variable in the push method (and that the reference returned from the method deepCopy be coerced into the array data, T). Assuming the name of the interface is GenericNode, the declaration of the variable node would be:
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which must be added to the push method. It not only defines the symbol node, but also directs the translator to look into the interface GenericNode for deepCopy's signature (which was our Step Four problem). The only remaining issue is to code the interface GenericNode and add the phrase “implements GenericNode” to the end of heading of the node definition class (problem solved).
The code of the interface is given in Figure 3.30, and the final version of the generic code, the class GenericStack, is given in Figure 3.31. All the additions and revisions to the code of the class presented in Figure 3.13 to make it fully generic are highlighted.
Consistent with the idea of divide and conquer, it is often easier to code a fully generic data structure, as we did, in two steps. First, the data structure class and a node class used to debug it are coded using the design features incorporated into the classes depicted in Figures 3.13 and 3.14. Once the data structure class is debugged, then the four-step methodology developed in this section is used to convert it to a fully generic data structure class.
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[bookmark: Figure_3_31_Generic_Version_of_t]Figure 3.31 Generic Version of the Class Stack Presented in Figure 3.13
[bookmark: 3_5_Priority_Queues]3.5 Priority Queues
 
Priority queues can be thought of as a restricted data structure in that they normally support just an Insert operation (often named Add) and a combined Fetch-and-Delete operation (often named Poll). In addition, the access to the nodes in the structure is restricted in that they are fetched and deleted in an order based on a priority assigned to each node. Normally, the node with the lowest priority is returned from a Poll operation, although some priority queues return the node with the highest priority. Various strategies are used to decide which node should be returned in the event of a priority “tie”. In many cases priority ties are resolved by returning the node that has been in the structure the longest, thus the name Priority Queue.
Priority Queues can be implemented in a variety of ways, but one of the most efficient ways is to use a scheme called a heap, which will be examined in Chapter 8. The implementation of a Priority Queue is left as an exercise for the student in that chapter.
[bookmark: 3_6_Java_s_Stack_Class]3.6 Java's Stack Class
The Java Application Programmer Interface provides a class named Stack that is implemented as a generic, expandable, but unencapsulated data structure. The structure stores objects, not primitive types,11 and can be used either as a compiler enforced homogeneous or a heterogeneous structure. An EmptyStackException is thrown when a Pop operation is performed on an empty Stack object. The structure is dynamic and expands at run-time to accommodate an unlimited number of Push operations. A no-parameter constructor is provided to create Stack objects. For example, the declaration
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creates a compiler enforced empty stack named NYC that can only store Node objects.
Table 3.4 presents the names of the basic operation methods in the class Stack and some examples of their use. It assumes that the Stack structure boston was declared as a heterogeneous structure
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that the variable tom, mary, and temp can store references to Node objects, and that the coding examples are performed in the order shown (from the top row to the bottom row).
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EXERCISES
[bookmark: Knowledge_Exercises_2]Knowledge Exercises
 
1. Which of the two access modes cannot be used to access restricted structures?
2. Which of the four basic operations do restricted structures support (indicate if any are combined)?
3. Name two restricted structures.
4. Tell what the following acronyms stand for and which restricted structures they are associated with:
a) LIFO
b) FIFO
5. Give the names of the operations that can be performed on the following structures, and tell what the operations do.
a) A Stack
b) A Queue
6. Nodes A, B, and C are placed on a stack in the order first A, then B, and finally C.
a) Draw a picture of the stack using the standard abstract graphic.
b) What would be stored in the variable top?
c) A Pop operation is performed. What node is returned?
7. What error occurs if
a) A Pop operation is performed on an empty stack?
b) A Push operation is performed on a full stack?
8. Describe the action of the stack Peek operation.
9. In the implementations of the Stack operation presented in this chapter, what does the memory cell top store, the index of the array where the nextPush or the nextPop will be performed?
10. Rewrite the stack Push algorithm presented in this chapter assuming that top was initialized to 0 instead of −1.
11. Rewrite the stack Pop algorithm presented in this chapter assuming that top was initialized to 0 instead of −1.
12. Give the line numbers of the code presented in Figure 3.13 that perform the garbage collection for the structure Stack.
13. Evaluate the following arithmetic expressions written in postfixed notation:
a) 45 3 21 + − 10 *
b) 3 6 * 45 2 + *
c) 12 3 * 2 /
 
14. Write the following arithmetic expressions in postfixed notation:
a) 45 + 6/2
b) (3 + 4 + 7) / 2
c) (b2 − 4 * a c) / (2 a)
15. Nodes A, B, and C are placed on an initialized queue in the order first A, then B, and finally C.
a) Draw a picture of the queue using the standard abstract graphic.
b) Indicate the position of the rear of the queue.
c) Indicate the position of the front of the queue
d) A Dequeue operation is performed. What node is returned?
16. In the implementations of the structure Queue presented in this chapter, what is stored in the memory cells front and rear?
17. Give the integer range of the values that rear can assume after the statement: rear = x % 54; executes (assume x is an integer).
18. Give the line numbers of the code presented in Figure 3.26 that perform the garbage collection for the structure Queue.
[bookmark: Programming_Exercises_2]Programming Exercises
19. Expand the implementation of the class Stack presented in Figure 3.13 to include methods to: reinitialize the stack to empty, test for an empty stack (underflow condition), test for a full stack (overflow condition), and to perform a Peek operation. Include a progressively developed driver program to demonstrate the functionality of each new method.
20. Expand the implementation of the class Stack presented in Figure 3.13 so that it expands every time a Push operation is performed that would cause an overflow. Initially, it should accommodate a maximum of three nodes. Include a progressively developed driver program to demonstrate the functionality of each new class.
21. Write a program to evaluate an arithmetic expression written in postfixed notation. The arithmetic expression will be input as a String (by the user) and will contain only integer operands. Use the following code sequence to parse (i.e., remove) the integers and the operators from the input string, mathExpression:
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22. Expand the implementation of the class Queue presented in Figure 3.26 to include methods to reinitialize the queue to empty, test for an empty queue (underflow condition), test for a full queue (overflow condition), and to perform a Peek operation. Include a progressively developed driver program to demonstrate the functionality of each new method.
23. Using the generic capabilities of Java 5.0, modify the implementation of the structure Queue presented in Figure 3.26 to make it generic. Include a driver program that demonstrates the functionality of the class with two homogeneous Queue objects that store two different kinds of nodes.
24. Write a program to convert an infixed arithmetic expression that includes nested parentheses to the equivalent postfixed string. The infixed expression will be input from the keyboard, and the postfixed expression should be output to the console.
25. Code a GUI program that visually demonstrates the changes to contents of the array, and the other data members that make up a Queue object (see Figure 3.23) when an Enqueue or a Dequeue operation is performed. When the program is launched, the structure should be shown in its initialized state. Four buttons should be available to the user: an “Enqueue” button, a “Dequeue” button, a “reinitialize” button, and a “quit” button. Provide text boxes for the input of the nodes' fields and for the output of a fetched node.
26. Code a GUI program that visually demonstrates the changes to contents of the array, and the other data members that make up a Stack object (see Figure 3.9) when a Push or a Pop operation is performed. When the program is launched, the structure should be shown in its initialized state. Four buttons should be available to the user: a “Push” button, a “Pop” button, a “reinitialize” button, and a “quit” button. Provide text boxes for the input of the nodes' fields and for the output of a fetched node.
27. Marty the mouse is to navigate his way through a ten-foot by twenty-foot rectangular room whose floor is made of red and white one-foot square tiles. Marty hates red tiles and will only walk on white tiles. There is a piece of cheese at the exit. Write a program that outputs the row and column numbers of the white tiles Marty walks on as he finds his way to the cheese. Model the floor of the room using a two-dimensional array of integers, one element per tile. A value of 0 indicates a white tile, a value of 1 indicates a red tile. Assume the maze is navigable, and that the maze entrance location and exit location will be input by the user. (Hint: you will need two stacks for this application. One will store the path Marty has followed so he can backtrack if he encounters a dead end. A special location is pushed on this stack whenever Marty is at a tile from which he can proceed in more than one direction. As Marty steps onto a tile, if there are alternate tiles he could have stepped onto they are pushed onto the second stack.)
[bookmark: 1_This_operation_is_commonly_ref]1 This operation is commonly referred to as a Peek operation.
[bookmark: 2_That_is__within_the_limits_of]2 That is, within the limits of the system's available storage.
[bookmark: 3_An_optimizing_compiler_would_s]3 An optimizing compiler would store the variable topLocation used on Lines 4 and 6 of the algorithm in a CPU register. Thus, no memory accesses would be required to assign, or use, the value stored in it.
[bookmark: 5_The_only_advantage_to_setting]5 The only advantage to setting all elements of the array data to null is that it more rapidly returns the copies of the client's nodes to the Java memory manager.
[bookmark: 6_This_operation_is_commonly_nam]6 This operation is commonly named a Peek operation.
[bookmark: 7_Although_the_standard_graphic]7 Although the standard graphic of a queue exhibits the nodes in a horizontal arrangement, the array data used to store references to the nodes will be shown arranged vertically inside a queue object.
[bookmark: 9_Actually_applications_only_app]9 Actually applications only appear to be running at the same time on a multitasking operating system. In fact they share the CPU in sequential time slices, but the time slices are so small that the applications appear to be running simultaneously.
[bookmark: 10_A_class_that_implements_an_in]10 A class that implements an interface codes all of the methods whose signatures are defined in the interface. In addition, the phrase “implements interfaceName” must appear at the end of the class' heading.
[bookmark: 11_Java_5_0_gives_the_appearance]11 Java 5.0 gives the appearance of allowing primitives to be inserted into a Stack object, but it actually wraps the primitive in a Wrapper object before inserting it.
[bookmark: Top_of_chap04_xhtml][bookmark: CHAPTER_4_Linked_Lists_and_Itera][bookmark: CHAPTER_4_Linked_Lists_and_Itera_1]CHAPTER 4
Linked Lists and Iterators
 
OBJECTIVES
The objectives of this chapter are to familiarize the student with the features, implementation, and uses of linked structures and list iterators. More specifically, the student will be able to
[image: images] Explain the advantages of linked structures and be able to quantify their performance.
[image: images] Understand the memory model programmers use to represent linked structures and the resulting advantages and disadvantages of this representation.
[image: images] Understand the classic linked structures Singly Linked list (and its circular, sorted, and double-ended variations), Doubly Linked list, and Multilinked lists.
[image: images] Implement a fully encapsulated version of any of the classic linked structures.
[image: images] Understand the ways in which a linked structure can be used to implement a dynamically expandable Stack or Queue and the advantages of that implementation.
 
[image: images] Understand list iterators; be familiar with their access advantages and the classic operations used to position iterators, be able to identify applications that benefit from their use, and be able to quantify their performance advantages.
[image: images] Write an application that attaches an iterator to a data structure and use the iterator to access the structure.
[image: images] Implement several types of iterator classes including one that allows the application programmer to declare multiple iterator objects, attach them to the application's structure, and access the structure using them.
[image: images] Develop an application that declares objects in Java's API LinkedList class, understand the advantages and disadvantages of the class, and operate on the structure using the class' operation methods.
[image: images] Develop an application that attaches a Java API ListIterator object to a Java LinkedList object and access the linked list structure using the iterator.
[bookmark: 4_1_Noncontiguous_Structures]4.1 Noncontiguous Structures
All of the data structures we have discussed in the previous chapters use an array to store references to the data set. When an array is created the system's memory manager must locate a contiguous portion of memory large enough to accommodate the array, since arrays are always stored in contiguous memory. In order to do this, the size of the array must be known. That is why the array-based implementations developed in the previous chapters either required the client to specify the maximum number of nodes that would be stored in the structure, or the maximum was set to a default value by the structure's constructor. In either case, the maximum value was used by the memory manager to locate and allocate the contiguous portion of memory for the array's elements.
A data structure that does not require contiguous memory can, at times, be very advantageous. Consider three application programs: A, B, and C, all running on a system at the same time with the system's RAM memory shared as shown in Figure 4.1. Although there are still 60 kilobytes (KB) of unused memory, it is fragmented into three 20KB sections. Thus, the largest RAM resident array-based structure that could be declared by any of the three applications is one that could store 5000 nodes, because the structure's 5000 element array of reference variables requires 20KB of storage (4 bytes per reference variable). An attempt to declare a larger array would either produce an “insufficient system memory” error or cause the operating system to allocate the storage further up the memory hierarchy, thus slowing down the application. However, any of the applications using a noncontiguous structure could expand by 60KB within RAM memory since it could use all three of the unused portions of RAM.
In this chapter, we will study the most fundamental category of noncontiguous data structures: linked lists. These structures, like all linked structures, can rapidly expand to accommodate a virtually unlimited number of nodes, one node at a time. Aside from its compatibility with fragmented memory, a subtle but important advantage this structure has over an array-based structure is that it always uses all the memory assigned to it. Consider an array-based structure that can accommodate one million nodes with only half of the nodes currently inserted into it. At this point in the structure's life, it has been allocated 2MB (= 4 bytes × 500,000 elements) of storage it really does not need since half of the elements of the array are not being used. Linked lists, like noncontiguous structures, are more frugal. They are only assigned as much storage as they currently need.
[image: images]
[bookmark: Figure_4_1_Three_Applications_Sh]Figure 4.1 Three Applications Sharing Main Memory
There are many applications in which the maximum number of nodes in the structure cannot be anticipated with any certainty at the time the data structure is created. Consider an application that stores information transmitted from a deep space probe whose mission is to discover new stars and planets. The very nature of the mission precludes our ability to predict the maximum number of heavenly bodies that will make up the data set. These types of applications require dynamic data structures; structures that can be expanded at run-time. If the implementation language does not provide the ability to rapidly expand an array (as Java does), then noncontiguous structures are the only viable alternative. Linked lists, implemented in all programming languages, are so easily expanded that at run-time their insert algorithm expands the structure every time a node is added to it.
Because of their ability to utilize fragmented memory, utilize all the memory assigned to them, and expand rapidly regardless of the implementation language, noncontiguous structures such as linked lists are widely used.
[bookmark: 4_2_Linked_Lists]4.2 Linked Lists
 
There are several types of linked lists, but all of them share two common characteristics:
• Every node in the structure has at least one field, called a link field, that stores the location of another node (with the exception of the unique last node, if there is one).
• Each node's location is stored in at least one other node (with the exception of the unique first node, if there is one).
Figure 4.2a illustrates these two characteristics using a data set that contains four nodes: X, B, T, and G. Rather than storing the nodes addressed in a fixed size array, each node has two link fields that contain the addresses of other nodes. Considering Node T to be the unique first node (see Figure 4.2b), we can follow either the first (left) or the second (right) link field contents (beginning at Node T) to locate all the other nodes. For example, starting at Node T and “following” the second link fields, Node G, stored at location 973, is encountered next. This is followed by Node X stored at location 20, and finally Node B, stored at location 332. Since the node locations can be determined in this way (by traveling “through” the other nodes), we no longer need to store the node references in contiguous memory, an assumption implicit in the access function used to locate array elements. Link fields free us from the constraint of contiguous memory; however, the sequential nature of accessing linked lists through the link fields tends to reduce the speed of these structures. The process of moving from the first node to the second node to the third node, etc., by using the contents of the link fields to locate the next node, is called traversing the list.
[image: images]
[bookmark: Figure_4_2a_A_Linked_List_with_T]Figure 4.2a A Linked List with Two Link Fields
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[bookmark: Figure_4_2b_One_Sequential_Acces]Figure 4.2b One Sequential Access Path Through the Nodes of a Linked List
[bookmark: 4_3_Singly_Linked_Lists]4.3 Singly Linked Lists
The simplest form of a linked list is the singly linked list. A singly linked list is one in which:
• Each node has one link field.
• The nodes form a linear list:
• there is a unique first node, n 1,
• there is a unique last node nj, and
• any other node nk is proceeded by node nk−1 and followed by node nk+1.
As an example, Figure 4.3 shows the nodes X, B, T, and G arranged in a singly linked list. Each node has one link field, and Node T is the unique first node. Its address is stored in a single reference variable called the list header. Node B is the unique last node. Each of the other two nodes, X and G, have a unique node just before it (T is before X, and X is before G) and a unique node just after it (G is after X, and B is after G).
Although Figure 4.3 accurately depicts the arrangement of the nodes in memory, most often singly linked lists are not illustrated this way. Rather, the “standard” graphical depiction of a singly linked list, shown in Figure 4.4, is used to depict the nodes. In the standard depiction, the nodes are shown horizontally, in traversal order, with the unique first node on the left and the unique last node on the right. The list header is drawn above the unique first node. Arrows emanating from the link fields are used to point to the next node in the sequence. A series of dots indicates that one or more nodes in the list have not been drawn.
[image: images]
[bookmark: Figure_4_3_Four_Nodes__X__B__G]Figure 4.3 Four Nodes: X, B, G, and T Stored in a Singly Linked List
Representing a linked list in this way often makes it easier to develop and understand the basic operation algorithms for singly linked lists. What is sometimes forgotten when using this standard graphical depiction is that, although the nodes are shown “next” to each other, they are indeed scattered around in memory. This fact is more easily remembered when we add memory addresses to the standard depiction of a singly linked list, as shown in Figure 4.5. (For brevity, the list header reference variable is simply denoted as h in this figure.)
[bookmark: 4_3_1_Basic_Operation_Algorithms]4.3.1 Basic Operation Algorithms
The basic operation algorithms for a singly linked list can be a bit confusing because they all involve manipulating the link fields of the nodes in the structure. The best way to approach the discovery of these algorithms, or any other algorithm associated with linked lists, is to first draw a picture of the structure and then modify the picture to incorporate the changes required to perform the operation. After the operation algorithm has been developed graphically, it is then verified and transformed into pseudocode.
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[bookmark: Figure_4_4_Standard_Depictions_o]Figure 4.4 Standard Depictions of Singly Linked Lists
[image: images]
[bookmark: Figure_4_5_A_Standard_Depiction]Figure 4.5 A Standard Depiction of a Singly Linked List with Node Addresses and Link Field Contents Shown
As an example, consider an algorithm to position a new node, referenced by the variable r, into our four-node singly linked list between Nodes X and G (referenced by q and p). The first step in developing the algorithm is to draw a picture of the structure before the operation is performed (see Figure 4.6). The modifications necessary to perform the insert are then added to the picture. Since the new node is to be inserted between Nodes X and G, two modifications are necessary:
1. The arrow coming from the link field of Node X must be changed to point to the new node.
2. The link field of the new node must be made to point to the Node G.
These modifications are shown as the dotted arrows in Figure 4.7, numbered 1 and 2.
Before coding the algorithm, we verify it graphically by moving down (or traversing) the linked list to make sure that the adjusted link fields have the effect of inserting the new node in between Nodes X and G. Starting the list header, we first encounter (or visit) Node T. T's link field brings us to Node X, X's link field now brings us to the new node, the new node's link field brings us to Node G, and G's link field brings us to Node B. Thus, the order of the nodes is T, X, the new node, G, and B, which verifies the algorithm.
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[bookmark: Figure_4_6_A_Four_Node_Linked_Li]Figure 4.6 A Four-Node Linked List before the Insertion of the Node Referenced by r
[image: images]
[bookmark: Figure_4_7_The_Graphical_Represe]Figure 4.7 The Graphical Representation of the Two-Step Algorithm to Insert the Node Referenced by r Between Nodes X and G
We are now ready to code the two steps of our algorithm shown graphically in Figure 4.7. Assuming the name of the link field is: next, and that it can be accessed with the notation: reference-Variable.next, the code of the algorithm is:
[image: images]
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[bookmark: Figure_4_8_Inclusion_of_a_Dummy]Figure 4.8 Inclusion of a Dummy Node into the Standard Depiction of a Singly Linked List
These two lines of pseudocode place the address 700 (stored in the variable n) in Node X's link field, and stores the address 973 (stored in the variable p) in the newly inserted node's link field.
Before using this graphical technique to discover and verify the basic operation algorithms, two changes to the standard graphical depiction of a singly linked list will be discussed. The first change is to insert a dummy node between the list header and the real first node. The dummy node will not store client information (thus the term dummy). It is added to the structure to simplify the code of the Insert and the Delete algorithms because without it, performing these operations on an empty structure becomes a special case. The grayed area of Figure 4.8 reflects the changes to the linked list depiction presented in Figure 4.5 necessary to incorporate the dummy node.
The second change is to introduce a lower level of detail into Figure 4.8 consistent with the manner in which the operation algorithms will be implemented. In the implementation, the left field of each node that makes up the singly linked list will not contain the client's information. Rather, it will contain a reference to a deep copy of the information. Thus, both fields of the “nodes” in our singly linked list will be reference variables. The left field will be named l, and the right field will be named next. l will point to a deep copy of the client's information (a Listing object), and next will point to the subsequent node (a linked list Node object) in the singly linked list. This implementation level view of the structure is shown in Figure 4.9.
At the implementation level, the nodes in the linked list are analogous to the array of reference variables that was part of the structures presented in previous chapters in that they store the addresses of the deep copies of the client's objects. However, since it is a linked list, each node also stores the address of the next node in the linked list. A thorough understanding of the material presented in Figure 4.9 is necessary to understand the structure implementations presented in this chapter.
[bookmark: Initialization]Initialization
One of the ironies of linked lists is that, although they can contain a virtually unlimited number of nodes (within the limits of system storage), the class that defines them usually contains only one data member: the list head h. In addition, after the structure is initialized, it only contains one linked node, the dummy node. Consistent with our graphical technique for developing the operation algorithms, Figure 4.10 shows a linked list object before and after its initialization algorithm is executed.
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[bookmark: Figure_4_9_Implementation_Level]Figure 4.9 Implementation-Level View of a Singly Linked List
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[bookmark: Figure_4_10_Singly_Linked_List_B]Figure 4.10 Singly Linked List Before and After Initialization
To verify the initialization algorithm, we traverse the list shown in Figure 4.10 starting at the list head. The list head points us to the dummy node, and then the dummy node's link field, being null, ends the traverse. As long as we accept the condition of an empty list as a null value stored in the link field of the dummy node, the algorithm is verified. Assuming the left and right fields of the dummy node are named l and next, respectively, and that the dummy node is an object in the class Node, the pseudocode of the verified initialization algorithm can be written as:
 
[image: images]
[bookmark: Figure_4_11_The_Steps_to_Insert]Figure 4.11 The Steps to Insert T's Node into the Singly Linked List Depicted in Figure 4.9
The Singly Linked List Initialization Algorithm
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[bookmark: Insert_Algorithm]Insert Algorithm
In order to encapsulate the structure, the Insert algorithm will add a deep copy of the client's information to the data set. Since the access to the nodes is sequential, the fastest and simplest way to add the deep copy to the structure is to insert the new node at the beginning of the linked list, just after the dummy node. This approach to the insertion algorithm will cause the structure to resemble a stack in that the most recently inserted node will be the most readily accessible node, an issue we will return to later in this chapter.
Figure 4.11 shows the changes required to insert a deep copy of client's Listing, T, at the beginning of a linked list. The circled numbers in the figure indicate the order in which the changes are made, as described below.
1. Create a new linked list Node object.
2. Add the new linked list Node object to the beginning of the linked list.
 
a) Set the next field of the linked list Node object to the contents of the next field of the dummy node.
b) Place the address of the new linked list Node object into the next field of the dummy node.
3. Create a deep copy of the client's information, and reference it from the l field of the new linked list Node object.
To verify the graphical version of the Insert algorithm depicted in Figure 4.11, we traverse the list starting at the list head. This brings us to the dummy node, and the dummy node's link field (next) now brings us to the new linked list node (by following the dotted arrow from the next field of the dummy node). Then, the next field of the new linked list node brings us to the remainder of the linked list (by following the dotted arrow from the next field of the new linked list node). Also, the l field of the new linked list node references the deep copy of the client's information. Since the newly inserted node is accessible via the dummy node, the other nodes in the structure are still accessible, and the deep copy of the client's inserted information is also accessible, we have verified the graphical representation of the algorithm. It is important to note that if Step 2b is performed before 2a, the entire linked list, except for the newly inserted node, is effectively deleted from the structure.
The next step in the development of the algorithm is to translate the graphical representation into pseudocode. Following the order of the numbered changes to the linked list depicted in Figure 4.11, the four-step pseudocode version of the verified Insert algorithm is written as:
The Singly Linked List Insert Algorithm
[image: images]
where newListing is an object that contains the information to be inserted into the linked list. It should be noted that, because of the presence of the dummy node in the list, the Insert algorithm functions properly on an empty (initialized) list as well. The verification of this is left as an exercise for the student.
[bookmark: The_Fetch_Algorithm]The Fetch Algorithm
Because the only access to the information stored in the structure (the deep copies of the client's listings) is through the nodes in the singly linked list, in order to locate a listing we must traverse the linked list. Traversing is performed using a linked node reference (e.g., p), which is initialized to reference the first node in the linked list. Then p is moved down the linked list by repeatedly assigning it the contents of the next field of the node it references, until the listing is found. Once found, a deep copy of the listing is returned. If the requested listing is not in the list, then p will eventually assume a null value when it reaches the last node in the linked list, which terminates an unsuccessful search.
[image: images]
[bookmark: Figure_4_12_The_Singly_Linked_Li]Figure 4.12 The Singly Linked List Fetch Algorithm (Illustrated to Fetch G's Listing)
Figure 4.12 shows the singly linked list depicted in Figure 4.9, modified (gray boxes) to include the graphical representation of the Fetch algorithm. In this case, the listing to be fetched is G. The four dashed arrows in the figure indicate that the algorithm is copying information from one area of memory to another. The circled numbers indicate the order of the operations required to accomplish a Fetch operation, which are:
1. Initialize the Node reference, p, to reference the first node in the list.
2. Traverse p down the list until it locates the information to be fetched.
3. Return a deep copy of the information to be fetched.
To verify the graphical representation of the algorithm depicted in Figure 4.12 we first observe that by copying the contents of the next field of the dummy node (180) into p, it is set to point to the first node in the linked list. Then, by repeatedly copying the contents of the next field of the node that p references into p (first 300, and then 54), p traverses the list and locates the listing to be fetched (G). At this point, we observe that the location of the listing to be fetched is contained in the l field of the node p references, and a deep copy of it is returned to the client. This verifies the graphical version of the algorithm.
 
The pseudocode version of the three-step graphical algorithm, expanded to include an unsuccessful search, is:
The Singly Linked List Fetch Algorithm
[image: images]
The algorithm returns null if the node to be fetched is not in the structure and assumes the key searched for is targetKey.
[bookmark: The_Delete_Algorithm]The Delete Algorithm
The first two steps of the Delete algorithm are identical to the first two steps of the Fetch algorithm in that it begins by initializing a reference variable, p, to the first node in the linked list and then traverses p down the list in order to locate the listing to be deleted. To delete the listing from the structure, the linked list node that references it is deleted from the linked list. To accomplish this, the next field of the node preceding it is modified to “jump over” it. As illustrated in Figure 4.13 (where it is assumed that G is the listing to be deleted), the jump is performed by resetting the preceding linked node's next field to the location of the node after the deleted node.
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[bookmark: Figure_4_13_Deleting_the_Listing]Figure 4.13 Deleting the Listing G by “Jumping” Around Its Linked List Node
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[bookmark: Figure_4_14_The_Delete_Algorithm]Figure 4.14 The Delete Algorithm After p and q Have Been Positioned At, and Before, the Node to Be Deleted, G
One problem arises: when the traverse is complete and p is referencing the node to be deleted, there is no way of determining the location of the preceding node. The next field references point forward, not backward, in the linked list. The remedy is to use another node reference, q, to store the location of the proceeding node. The reference variable q follows p down the list. Initially, q is set pointing to the dummy node, which is another reason the dummy node was included in the structure. Figure 4.14 shows the positioning of the reference variables, p and q, after a successful traversal to locate the node G.
Figure 4.14 also shows the graphical representation of the portion of the Delete algorithm that is different from the three-step Fetch algorithm; the jump over the linked node to be deleted. As indicated by the circled 3 in the figure, this jump replaces Step 3 of the Fetch algorithm. The only other changes to the Fetch algorithm are to expand Steps 1 and 2 to initially store the location of the dummy node in the variable q (in Step 1) and then to set q to p (in Step 2).
To verify the graphical version of the algorithm depicted in Figure 4.14, we traverse the list beginning at the dummy node referenced by h. The next field of the dummy node brings us to the linked node that references Node T. Then, the next field of the node that references Node T brings us to the linked node that references Node X. Finally, the next field of the linked node that references Node X brings us to the linked node that references Node B, which completes the traverse. Since Node G was not encountered in the traverse, and all the other nodes were, the algorithm is verified.
One final point should be made regarding the garbage collection process used in this algorithm. Because of the “jump over” step of this algorithm, the deleted linked node is no longer referenced (by a linked node). Therefore it, and the deleted Listing object, are returned to the available memory pool by the Java memory manager.
 
Having verified the graphical representation of the Delete algorithm, we will now present the pseudocode version. As discussed above, the first two steps of the algorithm are the first two steps of the Fetch algorithm expanded to include the use of the trailing reference variable, q. The pseudocode returns false if the node to be deleted is not in the structure and assumes the key of the listing to be deleted is targetKey.
The Linked List Delete Algorithm
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[bookmark: The_Update_Algorithm]The Update Algorithm
Once again, the Update algorithm will be an invocation of the Delete algorithm to eliminate the listing to be updated from the structure, followed by an invocation of the Insert algorithm to place a clone of the new information into the structure. Therefore, the Update algorithm to change the listing whose key is targetKey to the contents of the listing newNode is:
The Singly Linked List Update Algorithm
[image: images]
[bookmark: 4_3_2_Implementation]4.3.2 Implementation
The implementation of the singly linked list structure is presented in Figure 4.15 as the Java class, SinglyLinkedList. It is implemented as a homogeneous, fully encapsulated structure. The code presented in Figure 4.15 is consistent with many of the concepts of generics presented in Chapter 2. For example, it does not mention the names of any of the fields of the client's nodes, and the definition of these nodes is coded as a separate class (see Figure 2.16). The class provides a deepCopy method in order to encapsulate the structure, a compareTo method to determine if a given key is equal to the key of a client node stored in the structure, and a toString method to return the contents of a node. The implementation is not fully generic in that the client's node class must be named Listing, and the key field must be a String. A fully generic implementation of the structure, using the generic features of Java 5.0 and the techniques described in Chapters 2 and 3, Section 2.5 and 3.4, is left as an exercise for the student.
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[bookmark: Figure_4_15_The_Implementation_o]Figure 4.15 The Implementation of the Singly Linked List Structure
 
Line 2 declares the list header, h, that will store the address of the dummy node, an object in the class Node. This class defines the objects that will make up the linked list, and its code appears as Lines 57–63. Node objects have two data members: l, a reference to a Listing object, and next, a reference to a Node object (Lines 58–59). The class Node is defined as an inner class1 of the class SinglyLinkedList because:
• The code of the class SinglyLinkedList can then directly access the two data members, l and next, of the class Node (e.g., Lines 5–6).
• Only the code of the class SinglyLinkedList will declare objects in the class Node.
The singly linked list initialization algorithm is coded on Lines 3–7, the outer class' constructor. Line 4 creates the dummy node referenced by the list header. The insert, delete, and fetch operation methods (Lines 8–42) are the Java equivalent of the pseudocode algorithms presented in the previous section with error checking added to the insert method (Lines 10 and 11). The only nuance is on Lines 21 and 32, in that they use the Listing class' compareTo method to compare the String keys. Lines 43–49 are the update method (which is the same coding of the update methods presented in Chapter 2). It invokes the delete and insert methods (Lines 44 and 46) to perform its operation. Finally, the showAll method (Lines 50–56) traverses the list outputting each listing until p reaches the end of the linked list (p == null; on Line 52).
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[bookmark: Figure_4_16_A_SinglyLinkedList_T]Figure 4.16 A SinglyLinkedList Telephone Listing Application
To demonstrate the use of the class SinglyLinkedList, an application program that processes a telephone listing data set is presented in Figure 4.16. The output it generates is presented in Figure 4.17. Notice that the listings output by invoking the showAll method on Line 10 are in the reverse order (compared to the order in which they were inserted into the structure on Lines 7–9) because, as we have mentioned, new listings are inserted at the beginning of the linked list. The class that defines the telephone listings, presented in Figure 4.16, complies with the assumptions implicit in the coding of the class SinglyLinkedList.
[bookmark: 4_3_3_Performance_of_the_Singly]4.3.3 Performance of the Singly Linked List
As we have discussed, the major advantage of a singly linked list is its ability to rapidly expand to accept a virtually unlimited number of nodes in a fragmented memory environment, regardless of the implementation language. We would suspect the major disadvantage of the structure would be its speed, since it uses a sequential search to locate a node. To evaluate the overall performance of the structure SinglyLinkedList, we will first examine the speed of its operation algorithms, and then the amount of overhead memory required to implement the structure.
[bookmark: Speed]Speed
To analyze the speed of the structure, we will perform a Big-O analysis to determine the approximate speed as n, the number of listings stored in the structure, gets large. Because the time to perform a memory access instruction is typically considerably longer than the time to perform a nonaccess instruction, only memory access instructions will be included in our analysis. In addition, instructions inside of loops that repeatedly access the same memory cell will not be included in our speed analysis either, since modern compilers store these variables in CPU registers.
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[bookmark: Figure_4_17_The_Output_Generated]Figure 4.17 The Output Generated by the SinglyLinkedList Telephone Listing Application shown in Figure 4.16
Examining the Insert algorithm, all four lines of pseudocode access memory. However, they are only executed once per Insert operation, independent of the number of nodes in the structure. Therefore, six memory accesses are required per Insert operation (one on Line 1, three on Line 2a, 2 one on Line 2b, and one on Line 3). Thus the dominant (and only) term in the Insert operation's speed function is 6, which is O(1).
The Fetch algorithm uses a sequential search (beginning on Line 2) to locate a listing given its key, targetKey. Sometimes it will be at the beginning of the linked list and the loop will not execute, and other times the listing will be at the end of the list and the loop will execute n − 1 times. Since all locations are equally probable, the loop will execute an average of approximately n / 2 (≈(n − 1) / 2) times.
Line 1 and the lines after (and including) Line 3 are not in the search loop so they will be ignored. Inside the loop, a total of three memory accesses are performed: one to fetch p.l, one to fetch the key, and one to fetch p.next (assuming p would be stored in a CPU register). Since these accesses are performed approximately n / 2 times, the dominant term in the speed equation is 3(n / 2) = 1.5n, which is O(n).
The Delete algorithm also uses a sequential search (beginning on Line 2) to locate the node to be deleted. Assuming the variables p and q are stored in CPU registers, there are three memory accesses performed inside the search loop: one to fetch p.l, one to fetch the key, and one to fetch p.next. The lines outside of the search loop contain memory access instructions, but they are only executed once so they do not contribute to the dominant term in the speed equation. As in the case of the Insert algorithm, the sequential search loop will be executed an average of approximately n / 2 times. Therefore, the three memory accesses performed inside the loop result in a dominant term of 3(n / 2) = 1.5n, which is O(n).
[bookmark: Overhead]Overhead
Let us now turn our attention to the overhead of the structure. Referring to Figure 4.9, the overhead of the structure is the storage associated with the list header and the nodes that form the linked list, including the dummy node. The list header, the fields of the dummy node, and the fields of the n nodes on the linked list are all reference variables. Therefore, the overhead is one header reference variable, plus two dummy node reference variables, plus 2n linked node reference variables, for a total of 3 + 2n reference variables. Since reference variables occupy four bytes, the total overhead storage required by this structure is 4(3 + 2n) bytes.
Density is defined as
[image: images]
where the information bytes is simply the product of the number of Listing objects, n, and the number of information bytes per Listing object, w. The total bytes allocated the structure is the sum of the information bytes, n * w, and the overhead bytes, 4(3 + 2n). Therefore the density can be expressed as
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(which is approximately equal to 1 / (1 + 8 / w) as n gets large).
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[bookmark: Figure_4_18_Density_of_the_Singl]Figure 4.18 Density of the SinglyLinkedList Structure Containing More than 100 Nodes
Figure 4.18 presents a graph of this function for n > 100 (which makes the term 12 / (n * w) negligible). The figure demonstrates that good densities (0.80 or higher) are achieved whenever the number of bytes in a node is greater than 33. Table 4.1 summarizes the performance of the singly linked list structure and includes the performance of the previously studied structures for comparative purposes. While not quite as fast as the Unsorted-Optimized array structure, its noncontiguous feature makes it an attractive alternative to the array-based structure for node widths greater than 33 bytes.
[bookmark: 4_3_4_A_Stack_Implemented_as_a_S]4.3.4 A Stack Implemented as a Singly Linked List
Often, a singly linked list is used to implement the data structure Stack as an alternative to the array-based implementation presented in Chapter 3. The advantage of this alternate implementation is that it can be rapidly expanded in all programming languages to accommodate a virtually unlimited number of Push operations, and it is compatible with a fragmented memory environment.
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[bookmark: Figure_4_19_A_Singly_Linked_List]Figure 4.19 A Singly Linked List After A, B, C, and D Are Inserted (or Pushed)
The singly linked list Insert operation can be thought of as a stack Push operation, if we consider the front of the singly linked list to be the top of the stack. Since the inserted node is always placed in the front of the linked list, the nodes are stored in a “stack-like” reverse order. This is illustrated in Figure 4.19 which shows a linked list after the nodes A, B, C, and finally D are inserted.
The singly linked list Fetch operation however, appears to be far from a stack Pop operation. It is performed in the key field mode and does not delete the fetched node from the structure. Aside from these problems, neither the fetch nor the insert methods are named properly. Stack operation methods should be named pop and push.
The best remedy is to define a new stack structure class, copy the SinglyLinkedList data members, constructors, inner class Node, and the insert method code into it and then rename the insert method pop. The pop method in this class would be a new method that has the standard (no parameter) push signature, and always returns and deletes the first node in the list. Figure 4.20 presents the graphical representation of this Pop algorithm which places the address of the popped listing into the variable p. The circled numbers in the figure indicate the sequence of the two steps of the algorithm, and the dash-dot arrow indicates the writing of address 649 into P. Figure 4.21 presents the equivalent pseudocode with the test for underflow added to it.
The implementation of this linked list-based stack is left as an exercise for the student.
[bookmark: An_Alternative_Linked_Stack]An Alternative Linked Stack
As an alternative to coding a new class to implement a dynamic stack, there is a “trick” we can use to force the linked list Fetch operation to always fetch the first node from the structure and to also force the Delete operation to remove it from the structure. Thus, utilizing this trick, a Pop operation can be accomplished by performing a Fetch operation followed by a Delete operation.
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[bookmark: Figure_4_20_A_Pop_Operation_for]Figure 4.20 A Pop Operation for a Singly Linked List-Based Stack
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[bookmark: Figure_4_21_The_Pop_Operation_fo]Figure 4.21 The Pop Operation for the Dynamic Implementation of a Stack
The trick is to set the key field of each of the client's nodes inserted into the structure to the same value (e.g., “X”) before they are inserted. Naturally, if the definition of the nodes is not changed, the contents of the key fields will be lost. This problem will be dealt with later in this section. Figure 4.22 shows a linked list after nodes A, B, C, and finally D are inserted into the structure. Then, to perform a Pop operation, we invoke the fetch method followed by the delete method and specify this common value of the key field as the argument sent to the fetch and delete methods (e.g., fetch(X), delete(X)). Since both methods start their sequential search at the first node in the linked list, and this node (and all nodes in the structure) contain the key value X, the first node in the linked list is returned and then deleted.
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[bookmark: Figure_4_22_Singly_Linked_List_a]Figure 4.22 Singly Linked List after A, B, C, and D Are Inserted (Pushed) with their Key Fields Set to X
Considering the data stored in the stack depicted in Figure 4.22, the fetch method invocation: fetch(“X”) will return D. The delete method invocation: delete(“X”) will remove D from the structure. Since D was the last node inserted into the structure, these two invocations have performed a stack Pop operation. If the two invocations are repeated three more times, C will be fetched and deleted, followed by B, and then A. Thus, the structure is behaving like the restricted LIFO Stack structure.
Figure 4.23 shows an application program that uses our trick to make the object boston, an object in the class SinglyLinkedList, behave like a stack. The code is followed by the output it produces. Consistent with the trick, the key fields of the nodes declared on Lines 4–6 have all been set to “X”. The nodes are pushed onto the structure using the insert method (Lines 8–10). Then they are popped from the structure and output using the fetch, delete, and toString methods (Lines 12–20). The key “X” is used in each Fetch-and-Delete operation. The LIFO sequence of the output verifies that our trick has indeed caused the SinglyLinkedList object, boston, to behave like a stack.
Although this trick can be used in application programs to simulate a stack that accommodates a virtually unlimited number of Push operations, its use is undesirable for four reasons:
• To retain the contents of the key field, an additional field must be added to the node.
• It requires the application programmer to have knowledge of the “trick.”
• The push and pop operation methods are not named push and pop.
 
• If the client neglects to invoke the delete method after each fetch invocation, the stack “simulation” breaks down (the Pop operation becomes a Peek operation).
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[bookmark: Figure_4_23_A_Program_That_Uses]Figure 4.23 A Program That Uses a Singly Linked List Structure As a Stack and Its Output
A more desirable approach to utilizing the trick is to write a new class, StackSLL, that includes a SinglyLinkedList object as a data member. Knowledge of the trick is then imbedded into the push and pop methods of the StackSLL class, which unburdens the application programmer. As shown in the top part of Figure 4.24, the client will pass StackListing objects to, and from, the push and pop methods respectively. These objects will contain the client's information to be stored in the structure. The push method will invoke the singly linked list insert method, and the pop method will invoke the singly linked list's fetch and delete methods. Since the linked list methods pass Listing objects, the dummy key and a reference, r, to a deep copy of the client's StackListing object will be combined by the push method to form a redefined two-field Listing object before it invokes insert. The pop method will invoke the fetch method to fetch a Listing object from the front of the singly linked list. The location of the StackListing object, r, contained in the Listing object will be returned to the client by the pop method after it invokes delete.
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[bookmark: Figure_4_24_Invocation_Sequence]Figure 4.24 Invocation Sequence and Argument Flow for a Stack Implemented Using the Class SinglyLinkedList
The top portion of Figure 4.25 shows the redefined fields of the singly linked list Listing object consistent with this approach. The rightmost field of the object, r, is a reference to a StackListing object. It also shows the fields of a StackListing object for a client application that stores telephone listings on our stack. Figure 4.26 shows a StackSLL structure after the four nodes A, B, C, and finally D have been pushed onto the structure. The implementation of the class StackSLL is left as an exercise for the student.
[bookmark: 4_4_Other_Types_of_Linked_Lists]4.4 Other Types of Linked Lists
A singly linked list is the simplest form of a linked list. Other types of linked lists include circular singly linked lists, double-ended singly linked lists, sorted singly linked lists, doubly linked lists, circular doubly linked lists, and multilinked lists. We will now briefly discuss these structures.
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[bookmark: Figure_4_25_The_Fields_of_the_Li]Figure 4.25 The Fields of the Listing and StackListing Objects Mentioned in Figure 4.24 (for a Phone Listing Application)
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[bookmark: Figure_4_26_The_Memory_Model_for]Figure 4.26 The Memory Model for the Stack Implemented as Shown in Figure 4.24
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[bookmark: Figure_4_27_A_Circular_Singly_Li]Figure 4.27 A Circular Singly Linked List
[bookmark: 4_4_1_Circular_Singly_Linked_Lis]4.4.1 Circular Singly Linked List
A circular singly linked list is a singly linked list in which the next field of the last node in the list references the first node in the list. When a dummy node is used in the implementation, the last node in the list references the dummy node. Otherwise, it references the actual first node. Figure 4.27 shows a circular singly linked list (whose implementation uses a dummy node) with four client nodes, T, X, G, and B stored in it.
The implementation of a circular singly linked list is basically the same as a singly linked list with a few minor additions to account for the last node's circular reference to the dummy node. When the list is created, the next field of the dummy node is set to reference itself (h.next = h). The only other change is to the sequential search performed in the Fetch and Delete algorithms. Rather than an unsuccessful search ending at a null reference, it ends when a reference to the dummy node is encountered. Therefore, the comparison of p with null on Lines 2 and 3 of both the Fetch and Delete pseudocode algorithms are changed to comparisons of p with h (the list header) as
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[bookmark: 4_4_2_Double_Ended_Singly_Linked]4.4.2 Double-Ended Singly Linked List
A double-ended singly linked list is a singly linked list in which insertions are permitted at the front (as usual) and rear (a new feature) of the list. A newly inserted linked node can become either the new first node or the new last node in the list.
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[bookmark: Figure_4_28_A_Double_Ended_Singl]Figure 4.28 A Double-Ended Singly Linked List
To implement this structure a reference variable, rear, is added as a data member to the SinglyLinkedList class along with an additional insert method. The variable rear references the last node in the structure (Figure 4.28), and the additional insert method is used to insert nodes at the end of the linked list.4 When the list is empty (all the nodes have been deleted) rear is null. When a node is inserted at the end of the list, the last node's next field and the variable rear are changed to reference the new (last) node. An empty list is treated as a special case in the new Insert algorithm. Assuming the new linked node is referenced by the variable newLink, the pseudocode to add a new linked node at the end of the list is:
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To complete the Insert algorithm, the l field of the newly added linked node is set to reference a clone of the client's listing.
Deleting the last node in the list is also treated as a special case. Referring to Step 3 of the singly linked list Delete algorithm, prior to returning true, the following is added:
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Often a double-ended singly linked list is used to implement the structure Queue. Nodes are added at the rear of the queue using the new insert method. Nodes are removed (fetched) from the front of the queue using the algorithm depicted in Figure 4.21 (the Pop operation for a stack implemented as a singly linked list).
[bookmark: 4_4_3_Sorted_Singly_Linked_List]4.4.3 Sorted Singly Linked List
A sorted singly linked list is one in which the nodes are positioned in the list in sorted order based on the contents of their key field. Figure 4.29 shows a sorted singly linked list after four client nodes (B, G, X, and finally T) have been inserted.
To arrange them in sorted order, the Insert algorithm must include a sequential search down the list to find the “correct location” for a newly inserted node. The search continues until a node is encountered with a key greater than the new node's key, or the end of the list is encountered. Assuming the reference variable used to traverse the list is p, newNode references the item to be inserted into the structure, and the client's node definition class included a getKey method, the traversal would continue as follows:
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The compareTo method would have to return a positive integer whenever the key of the object that invoked it (newNode) is greater than the argument passed to it (p.l.getKey()). 5 The new linked node is inserted between the node referenced by p and its predecessor, or as the new last node. The technique for inserting a node in between two nodes is illustrated in Figure 4.7, and the sequential search to find the new item's correct position is similar to the sequential search in the Delete algorithm in that a reference variable q trails the variable p during the traversal.
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[bookmark: Figure_4_29_A_Sorted_Singly_link]Figure 4.29 A Sorted Singly linked List
 
The major advantage of a sorted singly linked list structure is that its showAll method outputs the nodes in sorted order based on their key field contents. In addition, when the delete or fetch method is invoked to operate on a listing that is not in the structure, their average speed is doubled. Since the listings are stored in sorted order, the search portion of these algorithms can be modified to end when it encounters a key greater than the key of the listing to be operated on. This, on the average, will occur after traversing halfway down the linked list.
On the negative side, the sequential search added to the Insert algorithm decreases the speed of both the Insert and Update operations. Therefore, for some applications that require sorted output and perform many Insert operations, it is more efficient to store the nodes in an unsorted singly linked list and then simply sort the nodes inside the showAll method before they are output. Sorting methods used in this approach are discussed in Chapter 8.
[bookmark: 4_4_4_Doubly_Linked_List]4.4.4 Doubly Linked List
A doubly linked list is a singly linked list in which each node in the list has an additional linked reference field that refers to the node just before it in the list. Figure 4.30 shows a doubly linked list with three nodes T, X, and G stored in it. The additional reference variable is named back. As shown in the figure, the dummy node also contains the additional reference field, back.
The Fetch algorithm of this structure is the same as the singly linked list's Fetch algorithm. Since inserts are still performed at the front of the list, the Insert algorithm is modified to set the back reference of the first node in the list to the location of the inserted (new) node, and to set the back reference of the inserted node to null. Assuming the new doubly linked list node is referenced by the variable newLink, the additional code in the Fetch algorithm is:
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[bookmark: Figure_4_30_A_Doubly_Linked_List]Figure 4.30 A Doubly Linked List
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The singly linked list Delete algorithm must also be modified to implement this structure. When a node is deleted from a singly linked list, the next field of the node that precedes it is reset to effectively jump around the deleted node (see Figure 4.13). An analogous section of code must be added to the Delete algorithm to adjust the back reference of the node following the deleted node; it too must also be made to jump around the deleted node. To accomplish this, the Delete algorithm places the address of the node preceding the deleted node into the back field of the node that follows the deleted node. Deletion of the last node in the list is treated as a special case in which the addition code is not executed. Thus, the code added to the Delete algorithm is:
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Doubly linked list structures are used for applications that require a backward traversal through the list. The density of the structure is slightly lower than that of the singly linked list due to the additional four bytes of overhead associated with the back field of each node. Specifically, the overhead is one header reference variable, plus three dummy node reference variables plus 3n doubly linked node reference variables, for a total of 4 + 3n reference variables. Since reference variables occupy four bytes, the total overhead is 4(4 + 3n) bytes.
To compute the density of this structure we recall that density is defined as
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The information bytes is simply the product of the number of nodes, n, and the number of bytes per client listing, w. The total bytes allocated to the structure, the sum of the information bytes and the overhead bytes, is n * w + 4(4 + 3n). Therefore the density can be expressed as
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which is approximately equal to 1 / (1 + 12/w) as n gets large.
Figure 4.31 presents the variation of the density of this structure with node width (for n ≥ 100), and includes the density of the singly linked list for comparative purposes. The figure shows that the doubly linked list structure achieves a density greater than 0.80 for node widths greater than 60 bytes.
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[bookmark: Figure_4_31_Density_of_a_Doubly]Figure 4.31 Density of a Doubly Linked List that Stores 100 Nodes
[bookmark: 4_4_5_Multilinked_List]4.4.5 Multilinked List
Multilinked lists are linked lists in which the nodes are stored in a way that allows more than one traversal path through the nodes (e.g., Figure 4.2b). Consider our phone book listings. Suppose an application required the listings to be output in both name and phone number order. A multi-linked list that allowed a traversal in alphabetic name order and in phone number order would be ideally suited for this application.
Figure 4.32 presents a multilinked data structure implemented as two sorted singly linked lists. The first singly linked list, which is shown at the top of the figure and whose header is h1, orders the listings in name order. Assuming the lowest phone number is T's followed by B's, G's, and finally X's, the second singly linked list (shown at the bottom of the figure and whose header is h2) orders the listings in phone number order.
In the implementation of this structure, two sorted singly linked objects (e.g., list1 and list2) are declared as data members of the new multilinked structure class. Although a listing inserted into the multilinked data structure would be fully encapsulated, the implementation of the insert method of the sorted singly linked lists would be modified to unencapsulated the listings. This would permit (as shown in Figure 4.32) the two singly linked list objects to share access to the same clone of the client's information. The insert method of the multilinked structure would clone the client's listing, and send a reference to it to the sorted singly linked list's insert method which would shallow copy the cloned listing into the list.
A second modification to the singly linked list's insert method would be necessary. An integer parameter would be added to its parameter list to indicate which field in the cloned listing is to be used as the sort field. Its expanded signature would be:
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[bookmark: Figure_4_32_A_Multilinked_List_w]Figure 4.32 A Multilinked List with Two Orderings
The class that defines the client's listings would have to include two getKey methods (e.g., getKey1 and getKey2) used by the linked list's insert method to fetch the contents of one sort field, or the other. The decision as to which one to invoke would be based in the value of the new sortField parameter sent to it. Assuming that the listing to be inserted is an object in the class Listing, and that it is referenced by the variable newNode, the multilinked structure's insert method would be:
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where list1 and list2 are the two sorted singly linked list objects declared as data members of the new multilinked structure class. The sorted singly linked list insert method would be modified to contain the additional code:
[image: images]
and to use the contents of the variable key to position the node in the sorted singly linked list objects.
 
The showAll method of the multilinked list class would also contain an additional integer parameter that the client could set to indicate which of the two sorted orders would be used in the output. Its signature would be: void showAll(int listNumber). The client would invoke the method in one of two ways: myList.showAll(1) or myList.showAll(2). The multilinked structure's showAll method would then invoke the Listing class' showAll method using the code sequence:
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If the application required that a Delete operation be performed on the data set, the simplest implementation would be to require the client to specify two key values, key1 and key2, when the delete method is invoked. Then, the delete method would eliminate the node from the data structure by invoking the sorted singly linked class' delete method twice:
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A more involved (but more client-friendly) implementation would only require the client to pass one key to the multilinked class' delete method and the method would fetch the other key from the node before it was deleted from one of the lists. Then the delete method would be invoked again with that key to delete the node from the other list.
The density of this structure is lower than the other linked structures presented in this chapter because of the overhead associated with the second sorted singly linked list. As we have previously shown, the overhead associated with a singly linked list, containing n listings, is 4(3 + 2n) bytes. To generalize our calculation of density for this structure, we will assume that the nodes are sorted on L different fields, requiring our structure to contain L singly linked lists. 6 Thus the total overhead for the structure is 4L(3 + 2n) bytes. Remembering that the information bytes in the structure is simply the product of the number of nodes, n, and the number of information bytes per client node, w, its density is:
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which is approximately equal to 1 / (1 + 8L / w) as n gets large.
Figure 4.33, which assumes a node width n ≥ 100, presents the density of this structure for values of L equal to 2 and 4. For comparative purposes it includes the density variation of the singly and doubly linked structures. A density of 0.80 is achieved for node widths greater than 65 bytes for two orderings, and a node width greater than 130 bytes for four orderings.
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[bookmark: Figure_4_33_Densities_of_Multili]Figure 4.33 Densities of Multilinked Lists that Store more than 100 Nodes in Two or Four Orderings
[bookmark: 4_5_Iterators]4.5 Iterators
An iterator is an object that the client can use to sequentially access the nodes in a linear list. Singly linked lists and arrays are examples of linear lists. Typically, the iterator's class provides methods for positioning the iterator object at the first item in the list, advancing the iterator to the next item, and determining if the iterator is at the end of the list. In addition, the iterator's class provides methods to operate on the item at the iterator's current position.
Iterators can be a very convenient means of access for certain applications. For example, suppose we wanted to add an area code to every listing in a telephone directory stored in a singly linked list (see Figure 4.9). In this case, an Update operation performed in the key field mode is not particularly useful because we would have to generate the names of all of the telephone customers in order to operate on each node. In addition, even if the Update method was coded in the node number mode, using it to change the area code of every item in the database would be a time consuming process since each invocation begins its traversal at the front of the list. When updating the first listing, one node would be traversed. Two nodes would be traversed to update the second listing, three nodes for the third listing, etc. Thus, the total number of nodes traversed to update each of n nodes is: 1 + 2 + 3 +…+ n = n (n + 1) / 2, which is O(n2).
An iterator object, on the other hand, retains its position in the list after an operation is performed. Therefore, if the iterator's class contained an update method, after updating one listing, it would simply traverse one more node in order to update the next listing. The total number of nodes traversed to update each of n nodes would be: 1 + 1 + 1 +…+ 1 = n, which is O(n). In summary, the use of the iterator would speed up the update of the listings by n times.
 
[bookmark: Table_4_2]Table 4.2
Several Iterator Methods of an Iterator Class to be Added to the Class SinglyLinkedList
	
Iterator Method
	Description


	public void reset()
	positions the iterator at the dummy node


	public boolean hasNext()
	returns true if there is a node after the iterator's current position


	public Listing next()
	moves the iterator to the next node and then returns a reference to a clone of its listing


	public void set(Listing newListing)
	replaces the listing, stored at the iterator's current position, with a clone of newListing. The iterator's position is not changed.


Most iterator classes provide methods, whose signatures are somewhat standardized, to operate on the information stored in a linear list. These methods typically included the method add (to perform an Insert operation), the method next (to perform a Fetch operation), the method remove (to perform a Delete operation), and the method set (to perform an Update operation). Other common iterator methods are reset, used to position the iterator at the beginning of the list, and hasNext to determine if the iterator is at the end of the list. Iterator classes that operate on doubly linked lists include a method previous, for traversing the iterator backward through the list, and a method hasPrevious, to determine if the iterator is at the beginning of the list.
To illustrate the use of some of these methods, let us again consider the problem of adding an area code to a telephone listing data set. We will assume that the iterator class containing the methods described in Table 4.2 has been added to the class SinglyLinkedList (see Figure 4.15), and that an iterator object, i, has also been added to the class as a public data member.
We will also assume that the methods getNumber and setNumber have been added to the class Listing (see Figure 2.16) to fetch (getNumber) and change (setNumber) the contents of a Listing object's phone number field. Under these assumptions, the iterator object, i, is used in the following code sequence to efficiently add the area code “631” to every listing in the telephone directory boston, a SinglyLinkedList object:
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As previously discussed, the efficiency of this code resides in the first line of the while loop (listing = boston.i.next()) because the iterator, i, retains its position in the list after the line executes. This eliminates the need to begin a new traversal through the list during each loop iteration.
[bookmark: 4_5_1_Implementation_of_an_Itera]4.5.1 Implementation of an Iterator
There are two common techniques used to implement an iterator class. One technique defines the class inside the data structure class (i.e., as an inner class), and the iterator object (as previously suggested) is a public data member of the data structure class. This technique is used when the data structure is encapsulated, since it maintains the encapsulation of the structure. In this implementation, the Iterator class' methods insert and return clones (deep copies) of the client's listings.
In the second technique, the iterator class is defined outside of the data structure class, and the iterator object is declared in the client code. This technique is used when the data structure is not encapsulated, since it gives the client direct access to the information contained in the structure. In this implementation, the iterator class' methods insert and return shallow copies of the client's listings.
Figure 4.34 presents the code of a class named SinglyLinkedListIterator, which is an expanded version of the class SinglyLinkedList presented in Figure 4.15.7 The expansion includes the definition of an iterator class, named Iterator, that implements the four methods presented in Table 4.2 and the declaration of an Iterator object as a data member in the class. The inner class implementation of the iterator was used since the class SinglyLinkedList is a fully encapsulated structure.
Line 3 declares the Iterator reference variable, i, as a public data member. Its access is public so that the client can use it to access the Iterator class' methods. The actual Iterator object is created on Line 6 of the class' constructor. Lines 7–9, the code of the four basic operation methods (Lines 10–51), the showAll method (Lines 52–58), and the definition of the class Node (Lines 59–65) are the same as the code of the class SinglyLinkedList presented in Figure 4.15.
Lines 66–87 is the code of the inner class Iterator. It contains one data member ip, a singly linked Node reference variable declared on Line 67. This variable will be used to store the position of the iterator. Initially it refers to the dummy node (Line 69).
The reset method (Lines 71–73) re-initializes the variable ip (Line 72) to again position the iterator at the dummy node. The hasNext method (Lines 74–79) determines if the iterator is not at the end of the list by testing the next field of the node at the iterator's location for a non-null value (Line 75). If it is null, the method returns false indicating there is no next node.
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[bookmark: Figure_4_34_The_Class_SinglyLink]Figure 4.34 The Class SinglyLinkedList (Figure 4.15) Expanded to Include an Iterator Object
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[bookmark: Figure_4_35_The_Class_Listing2_w]Figure 4.35 The Class Listing2 with Methods to “Get” and “Set” a Listing's Phone Number
Lines 80–83 are the code of the method next, which fetches a Listing object from the structure after moving the iterator. Line 81 moves the iterator to the next node in the linked list, and then Line 82 returns a deep copy of the listing referenced by that node. Similarly, the set method (Lines 84–86) stores a reference to a deep copy of a Listing object at the current iterator position (Line 85). The invocation of the Listing class' method deepCopy, on Lines 82 and 85, maintains the encapsulation of the structure.
Figure 4.35 presents the code of the Listing class presented in Figure 2.16 (less the setAddress, renamed Listing2, method) expanded to include the setNumber and getNumber methods (Lines 22–27). These two methods permit the client to access the phone number fields of a listing. Figure 4.36 is an application program that creates a phone listing data set stored in the SinglyLinkedList-Iterator object boston (Lines 3–10). Then the object's iterator is used to output the data set8 (Lines 12–14), add an area code to each listing's phone number (Lines 16–23), and output the revised data set (Lines 25–29). The two sets of output it generates is presented in Figure 4.37.
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[bookmark: Figure_4_36_An_Application_that]Figure 4.36 An Application that Uses an iterator, i, to Efficiently Add a 631 Area Code to Phone Directory Listings
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[bookmark: Figure_4_37_The_Output_Generated]Figure 4.37 The Output Generated by the Application Shown in Figure 4.36, Demonstrating the Addition of a 631 Area Code
[bookmark: 4_5_2_Multiple_Iterators]4.5.2 Multiple Iterators
Some applications require two or more iterators to be operating on a list simultaneously. Programs with multiple threads often have this requirement. For example, an iterator in one thread could be used to transfer a data set over a modem, while an iterator in a second thread could be used to output the data set to a printer. One alternative is to add more iterator references to the data structure class as data members, and then to create the corresponding iterator objects in the data structure's constructor.
For example, to increase the number of iterators in the class SinglyLinkedListIterator (Figure 4.34) from one to three, the code:
[image: images]
 
would be added to the class after Line 3, and the code:
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would be added to the class' constructor after Line 6. Then, the client code could position the three iterators i, j, and k at different locations in the list.
A more flexible alternative is to add a parameter to the SinglyLinkedListIterator class' constructor to allow the client to specify the number of iterators required for a particular application. In this approach, the iterators are implemented as an array of iterator references. Line 3 of the class would become:
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The constructor's heading, Line 4 would become:
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and Line 6 of the constructor would be replaced with:
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where numberOfIterators is the name of the parameter the client would use to specify the number of iterators used in the application. Then the client code to allocate a singly linked list structure with 10 iterators and to output the list using the third iterator would be:
[image: images]
[bookmark: External_Iterators]External Iterators
Another approach to implementing multiple iterators is to implement them in a way that allows the client code to declare the iterator object references (e.g., Iterator iterator1, iterator2;). The advantage to this approach is that the client can choose the names of the iterators (as well as the number of iterators). In this implementation, the Iterator class can no longer be an inner class (i.e., coded inside the class SinglyLinkedListIterator). Once the iterator class is removed from this class, the class Node (Lines 59–65 of Figure 4.34) must also be removed from the class SinglyLinkedListIterator because otherwise the iterator class could not declare a Node reference to store the iterator's current position (Line 67 of Figure 4.34).
Figures 4.38, 4.39, and 4.40 present the Node, Iterator, and SinglyLinkedListIterator classes as three separate classes renamed NewNode, SLLIterator, and SllExternalIterator respectively.
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[bookmark: Figure_4_38_The_class_NewNode_wi]Figure 4.38 The class NewNode with Package Access Data Members
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[bookmark: Figure_4_39_The_External_Iterato]Figure 4.39 The External Iterator Class, SllIterator
Some subtle, but important changes have been made to the code of all three classes to make them syntactically correct.
To begin with, Lines 12 and 19 of Figure 4.39 and Lines 5 and 6 of Figure 4.40 (among several others), will not compile since the variables next and l are declared in the class NewNode, which has been separated from the other two classes. The solution to this problem is to change the access modifier of the variables next and l from private (see Lines 60 and 61 of Figure 4.34) to package access. This is done by removing the keyword private from the declaration of these variables as shown on Lines 2 and 3 of the class NewNode (Figure 4.38), and placing all three classes in the same Java package (directory). A data member of a class with package access can be accessed from any other class defined in the package.
 
[image: images]
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[bookmark: Figure_4_40_The_Singly_Linked_Li]Figure 4.40 The Singly Linked List Class, SllExternalIterator, that Supports an External Iterator Class, SllIterator
 
Separating the class definitions causes a second syntax problem. The list header, h, defined on Line 2 of Figure 4.40 is no longer accessible from the Iterator class (e.g., Line 5 of Figure 4.39). The solution to this problem is to add a method (typically) named iterator to the class SllExternalIterator (Lines 58–60 of Figure 4.40). This is the method the client will use to create the external iterator objects. For example, assuming the name of the client's singly linked list object is boston, in order to create two iterator objects(iterator1 and iterator2) the client would invoke the method iterator as shown below:
[image: images]
The method iterator then invokes the SllIterator class' constructor (Line 59 of Figure 4.40), passes it the contents of the singly linked list header, h, and returns the location of the newly created SllIterator object to the client. When the code of the SllInterator class constructor executes (Lines 4–7 of Figure 4.39), it stores the location of the singly linked list passed to it as the parameter h (Line 4 of Figure 4.39) not only in the variable, ip, but also in its own NewNode reference variable h (Line 6 of Figure 4.39), declared on Line 3 of Figure 4.39. This is the variable used by the reset method to reinitialize the iterator to the beginning of the list (Line 9 of Figure 4.39).
Figure 4.41 presents an application program that declares three (external) SllIterator references i1, i2, and i3 (Line 12), to operate on the data structure boston, an object in the class SllExternalIterator (Line 3). The iterators are “attached” to the structure boston on Lines 13–15. Iterator i1 is used on Lines 17–20 to traverse the linked list structure and output original data set. Iterator i2 is used on Lines 22–29 to traverse the structure and add the area code “631” to all the phone numbers, and finally iterator i3 is used on Lines 31–34 to traverse the structure and output the modified data set.
[image: images]
[bookmark: Figure_4_41_An_Application_That]Figure 4.41 An Application That Declares Its Own Iterators to Operate on a Singly Linked List
 
[bookmark: 4_6_Java_s_LinkedList_Class_and]4.6 Java's LinkedList Class and ListIterator Interface
The Java class LinkedList, contained in the package java.util, is an unencapsulated generic implementation of a double-ended, doubly linked list structure. The structure does not support key field mode access, but rather is accessed in the node number mode or through the use of a client declared external iterator. The class contains methods to insert and fetch objects (add and get), to easily allow a LinkedList object to be used as a Stack or a Queue (addFirst, getFirst, removeFirst, addLast), and to attached a client defined iterator object to a LinkedList object. The class implements ListIterator, using techniques similar to those presented in Figures 4.39 and 4.40, providing methods for performing forward and backward traversals through a LinkedList object.
Table 4.3 presents a description of some of the methods in the class LinkedList, and Table 4.4 presents some of the methods specified in the ListIterator interface. Figure 4.42 presents a brief application program (and the output it produces) that demonstrates the use of the iterator methods add, hasPrevious, previous, and next to access and operate on a data structure named dataBase, a LinkedList object. The items inserted into the structure are objects in the class Listing2 (Figure 4.35). The application also demonstrates the structure's lack of encapsulation.
[bookmark: table_4_3][image: images]
 
[bookmark: table_4_4][image: images]
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[bookmark: Figure_4_42_An_Application_that]Figure 4.42 An Application that Demonstrates the use of the Java API class LinkedList and the ListIterator Interface Methods
EXERCISES
[bookmark: Knowledge_Exercises_3]Knowledge Exercises
  
1. What is one advantage of a linked list structure over array-based structures?
2. What is one advantage of array-based structures over a linked list structure?
3. Explain the term “fragmented memory.”
4. What is “dynamic” about dynamic data structures?
5. What is the only condition that would cause the Insert operation of a dynamic data structure to return a “data structure full”error?
6. There are many types of linked lists; however, the nodes in all of them have one thing in common. What is it?
7. The last node in a singly linked list, by definition, does not store the address of another node. Instead, what does it store?
8. All singly linked lists contain a reference variable called a “list header”. What is sorted in it?
9. What is the advantage of implementing a stack using a singly linked list?
10. A data set consisting of four information nodes A, X, P, and C, is stored in a singly linked list. A field in each node named next is used to “link” them together. The memory locations of the nodes are: 200, 30, 500, and 60, respectively. The memory cell h is the list header. The nodes are to be stored in alphabetic order in the linked list.
a) Draw a picture, similar to Figure 4.2a, showing the relative position of the nodes in main memory.
b) Add arrows to the picture drawn in part (a) to show the ordering of the nodes starting at the list header (see Figure 4.3).
c) Give the contents of the list header.
d) Give the contents of the next field of each node.
e) Draw the standard depiction (see Figure 4.4) of the four nodes in the linked list.
f) Add the node locations to your answer to part (e), as shown in Figure 4.5.
g) Assuming a field named back, was added to each node to order them in reverse alphabetic order, give the contents of this field for each node.
11. Draw the implementation level depiction (see Figure 4.9) of the nodes described in the previous example. (Make up the memory location of the dummy node and the locations of the other linked nodes that are used to implement the structure.)
12. Figure 4.10 depicts an initialized singly linked list. Verify that the singly linked list Insert algorithm is correct when it is used to add a new Listing to an empty singly linked list.
13. Suppose that when a node is added to a singly linked list, it becomes the new last node. Assuming the list header is named h, and the link field is named next, give the pseudocode algorithm for this approach to the Insert algorithm.
 
14. Give the dominant term in the speed function of the Insert algorithm described in the previous exercise.
15. The reference variable p references a node in the middle of a long singly linked list, and q points to the node just before the node that p references.
a) Give the standard graphical representation of the list including the reference variables p and q.
b) Modify the graphic to show the deletion of both the node p points to and the node that follows it.
c) Give the pseudocode to accomplish the deletion of the two nodes.
16. Two linked lists, L1 and L2, are pointed to by the lists headers h1 and h2 respectively. A reference variable, p, stores the address of a node in list L1. The entire list L2, is to be inserted into list L1 just after the node referenced by p.
a) Give the standard graphical representation (Figure 4.4) of the two lists. Include the reference variable, p.
b) Modify the graphic to show the steps necessary to accomplish the insertion of the list L2 into the list L1.
c) Give the pseudocode to accomplish the insertion of the list L2.
17. For the two linked lists described in the previous example, give an algorithm to “shuffle” the two linked lists into one linked list. After the shuffle operation the odd nodes (i.e., the first, third, fifth, etc.) will be the nodes from L1, and the even nodes (i.e., the second, fourth, sixth, etc.) will be the nodes from L2. (Hint: develop the algorithm graphically and then translate it to pseudocode.)
18. Give the pseudocode of the four basic operation algorithms of a sorted singly linked list. (Hint: develop the algorithm graphically and then translate it to pseudocode.)
19. Give the speed functions of the four basic operations for a sorted singly linked list and the average operation speed (assume all operations are equally probable).
20. Give the ratio of the average speed of an Unsorted-Optimized array structure to the average speed of a SinglyLinkedList structure, assuming each structure contains one million information nodes and all operations are equally probable.
21. Describe the garbage collection method for the SinglyLinkedList structure, and give the line number of the code presented in Figure 4.15 that accomplishes (i.e., actually initiates) the “garbage collection.”
22. A SinglyLinkedList structure is used to store a data set. Calculate its density if:
a) Each of the client's information nodes contains 8 bytes of information, and there are 50 nodes in the data set.
b) Each of the client's information nodes contain 200 bytes of information, and there are one million nodes in the data set.
 
23. Give a plot showing the variation in density with the number of nodes, n, stored in a Singly-LinkedList structure. Assume each node contains 10 information bytes and that the range of n is 2 ≤ n ≤ 100.
24. Give an example of when it would be more efficient to use an iterator to access the nodes in a singly linked list.
[bookmark: Programming_Exercises_3]Programming Exercises
25. A database is to be developed to keep track of student information at your college. It will include their names, identification numbers, and grade point averages. The data set will be accessed in the key field mode, with the student's name being the key field. Code a class named Listing that defines the nodes. Your class should include all the methods in the class shown in Figure 2.28. Test it with a progressively developed driver program that demonstrates the functionality of all of its methods.
26. Using the generic capabilities of Java 5.0, modify the implementation of the structure SinglyLinkedList presented in Figure 4.15 to make it fully generic. Include a driver program that demonstrates the functionality of the class with two homogeneous SinglyLinkedList objects that store two different kinds of nodes.
27. Code an application program that keeps track of student information at your college (see Exercise 25). Include their names, identification numbers, and grade point averages in a fully encapsulated, homogeneous singly linked list. When launched, the user will be asked to input the initial number of students and the initial data set. Once this is complete, the user will be presented with the following menu:
Enter: 1 to insert a new student's information,
2 to fetch and output a student's information,
3 to delete a student's information,
4 to update a student's information,
5 to output all the student information, and
6 to exit the program.
The program should perform an unlimited number of operations until the user enters a 6 to exit the program. If the user requests an operation on a node not in the structure, the program output should be “node not in structure.” Otherwise, the message “operation complete” should be output.
28. Code a class that implements a homogeneous stack structure using a singly linked list. The Push operation will insert a node at the front of the linked list, and the Pop operation will fetch and delete the node at the front of the linked list. Include a progressively developed driver program to demonstrate the functionality of the Push and Pop operations.
 
29. Code an application program that keeps track of student information at your college. Include their names, identification numbers, and grade point averages in a fully encapsulated, homogeneous sorted singly linked list structure. When launched, the user will be asked to input the initial number of students and the initial data set. Once this is complete, the user will be presented with the following menu:
Enter: 1 to insert a new student's information,
2 to fetch and output a student's information,
3 to delete a student's information,
4 to update a student's information,
5 to output all the student information in sorted order, and
6 to exit the program.
The program should perform an unlimited number of operations until the user enters a 6 to exit the program. If the user requests an operation on a node not in the structure, the program output should be “node not in structure.” Otherwise, the message “operation complete” should be output.
30. Redo the application described in the previous exercise using a doubly linked list to store the nodes. Add a seventh user option to output all the nodes in descending order.
31. Implement the dynamic version of a stack illustrated in Figures 4.24-4.26 using the class SinglyLinkedList presented in Figure 4.15. Provide a driver program that demonstrates that the Push and Pop operations function properly.
32. Code a class named SLLQueue that uses a double-ended singly linked list to implement a Queue as described in this chapter. Provide a driver program that demonstrates the constructor, enqueue, and dequeue methods function properly.
33. Redo Exercise 27, but this time use the Java API class LinkedList to store the nodes. The list should be accessed in the node number mode. Add a seventh option to the class to increase all the student GPA's by a given amount using an iterator object.
34. Code a GIU program that visually demonstrates the changes that take place to the linked nodes, and the other data members, that make up a SinglyLinkedList object when each of the four basic operations are performed. When the program is launched, the linked list should be shown in its initialized state. Six buttons should be available to the user: one for each of the four basic operations, a “reinitialize” button, and a “quit” button. Text boxes should be provided to permit the user to enter a node's information prior to an Insert or Update operation, and to display the results of a Fetch operation.
[bookmark: 1_An_inner_class_is_a_class_defi]1 An inner class is a class defined within a class.
[bookmark: 2_Once_n_and_h_are_accessed_on_l]2 Once n and h are accessed on lines 1 and 2a, modern compilers would store them in CPU registers for the remainder of the algorithm.
[bookmark: 4_Alternately__a_parameter_can_b]4 Alternately, a parameter can be added to the singly linked list insert method to indicate which end of the list is to receive the new node.
[bookmark: 5_The_compareTo_method_in_the_St]5 The compareTo method in the Strmq class, which is invoked by the compareTo method in the Listing class (Figure 2.16), does this.
[bookmark: 6_L_is_equal_to_2_in_the_structu]6 L is equal to 2 in the structure depicted in Figure 4.32.
[bookmark: 7_Better_programming_practice_wo]7 Better programming practice would be to implement the class SinglyLinkedListIterator as an extension of the class SinglyLinkedList, but that would require the reader to refer to the code of both classes during subsequent discussions in this chapter.
[bookmark: 8_The_iterator__i__and_the_toStr]8 The iterator, i, and the toString methods are used in place of the showAll method in order to illustrate the iterator's use.
[bookmark: CHAPTER_5_Hashed_Data_Structures_1][bookmark: CHAPTER_5_Hashed_Data_Structures][bookmark: Top_of_chap05_xhtml]CHAPTER 5
Hashed Data Structures
  
OBJECTIVES
The objectives of this chapter are to familiarize the student with the features, uses, and implementation of hashing and hashed data structures, and to understand how to convert these data structures to generic implementations. More specifically, the student will be able to
[image: images] Explain the advantages and disadvantages of hashed structures and be able to quantify their performance.
[image: images] Understand the various memory models programmers use to represent static and dynamic hashed structures, and understand the advantages and disadvantages of these representations.
[image: images] Understand the role of key preprocessing algorithms, hashing functions, and collision algorithms in hashed data structures and be familiar with the features of these that lead to good performance.
[image: images] Understand basic numeric and alphanumeric key preprocessing algorithms, hashing functions, and collision algorithms and be able to implement them.
[image: images] Implement a fully encapsulated perfect hashed structure accessed in the key field mode, and be able to understand and quantify its performance.
 
[image: images] Implement a fully encapsulated nonperfect hashed structure accessed in the key field mode, and be able to understand and quantify its performance.
[image: images] Convert a hashed data structure to a generic implementation, and understand the role of the Java hashCode method in this conversion.
[image: images] Develop an application whose data structure is an object in Java's API HashTable class, understand the advantages and disadvantages of the class, and operate on the structure using the class's operation methods.
[image: images] Understand the techniques used to dynamically expand a hashed structure at run-time, and the performance of dynamic hashed structures.
[bookmark: 5_1_Hashed_Data_Structures]5.1 Hashed Data Structures
Each of the data structures we have studied so far—array-based structures, restricted structures (Stacks and Queues), and linked lists—have strengths and weaknesses. All of these structures have high densities. Restricted structures are fast, but they do not support access in the key field mode. The array-based and linked list structures do offer access in the key field mode, but are slow because they use a sequential search to locate a node.
Hashing is an alternate search technique (more accurately a set of techniques) for locating a node in the key field mode. Unlike the Sequential Search algorithm, hashing algorithms are fast. When you want speed, think hashing. Because of their ability to rapidly locate a node, data structures that use hashing access algorithms are in wide use.
In this chapter we will study several hashing algorithms and the data structures that use them. These data structures, called hashed data structures, vary in speed. However, when properly implemented, all of them are faster than the structures we have studied thus far.
There is a down side to hashed structures. For some applications, their overhead can be very high. However, there are many applications where the overhead of even the fastest hashed structure approaches zero. With their guarantee of speed and the possibility of low overhead, hashed data structures should always be considered in our designs.
[bookmark: 5_2_Hashing_Access_Algorithms]5.2 Hashing Access Algorithms
Hashing access algorithms are a collection of algorithms that share a common characteristic: the given key is used to compute an index or a location into a primary storage area. Since the primary storage area is a group of sequentially numbered storage cells, it is normally implemented as an array. Sometimes the nodes themselves are stored in the primary storage area at the computed location (see Figure 5.1a), and sometimes paths to the nodes are stored there. The paths, stored in the primary storage area array, can be a reference variable that stores a node's location (see Figure 5.1b), the beginning of a linked list that contains nodes (see Figure 5.1c), or the location of a secondary array that stores a group of nodes (see Figure 5.1d).1
[image: images]
[bookmark: Figure_5_1_Four_Uses_of_the_Prim]Figure 5.1 Four Uses of the Primary Storage Area
This ability to compute an index into the primary storage area from the given key is what gives hashing access algorithms their speed because computations are performed rapidly by modern CPU's. In contrast, sequential access algorithms perform time-consuming memory accesses to fetch keys from the data structure in order to compare them to a given key. Memory accesses are slow, computations are fast; thus, sequential algorithms are slow, hashing algorithms are fast.
The computation of the index into the primary storage area is performed using a mathematical function, h, that uses the given key as the independent variable. This function, called the hashing access function, is expressed as:
[image: images]
where: ip is the index (in Java, an integer greater than or equal to zero) into the primary storage area,
h is the hashing (or mapping) function of a particular hashing access algorithm, and
k is the contents of the key field of the node being accessed.
Figure 5.2 illustrates the hashing process used to determine a primary storage index.
 
[image: images]
[bookmark: Figure_5_2_The_Hashing_Process]Figure 5.2 The Hashing Process
The function, h, is said to hash or map a key into a primary storage area location. There are many hashing functions. Two of the most simplistic functions used for numeric keys are the Division Hashing function and the Direct Hashing function. These functional relationships are:
	
ip = h(k) = k mod N = k % N
	Division Hashing function


	ip = h(k) = k
	Direct Hashing function


where: N is the number of storage locations allocated to the primary storage area
k is the given key.
Comparing the two hashing functions, the Division function uses the division remainder as the primary index, while the Direct Hashing function uses the key as the primary index. The number of storage locations allocated to the primary storage area, N, should not be confused with the maximum number of nodes that will be stored in the structure, nmax. There are times when they are equal, but most often they are not. In hashing jargon, the ratio nmax/N is referred to as the maximum loading factor.
If the key is negative or non-numeric (e.g., −36 or “Jones”) then some form of preprocessing is performed on the key to convert it to a numeric, non-negative value called a pseudo key and then the pseudo key, pk, is used as the independent variable in the hashing function. Figure 5.3 illustrates the expanded process of converting a key to a primary storage area location when preprocessing is required.
Preprocessing algorithms, and other motivations for using them, will be discussed in subsequent sections of this chapter.
[image: images]
[bookmark: Figure_5_3_The_Hashing_Process_w]Figure 5.3 The Hashing Process with Preprocessing
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[bookmark: Figure_5_4_A_Stadium_Ticket_Data]Figure 5.4 A Stadium Ticket Database Node
[bookmark: Table_5_1]Table 5.1
Comparison of the Division and Direct Hashing Algorithms
	
Ticket Number
(Key Value)
	Calculated Location Using the Two Access Algorithms
	


	Division Algorithm (N = 10,054)
	Direct Algorithm


	342556
	720
	342,556


	000000
	0
	0


	999999
	4463
	999,999


	211854
	720
	211,854


[bookmark: 5_2_1_A_Hashing_Example]5.2.1 A Hashing Example
To illustrate the use of the Division and Direct Hashing algorithms, we will consider a stadium ticket database that will store the ticket number (key field) and the purchaser's name for an event to be held in a 10,054 seat stadium. The ticket number is a six digit encoding of the seat number, the event number, and the event date in the range 000000 to 999999. Figure 5.4 depicts a typical node and the information for ticket number 342556.
For this example, we will assume that all 10,054 tickets will be stored in the data structure, and that there will be 10,054 storage locations (one per ticket) allocated to the primary storage area for the division algorithm (N = 10,054). Under these assumptions, the index computed for ticket number 342556 by our two hashing functions is:
	
ip = h(k) = k % N = 342,556 % 10,054 = 720
	Division Hashing function


	ip = h(k) = k = 342,556
	Direct Hashing function


These indices and the indices computed for several other ticket numbers are tabulated in Table 5.1. The ticket numbers presented in this table were selected to illustrate two issues that arise when using these two access algorithms. The first issue is the Division algorithm's inability to map keys into unique indices, and the second issue is the potential of high overhead associated with the Direct Hashing algorithm. We will first turn our attention to the problem of nonunique indices associated with the Division algorithm.
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[bookmark: Figure_5_5_The_Hashing_Process_w]Figure 5.5 The Hashing Process with Preprocessing and Collision Resolution
As shown on rows 1 and 4 of Table 5.1, the Division algorithm maps the keys 342556 and 211854 into the same index, 720 (342,556 % 10,054 = 720 and 211,854 % 10,054 = 720). The mapping of two keys into the same index is called a collision, and the resolution of a collision is left to another collection of algorithms called (you guessed it) collision algorithms. Unfortunately, collision algorithms reduce the speed of access since they require another processing step usually involving multiple memory accesses. Figure 5.5 illustrates the inclusion of a collision algorithm into the process of converting a key to a primary storage area location.
There is a class of hashing algorithms, called perfect hashing algorithms that map every key into a unique primary storage area index. This unique mapping means that collisions cannot occur, and therefore structures that use perfect hashing algorithms do not include collision algorithms. As a result, they perform better from a speed viewpoint. Our Direct Hashing function is an example of a perfect hashing algorithm since a unique ticket number becomes the unique index.
However, all that glitters is not gold. As shown in the third column of Table 5.1, the information for the lowest and highest ticket numbers, 000000 and 999999, are stored in primary storage locations 0 and 999,999 respectively. Therefore, we would have to allocate 1,000,000 locations to the primary storage area even though only 10,054 of them (one for each seat in the stadium) would be used. The maximum loading factor would be low (0.01 = 10,054 / 1,000,000), which is indicative of a low density structure. In contrast, the Division algorithm can only generate indices in the range 0 to N − 1 (the range of the remainder when dividing by N), and since N was chosen to be the number of tickets, its memory requirements are much more modest.
If properly designed, however, the maximum loading factors of perfect hashing functions for some applications can approach a value of one. A perfect hashing function that minimizes the unused portions of the primary storage area is called a minimum perfect hashing function. Unfortunately, designing a hashing function that even approaches a minimal function is not a simple process. Aside from the complexity of their design, a minimal hashing function is usually tied to a particular application, requires that the designer know the particular subset of the application's keys that will be stored in the data structure, and is valid only for that subset of keys. For example, to design a minimal perfect hashing function for our stadium application we would have to know the subset of ticket numbers that correspond to the 10,054 tickets for a particular event number and date. Once designed, the hashing function would only be valid for that (static) set of ticket numbers and, therefore, it could not be used for other events.
These restrictions limit the use of perfect hashing functions and a further discussion of their design process is, with one exception, beyond the scope of this book. The exception is a set of applications where perfect hashing can be easily applied because the Direct Hashing function can be used without producing low densities; these applications share common characteristics which make the Direct Hashing algorithm approach a minimal perfect hashing algorithm. In the next section, we examine the features of the applications that make this possible and develop a perfect hashed data structure based on the Direct Hashing algorithm. The data structures discussed in the remainder of this chapter will utilize nonperfect hashing algorithms.
[bookmark: 5_3_Perfect_Hashed_Data_Structur]5.3 Perfect Hashed Data Structures
Before we examine the features of an application that make the Direct Hashing algorithm approach a minimal hashing algorithm, we will formally state the definition of a perfect hashing function. Consistent with our previous discussions, we can define a perfect hashing function as:
Perfect Hashing Function
A perfect hashing function is a function that maps each key, in a static set of keys,
into a unique index in the primary storage area.
A static set of keys is the subset of all possible values of the key for which the function is valid. For example, if the keys were comprised of letters, a static set of keys would be the keys “Bob,” “Mary,” “Alice,” and “Tim” and the hashing function would be designed to process only these four keys. As a result, there would be no guarantee that the function would produce a valid index when processing a key outside of the predefined subset (e.g., “Harry”).
By unique index we mean that each location in the primary storage area is dedicated to a particular value of the key. No other key is mapped into that location by the hashing function. When preprocessing is used, the combination of the preprocessing algorithm and hashing function must produce a unique index for each key. The unique mapping eliminates the occurrence of collisions, which degrade the speed performance of hashed data structures. As a result, hashed data structures based on perfect hashing algorithms, which we will refer to as perfect hashed structures, are the fastest of all the data structures we will study.
To identify the feature of an application that permits the Direct Hashing function to approach a minimal perfect hashing function we will revisit the use of this algorithm in our stadium ticket database example. The reason the loading factor was low for that application was that there were 1,000,000 possible ticket numbers (key values) and a place in the primary storage area had to be provided for each of them, even though only 10,054 of these keys would actually by stored. Now consider the case where the 10,054 ticket numbers no longer include an encoding of the event number and date. In this case, the ticket numbers can be the seat numbers and there are only 10,054 possible key values; meaning, we only need to allocate 10,054 locations in the primary storage area, all of which will be used. Thus, an application's feature that permits the Direct Hashing function to approach a minimal perfect hashing function is:
Condition Under Which the Direct Hashing Function Approaches a Minimal Perfect Hashing Function
Of the set of all possible key values, most (or all) of them will be stored in the structure.
Even when conditions are such that a moderate percentage of all possible keys will be represented in the data structure, a Direct Hashing algorithm-based structure can produce acceptable densities. For example, when only half the keys are represented, a density greater than 0.8 is achieved as long as the node width is greater than 32 bytes. One caveat is in order: when the keys are nonnumeric, the percentage of the possible key values represented in the structure is usually too low to produce acceptable densities.
We will now develop a data structure based on the Direct Hashing function.
[bookmark: 5_3_1_Direct_Hashed_Structure]5.3.1 Direct Hashed Structure
Before developing the operation algorithms for this structure, we will discuss a numeric key preprocessing algorithm commonly used with this structure to process numeric keys. We will not discuss a string key preprocessing algorithm because string preprocessing for perfect hashing schemes that produce acceptable densities is highly application specific and beyond the scope of this book.
[bookmark: The_Subtraction_Preprocessing_Al]The Subtraction Preprocessing Algorithm
In a numeric key application when the minimum key value (kmin) is nonzero, a subtraction preprocessing algorithm is used to compute a pseudo key. As shown in Figure 5.3, the calculated pseudo key is then used in the Direct Hashing algorithm. This prevents the Direct Hashing algorithm from generating negative indices when the minimum key is negative, and improves the density when the minimum key is positive. In the latter case, without preprocessing, the minimum index generated by the direct hashing algorithm would be kmin, and the low area of primary storage (indices 0 to kmin − 1) would be unused. The Subtraction Preprocessing algorithm is:
 
[bookmark: table_5_2][image: images]
Subtraction Preprocessing Algorithm
pk=k–kmin
where:
pk is the calculated pseudo key,
k is the given key that can assume negative values, and
kmin is the minimum value the key can assume.
Table 5.2 illustrates the use of the algorithm for minimum key values of −3 and 112, which prevents a negative index from being produced by the Direct Hashing function.
[bookmark: Primary_Storage_Area]Primary Storage Area
As mentioned in Section 5.2, the primary storage area is normally implemented as an array, but, we must decide what will be stored in the array. We have two choices in Java: Each element of the primary storage array can store a reference to a single node (just as they did in the Unsorted-Optimized array structure discussed in Chapter 2), or each element can store a path to a group of nodes (see Figures 5.1c and d). We will use the first option: each element of the array will store a reference to a single node, because it is simpler. The second option will be discussed later in the chapter.
When an array of references is created in Java, each element is initialized to null. Realizing this, we will use a null element to indicate that the node whose key maps into the element is not in the structure. Figure 5.6 shows the primary storage area in its initialized state.
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[bookmark: Figure_5_6_Primary_Storage_Area]Figure 5.6 Primary Storage Area in its Initialized State
[bookmark: Operation_Algorithms_2]Operation Algorithms
Having decided on what will be stored in the array and the condition for a nonexistent node, we can now examine the basic operation algorithms. The four basic operation algorithms for our perfect hashed structure all begin the same way. We use the Direct Hashing function, preceded by a preprocessing algorithm when necessary, to determine the index into the primary storage area, ip. Then, using this element of the array as the reference to the node, we perform the operation on the node.
To insert a node into the structure, we deep copy the node into a newly created node, and store a reference to the new node in element ip of the primary storage array. Assuming the name of the primary storage array is data, that the node to be inserted is referenced by newNode, and its key is targetKey, the pseudocode of the Inset algorithm is:
Direct Hashed Insert Algorithm
[image: images]
This is an encapsulated Insert operation because the address of the newly created node is stored inside the data structure, not the address of the client's node. Figure 5.7 shows the structure after two telephone listing nodes have been added to the structure. It assumes that the preprocessing and hashing algorithms map the keys “Bill” and “Bob” into indices 4 and 1 respectively.
[image: images]
[bookmark: Figure_5_7_A_Direct_Hashed_Struc]Figure 5.7 A Direct Hashed Structure after Bill's and Bob's Listings have Been Inserted
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[bookmark: Figure_5_8_The_Process_of_Fetchi]Figure 5.8 The Process of Fetching Bill's Listing
The Fetch operation returns a deep copy of the requested node or a null value if the requested node is not in the structure. Returning a deep copy hides the address of the listing stored inside the data structure from the client and thus maintains the structure's encapsulation. Figure 5.8 illustrates the process of fetching Bill's listing. Assuming the name of the primary storage array is data, that the key of the node to be deleted is targetKey, the pseudocode of the Fetch algorithm (which defers the language-specific checking for insufficient system memory to the implementation) is:
The Direct Hashed Fetch Algorithm
[image: images]
To perform a Delete operation, we simply set element: data[ip] to null. The pseudocode of the Delete algorithm is:
The Direct Hashed Delete Algorithm
[image: images]
Figure 5.9 shows the data structure after Bob's listing is deleted, but before the deleted node's storage is collected by Java's run-time memory manager.
As we have done with previously studied data structures, for the purposes of brevity, we will use the Delete and Insert operations in the Update algorithm. Assuming that the node with the key field targetKey is to be updated to the contents of the node newNode, the pseudocode of the Update algorithm (which defers the language-specific checking for insufficient system memory to the implementation) is:
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[bookmark: Figure_5_9_Data_Structure_after]Figure 5.9 Data Structure after Bob's Listing is Deleted
The Direct Hashed Update Algorithm
[image: images]
[bookmark: Performance]Performance
We will now examine the performance of the Direct Hashed data structure, by examining the speed of the basic operation pseudocode, and the amount of overhead memory required to implement this code.
[bookmark: Speed_of_the_Structure_3]Speed of the Structure
To analyze the speed of the structure, we will perform a Big-O analysis to bound the number of memory access instructions executed as n, the number of nodes stored in the structure, gets large. We will assume that an optimizing compiler will use a CPU register to store a memory cell's value after the first time it is accessed.
Looking at the Insert, Fetch, and Delete algorithms, Line 2 of each algorithm invokes the preprocessing algorithm. The number of instructions executed in this algorithm is not a function of the number of nodes in the structure, and an optimizing compiler would store most of the code's variables in CPU registers. The one exception would be if the keys were non-numeric, which is a case we are not considering. When our Subtraction Preprocessing algorithm is used, a total of two memory accesses is required to preprocess a key; one memory access to fetch the key, and one to fetch the maximum key value.
Examining the remainder of the pseudocode instructions in the Insert, Fetch, and Delete algorithms, we see that the number of instructions executed is also not dependent on the number of nodes in the structure. Rather, the algorithms perform one access into the primary storage array on Line 5 of each algorithm to access data[i], and the Delete algorithm performs an additional memory access on Line 8 to overwrite data[i]. Therefore, a total of one memory access is performed during an Insert or Fetch operation (three with preprocessing), and two memory accesses are performed during a Delete operation (four with preprocessing). Thus the speed complexity for these operations, including the preprocessing term, is O(1).
[bookmark: Overhead_and_Density]Overhead and Density
Certainly, the speed of this structure is very good news. Let us now turn our attention to the overhead and density of the structure. As we have previously discussed, this could be very high or very low depending on the application. The source of the overhead for this structure is the same as that of the array-based structures. It is the array of reference variables, the primary storage area array. Unlike the array-based structures however, where the array was sized to the maximum number of nodes that would be stored in the structure at one time, the Direct Hashed structure's array is sized to the maximum value of the key (or pseudo key when preprocessing is performed). Thus, the overhead can become significant if the number of nodes that will be stored in the structure is small compared to the size of the set of all possible keys.
The density of any data structure, D, is defined as:
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with:
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Using the notation:
n is the number of nodes stored in the structure,
w is the width of a node, in bytes,
N is the number of elements in the primary storage array, and
wa is the width of each element of the array, in bytes,
the information bytes and total bytes of the data structure becomes:
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Thus, the density of our Direct Hashed structure, Ddh, becomes:
[image: images]
Dividing the numerator and denominator of the right side of this equation by n * w we obtain:
[image: images]
Examining the previous equation, we see that the density is dependent on two ratios:
• N / n, the ratio of the size of the array to the number of nodes stored in the structure, (the inverse of the loading factor).
• wa/ w, the ratio of the size of the array elements to the node width.
The term N / n (the inverse of the loading factor) in the denominator of this equation was not present in the density equation of the array-based structures, and the density of this structure is highly dependent on it (and thus the loading factor). When the loading factor is one, the density of this structure is the same as the density of the array-based structures and we have the best of both worlds: speed and high density.2
In Java, reference variables occupy 4 bytes, and so wa = 4. Substituting this value for wa in the above density equation and replacing N / n with the the reciprocal of the loading factor l, we obtain:
Density of a Direct Hashed Data Structure
Ddh = 1/(1+4/(l*w))
Where:
w is the width of a node, in bytes, and
l is the loading factor (n / N).
Figure 5.10 presents the variation in density with a loading factor for the Direct Hashed structure for various client node widths, w. Substituting a density of 0.8 into the density equation and solving for w * l, we see that a density of 0.8 or better is achieved when w * l ≥ 16, or w ≥ 16/l. Figure 5.11 presents the client node widths that result in a density of 0.8 or greater at various loading factors. This figure demonstrates that there is a there is a wide range of loading factors that produce good density as long as the client's nodes are wide enough.
Table 5.3 summarizes the performance of the Direct Hashed structure, and includes the performance of the previously studied structures for comparative purposes. Its speed is the fastest of all the data structures we have studied, or will study, and its density for some applications can be high. The implementation of this perfect hashed structure is left as an exercise for the student.
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[bookmark: Figure_5_10_Density_of_the_Direc]Figure 5.10 Density of the Direct Hashed Structure
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[bookmark: Figure_5_11_Node_Widths_and_Load]Figure 5.11 Node Widths and Loading Factors that Result in a Density of 0.8
[bookmark: 5_4_Nonperfect_Hashed_Structures]5.4 Nonperfect Hashed Structures
When the conditions of an application require high speed but are such that perfect hashing cannot be used (e.g., the key set is not static, the density would be too low, or an efficient perfect hashing function cannot be discovered), a hashed structure based on a nonperfect hashing algorithm provides the next fastest alternative. These structures, which we will refer to simply as hashed structures, do not provide a unique location in the primary storage area for every allowable value of the key. As a result, two or more keys can map into the same primary storage index. When this happens, we say that a collision has occurred and so the mapping process must be expanded (as depicted in Figure 5.5) to include a collision resolution algorithm.
 
[bookmark: table_5_3][image: images]
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[bookmark: Figure_5_12_Hashed_Data_Structur]Figure 5.12 Hashed Data Structure Flowchart
There are many collision algorithms, preprocessing algorithms, and hashing functions used by hashed data structures to determine the primary storage area location for a given key. Regardless of the particular algorithms used, they are generally executed as shown in Figure 5.12. If the array index generated by the preprocessing and hashing algorithms result in a collision, a collision algorithm is repeatedly executed (see bottom of Figure 5.12) until a correct location (which, in the case of the Insert operation, is an unused location) is found.
For example, suppose that Bill's listing was to be inserted into a hashed data structure that already contained Bob's listing referenced by element 1 of the primary storage array. Let us assume, as shown on the left side of Figure 5.13a, that the key “Bill” is preprocessed and hashed into index 4, and that element 4 of the primary storage array was unused. Bill's listing would then be stored in the structure referenced by element 4 (see Figure 5.13a).
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[bookmark: Figure_5_13a_Inserting_Bill_s_In]Figure 5.13a Inserting Bill's Information
[image: images]
[bookmark: Figure_5_13b_The_First_Unsuccess]Figure 5.13b The First Unsuccessful Attempt to Insert Tom's Information
 
Now suppose that Tom's listing is to be inserted next and that the key “Tom” is also preprocessed and hashed into index 4 (see Figure 5.13b). A collision has occurred. We cannot reference Tom's listing with element 4 since it is already pointing to Bill's listing. Technically speaking, when Bill's information is inserted first, index 4 is no longer the correct place to store Tom's information. Therefore, the collision algorithm would be executed to determine a correct (unused) location for Tom's information.
Where Tom's information will be inserted depends on the collision algorithm used. As shown on the left side of Figure 5.13c, some collision algorithms use the incorrect index to generate the next location to be considered. It is possible that the index produced by the collision algorithm also has some other node stored in that element (see Figure 5.13c). In this case, this new index is also incorrect, and the collision algorithm continues to execute until a correct, or unused, element of the primary storage area is located (see Figure 5.13d).
Continued execution of the collision algorithm is the weakness of hashed structures, because each execution of the collision algorithm involves memory accesses. Consider the case where half the nodes are accessed before a correct location is found. Then the speed of the algorithm, in Big-O notation, is O(n / 2). This is approximately the speed of the array-based and linked list structures we previously studied, and the speed advantage of hashed structures is lost.
Thus, it is important that the preprocessing, hashing, and collision algorithms of a hashed data structure be carefully chosen in order to minimize the number of collisions. Before studying three specific algorithms and the features that minimize collisions, we will examine the strategy used to size the primary storage area array for a hashed structure because the size of this array can also have an effect on the number of times the collision algorithm executes. This discussion will begin with a definition of the term search length.
[bookmark: 5_4_1_Search_Length]5.4.1 Search Length
Search length, L, a parameter used to describe the speed of all data structures is defined as:
Search Length
The number of memory accesses required to locate the node.
As we have seen, perfect hashed data structures dedicate a unique location in the primary storage area for each allowable value of the key. There are no collisions, and thus the search length for perfect hashed structures is always one (one access into the primary storage area to fetch the location of the node).
For a hashed structure, when an operation is performed without a collision, the search length is also one. Most often, however, there are multiple collisions. Since the number of collisions varies from one operation to another, an average search length, Lavg, is used as a measure of the speed of a hashed data structure. One would hope that the average search length would be well below n / 2, since n / 2 would be the average search length of the (slow) sequential search. As we shall now discuss, the size of the primary storage area of a hashed data structure can greatly influence the average search length of the structure.
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[bookmark: Figure_5_13c_The_Second_Unsucces]Figure 5.13c The Second Unsuccessful Attempt to Insert Tom's Information
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[bookmark: Figure_5_13d_The_Successful_Atte]Figure 5.13d The Successful Attempt to Insert Tom's Information
[bookmark: 5_4_2_Primary_Storage_Area_Size]5.4.2 Primary Storage Area Size
 
A guideline for sizing the primary storage area of a hashed data structure is that it be a small percentage higher than the maximum number of nodes that the structure will contain, nmax. Thus, we have:
Size of the Primary Storage Area, N, for a Hashed Structure
size of the primary storage area = N = nmax + p * nmax
where:
nmax is the maximum number of nodes to be stored in the structure, and
p is a percentage expressed in decimal form (i.e., for 10%, p = 0.10).
Usually, for reasons we will discuss shortly, a value of p = 33% results in optimum performance. Applying this guideline to our stadium ticket database problem in which 10,054 nodes are to be stored (nmax = 10,054), the size of the primary storage array would be 13,371 elements (10,054 + 10,054 * 0.33).
[bookmark: Optimum_Loading_Factor]Optimum Loading Factor
For hashed structures we normally talk about two loading factors, the current loading factor, l, and the maximum loading factor lmax. The current loading factor is computed using the number of nodes currently in the structure, n, and the maximum loading factor is computed using the maximum number of nodes that will be stored in the structure, nmax.
Loading Factors
l = n / N (current loading factor)
lmax = nmax / N (maximum loading factor)
 
where:
n is the number of nodes the structure currently contains,
N is the number of elements in the primary storage array, and
nmax is the the maximum number of nodes that will be stored in the structure.
As nodes are added to a hashed structure, the current loading factor increases until finally, when every node in the database is stored in the data structure, the two loading factors are equal.
When we size the primary storage area of a hashed data structure using the optimum value of p (33%), the maximum loading factor is fixed at 0.75:
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From a density viewpoint, a higher loading factor would be better. However, from a speed viewpoint the number of collisions that occur are lower when the loading factor is low because more of the primary storage area is unused. The optimum value (lmax = 0.75 with p = 33%), was chosen as a middle ground where the number of collisions (search length) is acceptably low and the density is still relatively high. This middle ground is possible because, while the density decreases in a linear fashion with loading factor, the average search length decreases in a more rapid nonlinear fashion4 (see Figure 5.14). As a result, at a loading factor near 1.0 (where the density is high) a decrease in loading factor produces a much larger decrease in search length than it does a decrease in density. This trend continues until we reach a maximum loading factor of 0.75 (called the optimum loading factor) at which we reach a point of diminishing returns. At this point, as shown in Figure 5.14, the average search length is between three and four memory accesses. Further reductions in the loading factor produce relatively insignificant decreases in the average search length while producing significant decreases in density.
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[bookmark: Figure_5_14_Variation_of_Average]Figure 5.14 Variation of Average Search Length with Loading Factor for Hashed Structures
 
To demonstrate that the density is relatively high at the optimum loading factor, we will derive an expression for the density of a hashed data structure, Dh, in terms of the loading factor and evaluate it for a loading factor of 0.75. The density can be expressed as
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where:
n is the number of nodes stored in the structure,
w is the number of information bytes per node,
N is the size of the primary storage area array, and
wa is the number of bytes per primary storage area array element.
Dividing numerator and denominator by n, and realizing that wa is 4 (i.e., reference variables in Java occupy 4 bytes), Dh becomes
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where l is the loading factor, n /N. (This is the same density equation derived for the Direct Hashed structure in Section 5.3.1.) Substituting a loading factor of 0.75, we obtain
[image: images]
This function, plotted in Figure 5.15, yields densities greater than 0.8 for client node widths greater then 22 bytes per node.
Therefore, to achieve good speed (average search lengths of between three and four memory accesses) while maintaining relatively high densities, hashed data structures are designed so that the maximum loading factor is 0.75. At this loading factor the primary storage area array is 33% larger than nmax (the maximum number of nodes stored in the data structure at any given time).
[bookmark: Prime_Numbers]Prime Numbers
There is one other issue to be considered when sizing the primary storage area. For reasons that we will discuss later, if the size of the primary storage area (N) is a prime number,5 then the number of collisions for certain hashing and collision algorithms is minimized. Euclid proved, in the third century BC, that there are an infinite number of prime numbers. Table 5.4 presents the prime numbers less than 7000.
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[bookmark: Figure_5_15_Density_of_Hashed_St]Figure 5.15 Density of Hashed Structures at the Optimum Loading Factor (0.75)
The performance of some hashing and collision algorithms improves even further if we choose only primes of the type “4k + 3”. Only a subset of the prime numbers are 4k + 3 primes. A prime, P, is a 4k + 3 prime if there is an integer k such that P = 4 * k + 3. Therefore, to determine if a prime is a 4k + 3 prime we set the prime equal to 4 * k + 3, solve for k, and see if k is an integer. If it is, the prime is a 4k + 3 prime. Otherwise, it is not.
To illustrate this test, we will arbitrarily choose P to be the prime 61. Then, setting 61 = 4 * k + 3 and solving for k we have
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Since k is not an integer, 61 is not a 4k + 3 prime.
Alternately, if we choose the prime 67, we find that
[image: images]
Therefore, since k is an integer, 67 is a 4k + 3 prime.
To take advantage of the speed increase associated with prime numbers, we will increase the size of the primary storage area array to be the 4k + 3 prime just above that calculated with our general sizing guideline (N = 1.33nmax). This minor increase in N does not produce a significant decrease in density. Thus, the optimum size of a hashed data structure's primary storage area array is:
 
[bookmark: table_5_4][image: images]
 
Optimized Size of the Primary Storage Area, N, for a Hashed Structure
N = next highest 4k + 3 prime 33% above the maximum number of nodes
that will exist in the structure at any given time, n max.
As an example, suppose that we were going to store 5000 nodes in a hashed data structure. To calculate the size of the primary storage area, first we multiply 5000 by 1.33 (to add 33%) and obtain 6650. Referencing the table of primes, the first prime greater than 6650 is 6653. Testing 6653 to determine if it is a 4k + 3 prime, we find it is not (k = (6653 − 3) / 4 = 1662.5). The next highest prime is 6659, which is a 4k + 3 prime (k = (6659 − 3) / 4 = 1664). Thus, the size of the primary storage area array would be 6659 elements.
The code presented in Figure 5.16 calculates, and returns, the next highest 4k + 3 prime a given percent (pct) above a given integer (n).
The method determines the requested 4k + 3 prime by testing successively higher odd candidate integers the given percentage above n to determine if they are prime numbers. When a prime number is found, the prime is then tested to determine if it is a 4k + 3 prime. The process continues, until a 4k + 3 prime is found.
Lines 6–8 make an initial guess of the 4k + 3 prime to be the next odd integer (2 is the only even prime) the given percent above n. Lines 9–27 is an outer loop that continues until the prime, found in the inner loop (Lines 10–20) is a 4k + 3 prime. The test for a 4k + 3 prime is performed on Line 21.
The test to determine if the candidate is, in fact, a prime is performed by the for loop of Lines 12–15. The candidate prime is divided by every integer between the square root of the candidate prime and 2. If the remainder of the division is zero (Line 13) then the candidate is not a prime. In this case, the candidate prime is increased to the next highest odd integer (Line 17) and this new candidate prime is tested.
Starting the divisor, d, in the for loop at the square root of the candidate prime, saves many iterations through the loop. A more brute force approach would start the divisor at one less than the candidate prime. For instance, for a candidate prime of 10,000,001, d would be initialized to 10,000,000, and the loop would execute 9,999,998 times. However, if we initialize d to 3263 (the square root of 10,000,001) the loop executes only 3262 times.
To determine the validity of this technique, we must verify that if an integer, p, is not evenly divisible by an integer less than the square root of p, it is not evenly divisible by an integer greater than the square root of p. The proof of this statement is in Appendix C, but we can gain an intuitive understanding of its validity by considering the following example:
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[bookmark: Figure_5_16_Method_to_Calculate]Figure 5.16 Method to Calculate a 4k + 3 Prime Number
Suppose the candidate prime was 100. Its square root is 10. If the for loop were allowed to proceed through all the integers at and below 10, it would consider divisors of 10 through 2 and would determine that 10, 5, 4, and 2 are all evenly divisible into 100. If it were to examine the integers above the square root of 100, it would find that 50, 25, and 20 are all evenly divisible into 100. But 50 * 2 = 100, which means that since 50 is an even divisor, 2 would also have to be (100 / 2 = an integer, 50). Thus, by testing 2 we eliminate the need to test 50. Similarly by testing 4 we are, in effect, also testing 25, 5 also tests 20, with 10 (the square root of the candidate prime) being a symmetry (pivot) point.
Having gained an understanding of how to size the primary storage area array in a way that minimizes collisions while producing acceptable densities, we will now turn our attention to a discussion of the preprocessing, hashing, and collision algorithms used in hashed data structures.
[bookmark: 5_4_3_Preprocessing_Algorithms]5.4.3 Preprocessing Algorithms
 
As shown in Figure 5.5, a preprocessing algorithm maps keys into pseudo keys. Most hashing functions require that some form of preprocessing be performed when the key field is alphanumeric or it can assume negative values, because their independent variable must be a positive integer.
When the keys can assume negative values, the Subtraction algorithm discussed in Section 5.3.1 can be used, although hashed structures employ a wide variety of algorithms to preprocess both numeric and alphanumeric keys. Generally speaking, most string preprocessing algorithms combine the bits that make up the characters of the key into four bytes, and the resulting bit pattern is then evaluated as a positive integer. One of these preprocessing algorithms is coded into the method hashCode(), discussed in Section 5.4.6, which is a member of the Java String class.
Naturally, a good preprocessing algorithm will produce pseudo keys that infrequently collide. Three widely used preprocessing algorithms used in hashed structures are: folding, Pseudorandom Averaging, and Digit Extraction. They are often used to preprocess both numeric and nonnumeric keys. We will begin our discussion of these algorithms with a folding algorithm.
[bookmark: Fold_Shifting_Preprocessing_Algo]Fold-Shifting Preprocessing Algorithm
Generally speaking, folding algorithms divide the key field into groups of bits, with the size (number of bits) of each group being the desired size of the pseudo key. Then the groupings are treated as numeric values, and arithmetically added to produce the pseudo key. Typically, one grouping near the middle of the key, called the pivot, is selected as the first operand in the addition. To maintain the size of the pseudo key, arithmetic overflow from the higher order bit is ignored. Thus, folding can be used to convert keys of any size into integer pseudo keys.
A popular version of a folding algorithm, called Fold-shifting, is illustrated in Figure 5.17. The top half of the figure is presented purely for pedagogical purposes in that the algorithm's operands and additions are shown in the decimal (base 10) system. The 9 digit numeric key 987845369 is transformed into the 3 digit pseudo key 201, using 845 as the pivot. A more realistic but slightly more complicated application of the algorithm is shown at the bottom of the figure. The nonnumeric key “Al McAllister” (with the blank removed), is converted into a 32 bit integer pseudo key. The middle four characters, “Alli”, are used as the pivot point and the Unicode bit patterns6 of the four characters to the left and right of it are added to it. The resulting integer, 4,132,249,406, is used as the 32 bit integer pseudo key.
A variation on this basic technique reverses the characters in the groupings before the addition is performed.
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[bookmark: Figure_5_17_Fold_Shifting_Key_Co]Figure 5.17 Fold-Shifting Key Conversion
The Java coding of the fold-shifting algorithm for non-numeric keys is presented in Figure 5.18. It preprocesses String keys of any length into a 32 bit integer pseudo key. It does not ignore white space and is case sensitive (e.g., “Bob Smith”, “BobSmith”, and “bob smith” map to the pseudo keys 1,780,691,972, 706,950,148 and 1,344,743,749, respectively). It should be kept in mind, however, that there are many keys that, when processed by this algorithm, yield the same pseudo key (e.g., “MaryLynnTodd” and “MaryToddLynn” both produce the pseudo key 297,122,485) so the algorithm is not suited for use in perfect hashed structures.
The loop on Lines 7–17 process all the characters of the key. Starting on the left side of the key, Lines 8–10 build four character groupings and place them into the variable grouping. Line 11 checks to see if the grouping is complete; that is if grouping contains four characters or contains the (possibly incomplete) last grouping. Line 12 builds the pseudo key by adding the grouping to it. When the last grouping is processed, the absolute value of the pseudo key is returned on Line 18.7
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[bookmark: Figure_5_18_A_Fold_Shifting_Non]Figure 5.18 A Fold-Shifting Non-Numeric Key Conversion Method
[bookmark: Pseudorandom_Average_Preprocessi]Pseudorandom Average Preprocessing
Pseudorandom preprocessing is a technique used to distribute keys somewhat randomly about the primary storage area array. Generally speaking, introducing randomness into the preprocessing algorithm tends to reduce collision frequencies. The algorithm is:
Pseudorandom Preprocessing
pk = p1 * k + p2
where:
pk is the pseudo key,
k is the key, and
p1 and p2 are prime numbers.
The prime numbers are usually small and, once chosen, retain their values over the life of the data structure. As an example, consider the numeric key: 89,351. Assuming the primes p1 and p2 were chosen to be 13 and 53, respectively, then the pseudo key would be
pk = 13 * 89351 + 53 = 1,161,616.
 
Usually arithmetic overflow occurring in this calculation is ignored. Pseudorandom preprocessing can also be applied to non-numeric key applications after the key is converted to a numeric equivalent, perhaps using the folding technique previously discussed.
[bookmark: Digit_Extraction_Preprocessing]Digit Extraction Preprocessing
Digit extraction, like folding, is a technique used to reduce the length of multiposition (or multi-digit) keys, and also to introduce randomness into the pseudo keys it generates. Several key positions (e.g., m of them) are retained to form the pseudo key; all other key positions are ignored. Thus, the multiposition key is mapped into an m position pseudo key formed by concatenating the retained m key position values.
Key positions that add uniqueness to the keys are usually passed onto the pseudo key. For example, consider keys with fifteen positions and every other position's value common to all keys. Two typical keys would be: 123456789012345 and 928436281042542. These common value positions would be ignored and only the first, third, etc. key positions would be retained. In this example, m would be 8, and the key 123456789012345 would map into the pseudo key, 13579135. This technique can be used to preprocess non-numeric as well as numeric keys. Naturally, non-numeric keys would require further preprocessing (e.g., Fold-shifting).
In the case of non-numeric keys the bit patterns of the characters that make up the keys are examined to determine which bits are not contributing any uniqueness. These bit locations are then ignored. For example, Java's Unicode representation of lowercase letters all begin with 0000 0000 011 (e.g., “a” is 0000 0000 0110 0001 and “b” is 0000 0000 0110 0010). Therefore, if the keys were comprised of just lowercase letters, only the rightmost five bits of the key's characters would be retained and processed through the Fold-shifting algorithm.
[bookmark: 5_4_4_Hashing_Functions]5.4.4 Hashing Functions
There are many hashing functions used in hashed structures to compute the index into the primary storage area, ip. These include both the Direct Hashing function and the Division Hashing function previously discussed. Assuming preprocess is performed, they are:
	
ip = h(pk) = pk
	Direct Hashing function


	ip = h(pk) = pk mod N = pk % N
	Division Hashing function


where:
N = the number of storage locations allocated to the primary storage area, and
pk is the given key.
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[bookmark: Figure_5_19_Open_Addressing_Coll]Figure 5.19 Open Addressing Collision Resolution of “Tom” Colliding with “Bill” During an Insert Operation
When preprocessing is not performed,8 the pseudo key, pk, in the previous equations is replaced with the value of the key. Most hashed data structures, however, do perform some form of preprocessing. Of the two algorithms, the Division algorithm is more commonly used in hashed structures.
[bookmark: 5_4_5_Collision_Algorithms]5.4.5 Collision Algorithms
Collision algorithms can be divided into two categories: those algorithms that compute an index into the primary storage area and those that do not. The former group is called open addressing collision algorithms and the latter group is called non-open addressing collision algorithms.
When open addressing is used, each element of the primary storage area stores a reference to a single node, and the collision algorithm always generates indexes into the primary storage area array. During an Insert operation, if the location generated by the preprocessing/hashing algorithms is occupied, an open addressing collision algorithm looks for the unused or open address in the primary storage area array. Thus the name: open addressing. Figure 5.19 illustrates the resolution of the collision of the key “Tom” with “Bill” by an open addressing collision algorithm.
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[bookmark: Figure_5_20_Non_Open_Addressing]Figure 5.20 Non-Open Addressing Collision Resolution of “Tom” Colliding with “Bill” During an Insert Operation
When non-open addressing is used, each element of the primary storage area can store a reference to multiple nodes (see Figures 5.1c and 5.1d). This reference locates all the nodes that the preprocessing /hashing algorithms map into the element (synonyms). Thus, during an Insert operation, if the location generated by the preprocessing/hashing algorithms is already occupied, a non-open addressing collision algorithm stores the reference to the inserted node outside the primary storage area array. Figure 5.20 illustrates the resolution of the collision of the key “Tom” with “Bill” by a non-open addressing collision algorithm.
We will begin our study of collision algorithms with a study of open addressing collision algorithms.
[bookmark: Linear_and_Quadratic_Probing_Col]Linear and Quadratic Probing Collision Algorithms
Linear Probing and Quadratic Probing are two similar open addressing collision algorithms, expressed as:
	
ip = ip + 1
	Linear Probing collision algorithm


	ip = ip + p2
	Quadratic Probing collision algorithm


where:
ip is the index into the primary storage area array, and
p is the pass number (1, 2, 3,…) through the collision algorithm loop depicted in the lower portion of Figure 5.12.
 
[bookmark: Table_5_5]Table 5.5
Indices Generated by the Linear and Quadratic Collision Algorithms, for an Initial (Home) Address of 4
	
Collision Algorithm Pass Number, p
	Index Generated by the Collision Algorithm
	


	Linear
	Quadratic


	1
	5
	5


	2
	6
	9


	3
	7
	18


	4
	8
	34


	5
	9
	59


	6
	10
	95


	7
	11
	144


	8
	12
	208


	9
	13
	289


	10
	14
	389


	11
	15
	510


	12
	16
	654


	13
	17
	823


	14
	18
	1019


	15
	19
	1244


	16
	20
	1500


	17
	21
	1789


	18
	22
	2113


Both algorithms calculate the index of the next candidate location in the primary storage area by adding an increment to the current, unsuccessful location. In the case of the Linear algorithm the increment is 1, which amounts to a sequential search upward through the primary storage area. The increment added to the current location in the Quadratic algorithm is the square of the pass number through the collision algorithm's loop. Assuming the preprocessing/hashing algorithm produced an initial, or home, index of 4, Table 5.5 gives the subsequent indices generated by both algorithms, for the first 18 passes through each algorithm.
 
Since both algorithms continue to add a positive increment to the unsuccessful index it will continue to grow as the pass number increases, and eventually it will exceed the maximum allowable index of the primary storage area array, N − 1. For example, if N is 19 and the home address is 4, then the Linear algorithm generates indices that are out of bounds after pass 14 and the Quadratic algorithm produces invalid indices after pass 3 (see the shaded cells in Table 5.5). To prevent this from happening, the algorithms are modified to perform modulo N arithmetic which guarantees that the calculated index remains in the allowable range of the primary storage array, 0 ≤ ip ≤ N − 1. The modified algorithms are:
	
ip = (ip + 1) % N
	Linear Probing collision algorithm


	ip = (ip + p2) % N
	Quadratic Probing collision algorithm


where:
ip is the index into the primary storage area array, and
p is the pass number (1, 2, 3,…) through the collision algorithm loop depicted in the lower portion of Figure 5.12.
For N = 19, both modified algorithms produce indices in the range 0 to 18, and the indexing into the primary storage area array is never out of bounds. Table 5.6 presents the indices for the first 18 passes through the revised algorithms.
Although modulo N arithmetic has solved the index-out-of-bounds problem, these two collision algorithms are rarely used. The data in Table 5.6 reveals three undesirable characteristics intrinsic to these two algorithms that renders them two of the poorer performers in the world of open addressing collision algorithms. These undesirable characteristics are:
• Multiple accesses of an element of the primary storage array (Quadratic algorithm)
• Primary clustering (Linear algorithm)
• Secondary clustering (Quadratic algorithm)
The rightmost column of Table 5.6 illustrates the problem of multiple accesses. Beginning with a home address of 4, and after 18 passes through the Quadratic collision algorithm, the algorithm has generated the index 4 twice (pass numbers 9 and 18) and the indices 9 and 18 three times each (pass numbers 2, 10, 15, and 3, 8, and 16, respectively). This is a waste of eight passes through the algorithm, because if the locations 4, 9, and 18 were unacceptable the first time they were generated, there is no need to consider them again. Furthermore, indices 1, 7, 10, 13, 14, and 17 have not been generated.
The Linear Collision algorithm inevitably leads to the problem of primary clustering. Primary clustering occurs when the nodes mapped into the same home address by the preprocessing/ hashing algorithms, are located in a tight cluster near the home address. Consider the insertion of six nodes, A, B, C, D, E, and F whose collisions will be resolved using the Linear collision algorithm. Let us assume that A, B, C, D, and E's home address is 4, and that F's home address is 6.
 
[bookmark: Table_5_6]Table 5.6
Indices Generated by the Modified Linear and Quadratic Collision Algorithms, for an Initial (Home) Address of 4
	
Pass Number, p
	Collision Algorithm
	
	


	Linear
	Quadratic


	1
	5
	5


	2
	6
	9


	3
	7
	18


	4
	8
	15


	5
	9
	2


	6
	10
	0


	7
	11
	11


	8
	12
	18


	9
	13
	4


	10
	14
	9


	11
	15
	16


	12
	16
	8


	13
	17
	6


	14
	18
	12


	15
	0
	9


	16
	1
	18


	17
	2
	3


	18
	3
	4


Furthermore we will assume that the nodes are inserted in the order A, B, C, D, E, and finally F. If the structure was empty to begin with, A would be inserted without a collision at location 4. Referring to the middle column of Table 5.6, B would be inserted (after one pass through the collision algorithm) at location 5; C (after two passes) would be inserted at location 6, etc. Figure 5.21 depicts the structure after nodes A through E have been inserted.
The grouping of nodes A through E near their home location (4) is a primary cluster. There are two problems with primary clustering. Not only do they slow down operations on the nodes whose home address is the home address of the cluster (e.g., nodes B, C, D, and E), but they also slow down operations on nodes whose home address is anywhere within the cluster. For example, in the absence of the primary cluster, F (whose home address is 6) would be inserted without a collision. However, because of the primary cluster, three passes through the collision algorithm are required to insert F; location 7 is tried first, then location 8, and finally location 9. If nodes B, C, D, and E were scattered about primary storage, F would probably be inserted at location 61 without a collision.
[image: images]
[bookmark: Figure_5_21_A_Primary_Cluster_Pr]Figure 5.21 A Primary Cluster Produced by the Linear Collision Algorithm after Inserting Five Nodes with the Same Home Address (4)
Secondary clustering occurs when nodes with the same home address, although scattered throughout the primary storage area, generate the same sequence of collision addresses. The Quadratic collision algorithm generates secondary clusters. Consider the insertion of five nodes, A, B, C, D, and E. We will assume that the nodes are inserted in the order A, B, C, D, and E; that the Quadratic collision algorithm is used to resolve collisions; and that the home address of all five nodes is 4. If the structure was empty to begin with, A would be inserted without a collision at location 4. As shown in the rightmost column of Table 5.6, B would insert (after pass 1 through the collision algorithm) at location 5, C (after pass 2) would insert at location 9, etc., resulting in the situation depicted in Figure 5.22. Because all of these nodes follow the same collision path, clustering has occurred. But since they are scattered about the primary storage area array, the cluster is referred to as a secondary cluster (rather than a primary cluster). Secondary clusters only suffer from one of the primary cluster problems: they slow down the operations on nodes whose home address is the home address of the cluster (e.g., 4 in our example).
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[bookmark: Figure_5_22_A_Secondary_Cluster]Figure 5.22 A Secondary Cluster Produced by the Quadratic Collision Algorithm after Inserting Five Nodes with the Same Home Address (4)
The way to reduce clustering is to make the collision algorithm dependent on the key (or pseudo key). Then, nodes with different keys that hash into the same home address will follow different collision paths. Using this technique, many open addressing collision algorithms greatly reduce the probability of the occurrence of primary and secondary clustering. One of these is the Linear Quotient collision algorithm, which also eliminates the problem of multiple accesses into the primary storage area.
[bookmark: The_Linear_Quotient_Collision_Al]The Linear Quotient Collision Algorithm
The Linear Quotient (or LQ) collision algorithm, like the Linear and Quadratic collision algorithms, uses modulo N arithmetic to keep the calculated indices within the bounds of the primary storage area array. In addition, like these algorithms, it computes the next location by adding an offset to the previously computed location. Unlike these algorithms, however, the offset is a function of the key (or pseudo key) which tends to minimize secondary clustering.
As the name of the algorithm suggests, the offset is a division quotient and the functional relationship involving this quotient is a linear one. Specifically, the quotient is the result of dividing the key (or pseudo key) by N, with one exception. When the quotient is evenly divisible by N, it is replaced with a somewhat arbitrarily chosen 4k + 3 prime.
Referring to the quotient as q, the algorithm is stated as
Linear Quotient Collision Algorithm
[image: images]
where:
q = pk / N,
N is the number of elements in the primary storage area (a 4k + 3 prime),
pk is the value of the integer pseudo key (or key when no preprocessing is performed), and
p4k+3 is any 4k + 3 prime other than N.
The unusual part of this algorithm involves the quotient, q. Its initial computation is straightforward (pk / N). However, if the remainder of the division of q by N is zero, then a default 4k + 3 prime (other than N) is used in the collision algorithm. Once picked, the default value remains constant for the entire life of the data structure. To see why the default prime is a necessary part of the algorithm, we rewrite the first part of the algorithm as
[image: images]
Since ip is always calculated using modulo N arithmetic, ip is always in the range 0 to N − 1 and therefore ip % N = ip. Therefore, the previous equation becomes
[image: images]
This means that when q % N = 0 the above equation degenerates to ip = ip and all passes through the collision algorithm produce the same index (the home address).
 
For example, let us assume N is 19, and a quotient of 57 which is evenly divisible by 19. Furthermore, we will assume a home index of 6, which resulted in a collision. Then, if q were used in the collision algorithm, the next address calculated would also be 6:
[image: images]
However, using a default prime, p4k+3, in the collision algorithm, rather than the quotient 57, guarantees a nonzero offset since prime numbers are not evenly divisible by any number other than themselves. For example, if the default prime chosen for our data structure was 23, the next index calculated by the collision algorithm would 10:
[image: images]
Table 5.7 further illustrates the use of the LQ collision algorithm. It is a tabulation of the collision algorithm pass number vs. the indices calculated during the first 18 passes through the algorithm for 3 pseudo keys. N was assumed to be 19 and the default prime, p4k+3, was assumed to be 23. The values of the 3 pseudo keys are 593, 5058, and 251 for the indices tabulated in columns 2 (Case 1), 3 (Case 2), and 4 (Case 3) respectively. All 3 keys map into the same home address, 4, as calculated by the Division Hashing algorithm (593 % 19 = 5058 % 19 = 251 % 19 = 4).
To begin the collision algorithm we calculate the quotient, q. As shown in the headings of the table, the quotients are 31 (= 593 / 19), 266 (= 5058 / 19), and 13 (= 251 / 19). Next we calculate q % N for each of the keys to determine the offset to be used in the collision algorithm. If it evaluates to zero, q is evenly divisible by N and the default prime will be used as the offset. Otherwise, q will be used as the offset. The values of q % 19 and the resulting offset are shown in the column headings of the table. The key value 5058 uses the default prime as an offset (266 % 19 = 0). The resulting three equations for the primary storage index ip is also present in the column headings of the table. These equations were used to generate the indices presented in the table.
It is a useful exercise for the student to calculate the home address (4), the offsets (31, 23, and 31), and the first two or three indices presented in the table for each of the three pseudokeys. (Note: the Division Hashing algorithm is used to calculate the home address.)
Having gained an understanding of the calculation processes of the Linear Quotient collision algorithm, we will now examine it from the viewpoint of multiple accesses and clustering, beginning with the problem of multiple accesses.
Multiple accesses occur when the collision algorithm produces an index already visited on a previous pass (probe). Inspecting the indices presented in the Table 5.7, we see that for all three cases the indices between 0 and 18 (with the exception of index 4 which is the previously visited home address) are generated once, and only once. The data presented in the table is typical of the performance of this algorithm; it has the remarkable (and very desirable) feature of never recalculating a location in the primary storage area, for all possible values of the offset. Therefore, the algorithm does not produce multiple accesses.
 
[bookmark: table_5_7][image: images]
 
Now let us turn our attention to the problem of primary clustering. Primary clustering occurs whenever the collision path generates a set of sequential indices. For the LQ collision algorithm, this will occur when the term q % N, or p4k+3 % N, equals 1. Since there are N − 1 possible values for these terms (the range of the remainders when dividing by N), the probability of them evaluating to 1 is 1 / (N − 1). As N gets large, 1 / (N − 1) approaches zero and, therefore, the LQ hashing has a low probability of primary clustering.
Finally, let us consider the problem of secondary clustering. Secondary clustering occurs when two keys with the same home address follow the same nonsequential collision path. The home address for all three pseudo keys presented in Table 5.7 is the same, 4. Yet, when we examine the indices presented in the table, we see that all three pseudo keys follow a different collision path. If this is true for all keys that map into the same home address, then this algorithm does not exhibit secondary clustering.
Consider the key 954. For N = 19, its quotient is 50 and its home address (4) is the same as the keys presented in Table 5.7.9 Since 50 % 19 is not 0, the index equation in the collision algorithm is
[image: images]
During the first pass through the collision algorithm this equation yields an index of 16 (i.e., (4 + 50) % 19 = 16). The second pass produces an index of 9 (i.e., (16 + 50) % 19). Unfortunately, these and all subsequent passes yield the same collision path as pseudo key 593 (see Table 5.7) and the algorithm, under these conditions, exhibits secondary clustering. Clustering occurs because the offset 50 (for key 954) when divided by 19 yields the same remainder, 12, as when the offset 31 (for key 593) is divided by 19. Since both calculations start from the same home address, 4, all calculated indices will be the same.
Therefore, whenever two pseudo keys map into the same home address, and their offsets divided by N yield the same remainder, the algorithm exhibits secondary clustering. There are N − 1 choices for this remainder (1 to N − 1), and when we use the optimum loading factor to size the array, three-fourths of the home addresses will be occupied. Thus, the probability of secondary clustering occurring for any two keys is ≤ [¾ * 1 / (N − 1)]. As N gets large, 1 / (N − 1) approaches zero and, therefore, the LQ collision algorithm has a low probability of secondary clustering.
The low probability of clustering, the ability to generate unique indices each pass through the algorithm, and its simplicity make the Linear Quotient algorithm an excellent candidate for resolving collisions in hashed data structures. Before demonstrating its use in an implementation of a hashed data structure, we will examine a problem that all open addressing collision algorithms demonstrate: the Delete problem.
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[bookmark: Figure_5_23_A_Hashed_Structure_A]Figure 5.23 A Hashed Structure After Nodes A and B are Inserted, B Colliding with A
[bookmark: The_Delete_Problem]The Delete Problem
To illustrate this problem, let us assume that we try to fetch node B from an empty data structure, and its home index, as determined by the preprocessing and hashing algorithms, is 4. Finding a null reference stored in that element of the array, we would correctly conclude that B is not in the structure. Now suppose that nodes A and B are inserted into the empty structure in the order, first A, and then B. Let us also assume that they both have the same home address, 4, and that the collision algorithm placed B at location 9 (see Figure 5.23).
Now consider what happens when we try to fetch node B from the structure. The first place we look is its home address, 4. Finding node A there, we cannot conclude that node B is not in the data structure since, when it was inserted, it could have (and in fact did) collide with node A. Therefore, we use the collision algorithm to probe further into the primary storage area. On the first pass through the collision algorithm we find it, or if it is not in the structure, we encounter a null reference.
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[bookmark: Figure_5_24_The_Data_Structure_S]Figure 5.24 The Data Structure Shown in Figure 5.38 after Node A has been Deleted
Now suppose that node A is deleted and that the reference to it, at index 4, is set to null. A subsequent searched for node B uncovers a null reference at its home address, index 4, and we would conclude (erroneously) that node B is not in the data structure. This example illustrates the Delete problem which occurs when a node on a collision path is deleted (i.e., A) and then an operation is attempted on a node further down the collision path (i.e., B). By setting the deleted node's reference in the primary storage area to null, we have effectively lost the record that the other nodes have collided with it.
The usual solution to this problem is to set the deleted node's reference in the primary storage area array to a value other than its initial null value. Referring to the initial value (null) as v1 and the other value as v2, v 1 indicates there was never a node reference at that location, while v2 indicates that there was once a node there, but it has been deleted. Both v1 and v2 must be chosen to be nonlegitimate node references. Usually v1 is chosen to be null, and v2 is chosen to be a pointer to a dummy node. Assuming values of null and 9999 for v1 and v2 respectively, Figure 5.24 shows the data structure after A has been deleted. Now, when we try to locate node B, the home address contains a pointer to the dummy node indicating that there once was a node at this location which B could have collided with. Therefore, we must continue the search for B by invoking the collision algorithm. In this case, on the first pass through the collision algorithm, B is located.
Suppose we tried to locate some other node, C, which is not in the structure but whose home address is also 4. Finding a reference to the dummy node in element 4, we would invoke the collision algorithm repeatedly until a null reference was encountered which would terminate the search. The solution to the Delete problem for all four basic operations is summarized in Figure 5.25.
The Delete Problem Solution
• Initialize the primary storage area to a value, v 1 (usually null).
• The Fetch and Delete operations continue searching primary storage until the node is found, or the element of primary storage contains v1.
• When deleting a node, its reference is set to v 2 (usually a reference to a dummy node).
• The Insert operation continues searching primary storage until a value of v1 or v2 is found.
Having discussed all aspects of the hashing process depicted in Figure 5.5, and the preprocessing, hashing, and collision algorithms, we are now in a position to implement a hashed structure.
[bookmark: 5_4_6_The_Linear_Quotient__LQHas]5.4.6 The Linear Quotient (LQHashed) Data Structure Implementation
In this section we will implement a hashed data structure LQHashed. The keys will be assumed to be strings of any length, therefore preprocessing will be necessary to map then into numeric pseudo keys. The Fold-shifting algorithm, coded as the method stringToInt (see Figure 5.18), will be the preprocessing algorithm.
The client will specify the maximum number of nodes to be stored in the structure. This value, adjusted by the optimum loading factor (0.75), will be used by the method fourKPlus3 (see Figure 5.16) to determine the size the primary storage area array, N. Since the preprocessing algorithm returns the absolute value of a 32 bit signed integer, the range of the pseudo keys will be 0 to 2,147,483,648. To avoid indexing beyond the bounds of the primary storage area array, the Division Hashing algorithm will be used to map the pseudo keys into indices. The value of v1 will be null, and v2 will be the address of a dummy node. As previously stated, collisions will be resolved with the Linear Quotient collision algorithm. The default quotient will be the (arbitrarily chosen) k 4 + 3 prime, 9967.
As usual, the update algorithm will be implemented as an invocation to the delete method, followed by an invocation to the insert method. The flowcharts for the other three operation algorithms, Insert, Fetch, and Delete (which are adaptations of the algorithm depicted in Figure 5.12) are given in Figures 5.25, 5.26, and 5.27 respectively. The following notation is used in these figures:
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[bookmark: Figure_5_25_The_Insert_Algorithm]Figure 5.25 The Insert Algorithm of the LQHashed Structure
k is the given key; pk is the numeric pseudo key;
data is the name of the primary storage area array;
ip is used as an index into the primary storage area;
pass is a count of the number of times the collision algorithm (loop) executes;
v1 is the value initially stored in the primary storage array elements (null); and
v2 is the reference to a dummy node.
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[bookmark: Figure_5_26_The_Fetch_Algorithm]Figure 5.26 The Fetch Algorithm of the LQHashed Structure
 
[image: images]
[bookmark: Figure_5_27_The_Delete_Algorithm]Figure 5.27 The Delete Algorithm of the LQHashed Structure
 
Our implementation will be a fully encapsulated homogeneous implementation of a hashed data structure that stores nodes in the class Listing. The code, which is presented in Figure 5.28, is consistent with the many of the concepts of generics presented in Chapter 2. It does not mention the names of any of the fields of the nodes, and the definition of the nodes to be stored in structure is coded as a separate class (see Figure 2.16). This class provides a deepCopy method in order to encapsulate the structure, a method compareTo to determine if a given key is equal to the key of of a node in the structure, and a method toString to return the contents of a node. Since this is the first structure we have studied whose Insert algorithm needs access to the key field of the node being inserted (in order to preprocess and hash the key), a getKey method will be added to the class Listing. The code of the method follows:
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[bookmark: Figure_5_28_Implementation_of_th]Figure 5.28 Implementation of the Hashed Data Structure LQHashed
   
[image: images]
The implementation is not fully generic in that the node class must be named Listing and the key field must be a String. A fully generic implementation of the structure, using the generic features of Java 5.0 and the techniques described in Chapters 2 and 3 (Section 2.5 and 3.4) will be left as an exercise for the student.
Lines 121–149 is the method that generates the 4k + 3 prime (previously presented in Figure 5.16) used to size the primary storage area. Lines 150–169 is the preprocessing method to convert string keys, of any length, into numeric pseudo keys (previously presented in Figure 5.18).
The default prime is set to the 4k + 3 prime 9967 on Line 4, and the loading factor is set to the optimum value of 0.75 on Line 5. This will minimize collisions while maintaining an acceptable density. Lines 9–16, the class' one parameter constructor, allocates the primary storage area array (Line 12), and allocates a dummy node (Line 13) that will be used for the value of v2 (i.e., to indicate that a node has been deleted). The client will use the method's parameter (length) to specify the maximum number of nodes to be stored in the structure. The size of the primary storage area (a 4k + 3 prime) is calculated on Line 11. Finally, on Lines 14 and 15, the constructor initializes all elements of primary storage to v1 (chosen to be null).10
The insert method on Lines 18–48, the fetch method on Lines 50–75, and the delete method on Lines 77–105 are the Java equivalent of the algorithms presented in Figures 5.25, 5.26, and 5.27, respectively, except for the code added to the insert and delete methods to keep track of the current loading factor and to not allow it to exceed the optimum value (0.75). Each of these methods uses the method stringToInt to preprocess String keys into numeric pseudo keys (Lines 22, 54, and 81). As previously mentioned, they presuppose that the class Listing, presented in Figure 2.16, has been expanded to include a method getKey that returns the key field of a Listing object.
Line 23 of the insert method will only allow an Insert operation to be performed if the current loading factor (n / N) is below the optimum loading factor. The while loop (Lines 30–37) performs a search for an unused location in the primary storage area: a null reference or a reference to the dummy node (Line 31). When found, the variable hit is set to true (Line 32), and a deepCopy of the node is inserted into the structure (Line 39). Then, Line 40 increases the number of nodes in the structure by 1, to keep track of the current loading factor.
Line 72 of the fetch method returns a deepCopy of the requested node, thus maintaining the structure's encapsulation. When a node is deleted, Line 99 of the delete method resets the reference to it in the primary storage area to the dummy node. References to this node are considered unused by the insert method (Line 31) but do not cause the search loops of the fetch and delete methods to terminate (Lines 62 and 89). When a node is deleted, the number of nodes in the structure, n, is decremented by the delete method (Line 100) to keep track of the current loading factor. Finally, the Boolean expression on the right side of Line 117 prevents the showAll method from outputting the dummy node.
[bookmark: Performance_of_the_LQHashed_Stru]Performance of the LQHashed Structure
 
The speed and density of the LQHashed data structure will now be examined to determine its performance.
[bookmark: Speed_1]Speed
To analyze the speed of the structure, we will again perform a Big-O analysis to determine the approximate number of memory access instructions executed as n, the number of nodes stored in the structure, gets large. We will ignore instructions in loops that repeatedly access the same memory cell because optimizing compilers store these values in CPU registers. Each of the algorithms presented in Figures 5.25-5.27 performs preprocessing on non-numeric keys. During the preprocessing each character of the key has to be fetched from memory to be fold-shifted into the pseudo key. Assuming there are m characters in the key, m memory accesses would be performed during the preprocessing. In addition, the calculation of the quotient requires one memory access to fetch the value of N and an optimizing compiler would fetch the reference to the dummy node, v2 prior to entering the loop. This would require one memory access. Thus, prior to entering the collision loop, m + 2 memory accesses are performed.
The remaining term in the speed equations is contributed by the collision loop in the Insert, Fetch, and Delete algorithms (bottom of Figures 5.25-5.27). Since the structure's maximum loading factor is the optimum loading factor (0.75), Figure 5.14 indicates we can expect average search lengths (resulting from repeated collisions) to be approximately 4.
In fact, the search length of this structure is even better than that illustrated in Figure 5.14 since the formula the figure is based upon, as stated in Appendix B, assumes that “All N primary storage area locations are equally probable to be generated each pass through the collision algorithm.” This is not the case for the Linear Quotient collision algorithm. As we have seen, once a location is generated by the algorithm it is not generated again (see Table 5.7). When all locations have an equal probability of being generated (as Appendix B assumes), the probability of a collision on the ith pass through the collision algorithm is n / N. However, if we do not revisit locations as we proceed down a collision path, the probability of a collision on the ith pass through the collision algorithm is (n − i) / (N − i), since i locations have been eliminated from consideration. Since (n − i) / (N − i) is less than n / N for all positive values of i11 the collision probability of the LQ algorithm decreases with each probe, resulting in slightly shorter search lengths.
Returning to our speed calculation, the Insert algorithm performs one memory access every pass through the loop to fetch the reference stored at data[ip]. Thus, the loop's speed term (in the speed equation) is four,12 which, when combined with the memory access performed prior to entering the loop, (m + 2) gives a speed equation of m + 6.
 
Both the Fetch and the Delete algorithms perform two memory accesses every pass through the loop. One to fetch data[ip], and one to fetch the key of the node referenced by data[ip]. Thus, the loop's speed term (in these operations' speed equation) is eight,13 which, when combined with the memory access performed prior to entering the loop, (m + 2) gives a speed equation of m + 10.
Before ending our discussion of the speed of this structure, it should be mentioned that there is one situation that causes the speed of the Fetch and Delete operations to fall off sharply: when a significant portion of unused primary storage contains the value v2 and the node to be fetched or deleted is not in the structure. To see why this happens, we must remember that the Fetch and Delete algorithms can only end on one of three conditions (see Figures 5.26 and 5.27):
1. The node to be operated on is located.
2. A value of v1 (null) is encountered.
3. The collision loop executes N − 1 times.
Since the node to be operated on is not in the structure, condition 1 cannot end the algorithms. In addition, when the traffic on the structure is such that nodes are often deleted and others inserted, there may be no null values in the primary storage array. The deletions have overwritten them with the reference to the dummy node, v2. Therefore, condition 2 cannot end the algorithms and the only way they can terminate is on condition 3. In this case, the collision loop executes N − 1 times performing (N − 1) * 2 time-consuming memory accesses. This is as slow as a sequential search.
One remedy for this situation is for the Fetch and Delete algorithms to temporarily suspend operations on the data structure when the number of v2 primary storage references becomes excessive. Then, all the nodes are inserted into a newly declared array, except for the references to the dummy node. The array reference data is set to reference the new array. Finally, the count of the v2 references can be set to zero because the null references in the newly created array were not overwritten with the references to the dummy node. The code to accomplish this, which assumes the new array is named temp, is given below.
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To keep track of the number of the number of v2 references in the data structure, a counter is incremented whenever a node is deleted from the structure, and the counter is decremented whenever a node is inserted into an element previously written to v2. Then, when the sum of this counter and n (the number of nodes in the structure) produce a loading factor above 0.75, operations on the structure are temporarily suspended and the previously discussed remedy is performed.
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[bookmark: Figure_5_29_Density_of_the_LQHas]Figure 5.29 Density of the LQHashed Structure for Various Node Widths
[bookmark: Density]Density
Our LQHashed structure uses the optimum loading factor (0.75) to size the primary storage area array which, as we have discussed, strikes a balance between good speed and space complexity. To demonstrate this, in Section 5.4 of this chapter, we derived a formula for the density of a hashed data structure in terms of loading factor:
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where:
w is the node width, in bytes,
N is the size of the primary storage area array, and
l is the loading factor.
Substituting our structure's loading factor (0.75) into this equation, its density DLQ becomes
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Figure 5.15, which is a plot of this function, demonstrates that the density of the LQHashed structure, like all hashed data structures with loading factors of 0.75, is good (> 0.80) for node widths of 23 bytes or more. Figure 5.29, which presents the density of a hashed structure for various loading factors and node widths, shows that only minimal improvements in density can be made by increasing the loading factor above 0.75.
Table 5.8 presents the overall performance of this structure, along with the performance of the structures we have previously studied for comparative purposes. Its speed is not quite as good as that of the Direct Hashed data structure whose search length is always 1. However, its ability to deliver densities of 80% for all applications (whose node widths are above 23 bytes), and its ability to process String keys of any length make it a more than acceptable alternative when the density of the Direct Hashed structure is unacceptable, or when the key field is a long string.
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For example, in our stadium ticket case study in which the seat number, date, and event number is encoded into a six digit ticket number, the loading factor of the DirectHashed structure was shown to be 0.01 (Section 5.2.1) and, therefore, the above equation for density yields D = 0.074 (the node with for this application was 32 bytes). In most cases, this would be a prohibitively low density. In contrast, since the node width is greater than 23 bytes, the LQHashed structure has a density greater than 0.80. From a speed complexity viewpoint, both structures are O(1).
[bookmark: Generic_Implementation_Considera]Generic Implementation Considerations
Although the implementation of the LQHashed structure presented in Figure 5.28 is not fully generic (it can only store objects in the class Listing), it is consistent with many of the concepts of generics presented in Chapters 2 and 3. It does not mention the names of any of the fields of the nodes, and the definition of the nodes to be stored in the structure is defined in a separate class (Figure 2.16 was expanded to include a getKey method). To convert it to a full generic class, the techniques discussed in Chapters 2 and 3 (Sections 2.5 and 3.4) that make use of the generic features of Java 5.0 can be used. However, these techniques will have to be expanded slightly if the generic implementation of this structure is to allow keys that are not String objects because the preprocessing method stringToInt (in the data structure class) assumes that the key field is a String object. If the key is other than a String object, the method would have to be rewritten to produce integer pseudo keys for that type of object.
There are two approaches that could be taken to accomplish this rewrite. One approach would be to define a new data structure class that extends the class LQHashed (using OOP inheritance techniques, see Section 1.6) and overwrite the stringToInt method (which would now be improperly named, but we'll deal with that in a moment). Another approach would be to remove the stringToInt method from the class LQHashed and require that it be defined as a method in the class of the key. In this case, its signature is usually changed so that it no longer operates on an argument sent to it, but on the object that invoked it. For example, if the key were an object in the class CarType, and the name of the method was a generic name like hashCode, then the signature of the method would be
[image: images]
and the method would be coded in the class CarType. The invocation in the data structure class to determine the pseudo key, pk, (e.g., Line 22 of Figure 5.28) for the CarType key convertible would be changed to:
[image: images]
As we will see later in this chapter, this is the approach taken in the implementations of the generic hashed data structures included in the Java Application Programmer Interface. In fact, many of the classes included in the Java API (e.g., Integer, Double, and String) include an implementation of a method named hashCode, whose signature is public int hashCode(). Therefore, if the invocations of the method stringToInt in Figure 5.28 are changed to invocations of the method hashCode, the structure LQHashed could store nodes whose keys were objects in the class Double, Integer, or String. For example, Line 22 of Figure 5.28 would be changed to
[image: images]
[bookmark: 5_4_7_Dynamic_Hashed_Structures]5.4.7 Dynamic Hashed Structures
The hashed structures studied so far require the client to specify the maximum number of nodes to be stored in the structure when it is created. The primary storage area array is sized using this value and an attempt to insert more than the specified number of nodes into the structure results in an insert error. A more flexible alternative is to allow the data structures to dynamically expand, while the data structure is in service. The number of nodes specified by the client is typically used to establish the initial size of the structure, but the structure will be allowed to grow beyond its initial size to accommodate additional nodes. This approach can make the speed of hashed data structures available to applications where the maximum number of nodes cannot be accurately predicted.
Dynamic expansion of the data structure can be accomplished in a variety of ways. The size of the primary storage area array can be increased to accommodate additional node references, or the additional storage can be provided outside of the primary storage area. Hybrid structures combine both approaches. These various schemes are illustrated in Figure 5.30. Two popular approaches to providing additional storage outside of the primary storage area is to provide either a linked list or an array to store the additional node references. Whichever approach is taken, the ability of these structures to accommodate virtually an unlimited number of nodes and still provide the speed of a hashed data structure, makes them very attractive for many applications.
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[bookmark: Figure_5_30_Three_Approaches_to]Figure 5.30 Three Approaches to Dynamic Hashed Structures
We will conclude our study of hashed data structures by briefly examining two dynamic hashed data structures. The first one, which is implemented in a Java Application Programmer Interface package, will be examined from the client's viewpoint. The other structure will be examined at a lower level, to gain insights into the implementation of dynamic structures.
[bookmark: Java_s_Dynamic_Hashtable_Data_St]Java's Dynamic Hashtable Data Structure
The Java class Hashtable, contained in the package java.util, is an implementation of a dynamic hashed data structure. As such, it expands beyond its initial size to accommodate virtually an unlimited number of nodes. As implemented, it is a nonhomogeneous, unencapsulated generic data structure accessed in the key field mode. The key can be any type of object.
The structure is a dynamic hybrid; it expands its primary storage area and resolves collisions by providing additional storage for node references outside of the primary storage area. When the number of references stored in the primary storage area array is such that the loading factor exceeds a specified maximum, the size of the primary storage area is increased. Although keys can be any type of object, as previously discussed, the key's class should overwrite the method hashCode. This method is invoked by the operation methods in the Hashtable class to preprocess a key into an integer. The key's class should also overwrite the method equals. The signature of both of these methods is given in the description of the class Object to be:
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The classes String, and the wrapper classes for the numeric types (i.e., Byte, Double, Float, Integer, Long, and Short) all overwrite these methods. Therefore, keys that are instances of these classes can be properly processed into pseudo keys.15
The class Hashtable has four constructors. The default constructor sets the maximum loading factor to 0.75 and the initial size of the primary storage area to 101 elements. The one parameter constructor also defaults the maximum loading factor to 0.75, but allows the client to specify the initial size of the primary storage area. The client can specify both the maximum loading factor and the initial size of the primary storage area using the class' two parameter constructor. A fourth constructor initializes the structure to a copy of an existing Hashtable structure by copying the references in the primary storage area array of the existing structure into the newly created structure.
The Insert, Fetch, and Delete operation methods are named put, get, and remove, respectively. The methods get and remove return null if the specified key is not in the structure. The structure recalculates the loading factor every time an insert is performed. When the loading factor exceeds the specified maximum, an internal reorganization takes place. A protected method named rehash is invoked to expand the primary storage area, and all the nodes are reinserted into the expanded structure. This process reduces the speed of the structure and so it is advisable to specify the initial size of the structure in a way that minimizes the number of times the structure is reorganized. Descriptions of the other methods in the class are given in the Java online documentation (http://java.sun.com/j2se/1.3/docs/api/java/util/Hashtable.html).
An application that uses the Hashtable data structure, and the output it produces, is given in Figure 5.31. On Line 3, the application uses the Java 5.0 generic type parameters (i.e., <String, Listing>) to declare the structure to be a homogeneous structure that can store only Listing objects whose key field is a String object. The code of the class Listing is presented in Figure 2.16.
The lack of the structure's encapsulation is demonstrated on Lines 21–24. If the structure were encapsulated, Line 23 would have output Bill's address that was updated to “99th Street” on Line 18. Instead it outputs the address “18 Park Avenue” that the client set using the setAddress method.
If the generic type parameters were not used in the declaration of the object dataBase on Line 4, then the structure would be heterogeneous and any type node with any type key could be stored in the data structure. In this case, the reference returned from a get operation would have to be coerced before they were assigned to reference variables; e.g., b = (Listing) dataBase.get(“Bill”);.
[bookmark: Linked_Hashed_Data_Structures]Linked Hashed Data Structures
A common design of a dynamic hashed structure is the Linked Hashed structure.16 It does not expand primary storage to accommodate additional nodes, but rather provides additional storage outside of the primary storage area in the form of multiple linked lists.
Each of the N locations of the primary storage area array (commonly called a bucket) is a header of a singly linked list. All of the nodes that hash into a given location of primary storage are stored in the linked list associated with that (home) location. For example, if nodes A, B, and C all mapped into location 4, and node D mapped into location 10, the nodes would be stored as shown in Figure 5.32.17 Thus, not only are the linked lists used to dynamically grow the structure, but they are also used to resolve collisions. Collision resolution is performed through a sequential search down the linked lists, rather than a search through the primary storage area.
When a collision occurs during an Insert operation, the length of the linked list (headed by the key's home address) is increased by one node. Normally, for speed considerations the new node is inserted at the beginning of the linked list, and so the elements of primary storage refer to the most recently inserted node that hashed into that element.
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[bookmark: Figure_5_31_An_Application_Progr]Figure 5.31 An Application Program that Uses the Java Hashtable Data Structure
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[bookmark: Figure_5_32_A_Dynamic_Linked_Has]Figure 5.32 A Dynamic Linked Hashed Structure (with Nodes A, B, and C Hashing into the Same Location of Primary Storage)
Most implementations of this structure permit the client to specify a best guess at the maximum number of nodes to be stored in the structure, n. Then the primary storage area is sized to a percentage of n. The size of primary storage area, N, does not necessarily have to be greater than n for this structure since the nodes are stored in the linked lists. In the extreme case, when N is 1, the structure degenerates into a singly linked list.
The overhead of this structure is the storage associated with the primary storage area array (N * 4) and the storage associated with the implementation of the linked list. The storage associated with the linked list implementation includes two reference variables for each node in the structure; one variable to store the node's address and one to store the address of the next item in the linked list (see Figure 4.9 with the dummy node eliminated). Assuming reference variables occupy 4 bytes, the density of this structure, DLH, can be expressed as
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where:
n is the number of nodes in the structure,
w is the information bytes per node,
N is the size of the primary storage area (= number of linked lists), and each reference
variable occupies 4 bytes.
Dividing the numerator and denominator of the right side of this equation by n * w we obtain
[image: images]
Substituting 1 / lp, for N / n the density of the Linked Hashed structure becomes
[image: images]
where:
lp is a pseudo loading factor n / N.
Examining the fraction on the right side of the equation, we see that as the node width or the pseudo loading factor increases, the denominator decreases, and the density improves. This is typical of the hashed structures studied thus far. What is atypical of this structure, and the reason we use the term pseudo loading factor, is that the ratio n / N can be allowed to exceed 1, since we no longer have to provide a location in the primary storage area array for each node. We only need to provide a location for each linked list.
The variation in the density with the pseudo loading factor for various node widths, w, is shown in Figure 5.32. For a given node width, the increase in density with loading factor appears to be insignificant beyond a loading factor of three. Now, assuming the preprocessing and hashing function distributes the keys' home addresses evenly over the primary storage area, the average number of nodes in each of the N linked lists is n / N. For example, 30 nodes (n = 30) distributed over 10 lists (N = 10) results in 3 nodes per list (30 / 10). Since the average number of nodes in the linked lists adversely affects the speed of the structure, and further increases in the loading factor do little to improve the density, a loading factor of 3 is a good balance between speed and density for this structure. At a loading factor of 3, the density is 0.8 for node widths (w) greater than or equal to 37 bytes.
Now let us examine the speed of the structure in more detail beginning with the Insert algorithm. In Chapter 4 we determined that an average of six memory accesses are required to insert a node at the beginning of a linked list. However, this structure requires one less memory access because the preprocessing and hashing algorithms calculate the location of the memory cell that references the new node rather than using the list header to locate a dummy node. Thus, an Insert operation is performed with an average of five memory accesses.
The average search length for a Fetch or Delete operation is related to the average number of nodes in the linked lists. A goal of the preprocessing and hashing algorithms used in this structure is to keep the length of the linked lists equal or balanced by randomly mapping the keys over the primary storage area. In this case, as previously stated, each linked list will contain n / N nodes since the number of linked lists is the size of the primary storage area, N.
 
Assuming an average node would be halfway down one of the linked lists, (n / N) / 2 nodes would be traversed to locate it. As discussed in Chapter 4, traversing a linked list requires two memory accesses per node traversed, therefore the average number of memory accesses required to locate a node would be
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Since n/N is, by definition, the loading factor, the average number of memory accesses during a Fetch or Delete operation is equal to the loading factor. Therefore, if the linked lists can be kept balanced, the x-axis in Figure 5.33 is also the average number of memory accesses (speed) of the Fetch-and-Delete operations, not considering the memory accesses required to preprocess nonnumeric keys. When we consider the number of preprocessing memory accesses, m, and the fact that little gain in density is realized if we increase the loading factor beyond a value of 3, the number of memory access for a Fetch or Delete operation becomes m + n/N = m + 3.
Table 5.9 presents the overall performance of this structure, compared to structures previously studied. Not only is its speed and performance excellent (assuming the linked lists remain balanced), but its dynamic characteristic make it an excellent choice for many applications.
An interesting variation of the Linked Hashed structure is a hybrid structure, expandable in two directions. In addition to the size of a linked list increasing every time a collision occurs, the primary storage area is also expandable. When the average length of the linked lists grows to a point where the speed of the structure is unacceptable, the primary storage area is expanded and the nodes are reinserted into the structure.
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[bookmark: Figure_5_33_Variation_of_Density]Figure 5.33 Variation of Density with Loading Factor for a Linked Hashed Structure
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EXERCISES
[bookmark: Knowledge_Exercises_4]Knowledge Exercises
 
1. Give the major advantage of any hashed data structure over array-based and linked list structures?
2. What is the potential downside to hashed data structures compared to array-based and linked list structures?
3. What characteristic common to all hashing access algorithms makes them fast in the key field mode?
4. For a hashed data structure implemented in Java, give the two alternatives for what is is stored in the primary storage area array?
5. Define loading factor.
6. Define the term collision in the context of data structures.
7. True or false, collisions improve the performance of a hashed data structure?
8. Keys are numeric values between 0 and 10,000. Assuming 200 nodes are to be stored in a hashed data structure that uses the direct hashing function, how many elements will be in the primary storage area array?
9. Assuming the Direct Hashing function and the Subtraction preprocessing algorithm is used to map keys into indices, give the index it maps the key 2000 into, assuming:
a) The range of the keys is 0 to 999,999.
b) The range of the keys is 100 to 999,999.
10. Give the Division Hashing function and the index it maps the key 2000 into, assuming a primary storage area array size of 61 elements and:
a) The range of the keys is 0 to 999,999.
b) The range of the keys is 100 to 999,999.
11. Nodes are to be stored in a hashed data structure that utilizes the direct hashing function. Assuming the key field was an integer ranging from 2000 to 100,000 and the structure will store a maximum of 60,000 nodes:
a) Compute the loading factor of the structure.
b) Compute the density of the structure assuming a node width of 100 bytes.
c) Give the node width that results in a density of 0.7.
12. A key maps into index 200 of a Direct Hashed data structure's primary storage array. A Fetch operation is to be performed. How will we tell if the node is not in the structure?
13. What would be the density and maximum loading factor of the structure described in Exercise 11 if 9000 nodes were to be stored in the structure?
14. Which data structure is faster: a perfect or a nonperfect hashed structure?
 
15. Define search length.
16. What is the average search length of a perfect hashed data structure?
17. Considering density and speed, what is the optimum loading factor for a hashed data structure that uses a nonperfect hashing function, and what is the average search length at that loading factor?
18. Which of the following integers are 4k + 3 primes?
a) 4726
b) 2003
c) 9109
19. Pseudo keys are in the range 0 to 200,000 and a maximum of 9000 nodes will be stored in a nonperfect hashed data structure. Give the size of the primary storage area array (number of elements) that will produce the optimum loading factor.
20. Give the density of the structure described in Exercise 19 assuming the node width is:
a) 10 bytes
b) 200 bytes
21. Assuming keys are comprised of upper- and lowercase letters, give the bit pattern and base 10 numeric value of the pseudo key that would result from processing the key “Mary” using the algorithm illustrated in Figure 5.17.
22. What would be the base 10 value of the pseudo key produced by fold-shifting the key “Bob-Jones” to produce a 16-bit numeric pseudo key. Use the characters “bJ” as a pivot.
23. A pseudorandom preprocessing scheme is being used in a hashed data structure with the primes p1 = 11 and p2 = 5. Give the pseudo keys for the following keys:
a) 198
b) 24
24. State the difference between an open addressing and a non-open addressing collision algorithm.
25. The primary storage area in a nonperfect hashed data structure is a 103 element array. A key has been mapped into index 102, and a collision has occurred. Give the indices calculated by the next three passes through the collision algorithm if the collision algorithm is the modified version of the:
a) Linear Probing
b) Quadratic Probing
26. Define the terms:
a) Primary clustering
b) Secondary clustering
 
27. Why is the array used for a restricted hashing scheme always sized to a 4k + 3 prime?
28. Give the Linear Quotient collision algorithm and describe how it gets its name?
29. Describe the “delete problem” associated with nonperfect hashed data structures and state the standard remedy.
30. Give the density of a hashed structure with a loading factor of 0.6 assuming each node contains 30 information bytes.
31. Objects to be stored in a data structure each have 1000 bytes of information, which includes the key field comprised of 5 digits. A maximum of 1500 nodes will be in the structure at one time. How many elements will be in the primary storage area array, if the nodes are stored using a:
a) Direct hashing function?
b) Division hashing function?
32. Give the density of the two structures described in Exercise 31.
33. A maximum of 300 nodes are to be stored in a hashed data structure. Give the size of the primary storage area that would maximize the performance of the structure.
34. A 23 element array has been allocated to store nodes using the LQHashed data structure discussed in this chapter. Give the array index used to store the nodes with the following keys, assuming they are inserted in the order given:
a) 4618
b) 391
c) 6941
d) 547
Note: Use the 4k + 3 prime 19 to resolve any problems with the quotients.
35. Give the advantage of dynamic hashed structures over nondynamic hashed structures.
36. Give an advantage and a disadvantage of the array-based approach to a dynamic hashed structure over the linked approach.
37. In the context of dynamic hashed structures, what is a bucket?
38. Assuming 30,000 nodes are equally distributed over a dynamic linked hashed structure, give the size of the primary storage array for optimum performance.
39. Java contains a class that implements a dynamic hashed data structure.
a) Give the name of the class.
b) Give the import statement necessary to use the class.
c) How does it resolve collisions?
d) Is the structure a fully encapsulated structure?
[bookmark: Programming_Exercises_4]Programming Exercises
 
40. Implement the perfect hashed data structure discussed in this chapter and provide an application that demonstrates that its four basic operation methods function properly. Your application should store nodes for a stadium ticket application where the ticket numbers range from 2000 to 100,000 for a 60,000 seat stadium. The ticket number will be the key field and the nodes will also store the purchaser's name. See Figure 5.4 for a description of the field widths.
41. Code a method that outputs the prime numbers between any two given integers. Supply a driver program that allows the user to input the range of the prime numbers.
42. Code a method that outputs the density of a Direct Hashed data structure given the number of nodes in the structure, the node width in bytes, and the number of elements in the primary storage area.
43. Code a method that maps an automobile license plate number into a unique integer. License plates can consist of any permutation of up to four capital letters and the digits 0 through 9. Supply a driver program that demonstrates that the method functions properly.
44. Write a program that demonstrates that the Linear Quotient collision algorithm generates every primary storage array index before repeating one. The size of the primary storage area and the initial home address will be input by the user. Supply a driver program that demonstrates that the method functions properly.
45. A database is to be developed to keep track of student information at your college: their names, identification numbers, and grade point averages. The data set will be accessed in the key field mode, with the student's identification number being the key field. Code a class named Listing that defines the nodes. The class must comply with the five conditions (assumptions) of a generic, homogeneous, fully encapsulated data structure. As such, your class should include all the methods in the class shown in Figure 2.28. Test it with a progressively developed driver program that demonstrates the functionality of all of its methods.
46. Code an application program that keeps track of student information at your college: their names, identification numbers (the key field), and grade point averages in a fully encapsulated, Direct Hashed data structure. When launched, the user will be asked to input the maximum size of the data set, the initial number of students, and the initial data set. Once this is complete, the user will be presented with the following menu:
Enter: 1 to insert a new student's information,
2 to fetch and output a student's information,
3 to delete a student's information,
4 to update a student's information,
5 to output all the student information, and
6 to exit the program.
 
The program should perform an unlimited number of operations until the user enters a 6 to exit the program. Assume the identification numbers will be in the range 1000 to 50,000.
47. Code the application described in Exercise 46 using a hashed structure based on the Quadratic collision algorithm, but now the student's name will be the key field.
48. Code the application described in Exercise 46 using a Java's Hashtable data structure.
49. Code the application described in Exercise 46 using a Linked Hashed data structure.
50. The code presented in Figure 5.28 processes nodes whose keys are Strings. Modify its code so that it processes keys that are objects in any class. Provide a driver program to demonstrate the modifications function properly.
51. Modify the code presented in Figure 5.28 so that it is a fully generic class using the generic features of Java 5.0. Is should be able to processes nodes and keys that are objects in any class. Provide a driver program to demonstrate the modifications function properly.
[bookmark: 1_Of_the_four_schemes_depicted_i]1 Of the four schemes depicted in Figure 5.1 only the middle two can be implemented in Java.
[bookmark: 2_Assuming_the_node_width__w__as]2 Assuming the node width, w (as shown in Chapter 2), is greater than 16.
[bookmark: 4_The_actual_functional_relation]4 The actual functional relationship is: average search length = Lavg ≤ 1/(1 − l). See Appendix B for its derivation, which assumes that all N primary storage area locations are equally probable to be generated each pass through the collision algorithm.
[bookmark: 5_A_prime_number_is_a_positive_i]5 A prime number is a positive integer that can only be divided evenly by itself and one.
[bookmark: 6_Java_uses_32_bit_Unicodes_to_r]6 Java uses 32 bit Unicodes to represent characters. The first 256 characters in the Unicode table (hexadecimal 0000 to 00FF) are the ISO 8859-1 extension of the ASCII code set. Figure 5.17 assumes that the eight leading zeros of each Unicode character in the key have already been stripped away.
[bookmark: 7Returning_the_absolute_value_of]7Returning the absolute value of the pseudo key effectively ignores overflow into the sign (leftmost) bit of the pseudo key.
[bookmark: 8_When_the_Direct_Hashing_functi]8 When the Direct Hashing function is used and preprocessing is either not performed or the preprocessing algorithm produces unique pseudo keys, a hashed data structure is a perfect hashed data structure.
[bookmark: 9_Its_home_address_is_4_because]9 Its home address is 4 because we have assumed the Division algorithm is used for the hashing algorithm, 4 = 954 % 19.
[bookmark: 10_Actually__in_the_language_Jav]10 Actually, in the language Java, all reference variables are initialized to null when created (Line 12). Lines 14–15 therefore, are redundant, but are included to make the initialization more obvious to the reader.
[bookmark: 11__n_____i_____N_____i__decreas]11 (n − i) / (N − i) decreases as i increases since n is always less than N and, thus, n will reach zero before N.
[bookmark: 12_One_access_times_four_passes]12 One access times four passes.
[bookmark: 13_Two_accesses_times_four_passe]13 Two accesses times four passes.
[bookmark: 15_If_a_key_s_class_does_not_ove]15 If a key's class does not overwrite these two methods the implementation in the class Object is used and the pseudo key returned from the method hashCode is based on the node's location rather than the node's key.
[bookmark: 16_Also_called_a_Chained_Hashed]16 Also called a Chained Hashed structure.
[bookmark: 17_We_have_assumed_a_linked_list]17 We have assumed a linked list implementation without a “dummy” node between the list header and the list.
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Recursion
 
OBJECTIVES
The objectives of this chapter are to introduce the student to the topic of recursion, to teach the student how to think recursively, and how to formulate and implement recursive solutions. More specifically, students will be able to
[image: images] Understand the concept of recursion and recursive definitions.
[image: images] Understand how recursive algorithms produce their result, and understand the execution path of methods that implement them.
[image: images] Implement a recursive algorithm, and understand its iterative counterpart.
[image: images] Think recursively. Understand a methodized approach to formulating many recursive algorithms that includes the discovery of a base case, reduced problem, and general solution, and understand the flowchart that integrates these into a recursive solution.
[image: images] Extend their ability to think recursively by generalizing the methodized approach to include problems that require multiple base cases, reduced problems, and general solutions.
 
[image: images] Understand, and be able to explain, the advantages of recursive solutions as well as the limitations and problems associated with recursion.
[image: images] Understand a technique called dynamic programming, and its role in improving the speed complexity of recursive algorithms.
[image: images] Understand a general problem solving technique called backtracking that utilizes recursion, understand its use in the solution of the Knights Tour problem, and be able to apply the technique to the solution of other problems such as the Queens Eight problem.
[bookmark: 6_1_What_Is_Recursion]6.1 What Is Recursion?
Most of us at some point in our lives have been told not to define something in terms of itself. We were told that the word we are defining should be not be used in its definition. Usually, this is good advice. When asked to define a dog, the statement “a dog is a dog” gives no insight into what a dog really is. Yet there are times when it is not only allowable to use the word we are defining in its definition, but actually advisable; when the word is used to only partially define itself.
For example, to define the word ancestor it is not permissible to say “an ancestor is an ancestor,” but the statement
“An ancestor is a parent or an ancestor of a parent”
is a permissible definition even though the word ancestor is used in the definition. The phrase “ancestor of a parent” is only part of the definition; the other part is the phrase “a parent.”
This type of definition is called a recursive definition. Typically, recursive definitions consist of something we are familiar with (e.g., a parent), and some sort of recurrence relation involving the word we are trying to define and the familiar entity (e.g., ancestor of a parent). The strength of a recursive definition is that the recurrence relation, or repetitive part of the definition, is used to succinctly expand the scope of the definition.
For example, suppose we wish to determine the meaning of the statement
“Mary is an ancestor of George.”
Using the nonrepetitive portion of the definition of ancestor (an ancestor is a parent) the statement becomes “Mary is a parent of George,” and its meaning is clear. However, the word ancestor in the original statement could also mean “an ancestor of a parent.” In this case the statement becomes
“Mary is an ancestor of a parent of George.”
To find the meaning of this statement we could use the nonrepetitive portion of the definition of ancestor (an ancestor is a parent). Then the statement becomes “Mary is a parent of a parent of George,” and the original statement means Mary is George's grandparent. Alternately, we could again use the repetitive portion of the definition of ancestor (an ancestor is an ancestor of a parent). In this case, the statement becomes
“Mary is an ancestor of a parent of a parent of George.”
This could mean that Mary is George's great grandparent or a more distant relative;
“Mary is an ancestor of a parent of a parent of a parent of George.”
Thus, we see that our original recursive definition of ancestor “an ancestor is a parent or an ancestor of a parent” is a succinct way of saying an ancestor is a parent, or a grandparent, or a great grandparent, or a great great grandparent, etc.
Recursive definitions are also used in computer science in the statement of algorithms. A recursive algorithm is an algorithm defined at least partially in terms of itself. Not all problems have recursive solutions. However, for those that do, the recursive algorithm often offers an elegant and succinct alternative to iterative algorithms.1
When most people are introduced to the concept of a recursive algorithms, they usually find them difficult to understand and even somewhat magical. After an initial examination of a recursive algorithm, we are often convinced it will not work, that it is incomplete, or that it only addresses a subset of the problem. This is because only a small percentage of the population has the innate ability to think recursively. The majority of us have to acquire this cognitive ability. We have to be trained to think recursively.
There are two levels of recursive thinking we should aspire to. They are, the ability to understand a recursive algorithm and, at a deeper level, the ability to formulate a recursive algorithm; the former skill being a necessary foundation for the latter.
[bookmark: 6_2_Understanding_Recursive_Algo]6.2 Understanding Recursive Algorithms
One way of learning how to understand recursive algorithms is to compare a nonrecursive definition of an algorithm to its recursive definition. Another way is to code the recursive version of the algorithm and trace its execution path. Let us begin with the former technique and consider the problem of calculating n factorial.
 
[bookmark: 6_2_1_n_Factorial]6.2.1 n Factorial
The function n factorial, written as n!, is defined for non-negative values of n as:
[image: images]
This definition is a nonrecursive definition of n factorial because the factorial operator (!) is not used in its own definition. Using this nonrecursive definition, we calculate 0! = 1 and 4! = 4 * 3 * 2 * 1 = 24.
The second portion of this definition, n! = n * (n − 1) * (n − 2) * (n − 3) *…* 1, can be written recursively by realizing that
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Using this equality in the second part of the nonrecursive definition it becomes
[image: images]
which is the recursive definition of n!. It is a recursive definition because unless n = 0, n factorial is defined in terms of another factorial, (n − 1)!. The nonrecursive definition explicitly tells you how to calculate n! as: n * (n − 1) * (n − 2) * (n − 3) *…* 1. The recursive definition does not explicitly tell you how to calculate n!, but rather seems to assume that you already know something about the factorial function. That is, that you already know how to calculate (n − 1)!.
Like most recursive definitions, this definition of n! seems to beg the question “how do I calculate n!?” It can be likened to you asking your friend John the value of n factorial. John, being blessed with the ability to think recursively, begs the question by responding “I'll call Mary and ask her the value of n − 1 factorial, and then I'll have the answer for you.” What John plans to do is multiply Mary's answer (the value of n − 1 factorial) by n to determine the answer to your question. Thus, for n = 4, once John calls Mary and she tells him that the value of 3 factorial is 6, he can then calculate 4 factorial as: 4! = 4 * 3! = 4 * 6 = 24.
The only remaining question is how will Mary know the value of 3 factorial? Strangely enough, the answer is that she doesn't need to know it because Mary, like John, is blessed with the ability to think recursively. Therefore, Mary also has an uncontrollable urge to beg questions. Using the same thought process John used, Mary calls her friend Sue and asks her the value of 2 factorial, who asks Bob the value of 1 factorial, who (at long last) asks Al the value of 0 factorial. Finally, Al no longer needs to beg the question because Al, like everyone else in the world, knows that 0 factorial is 1 (by definition).
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[bookmark: Figure_6_1_The_Ten_Step_Recursiv]Figure 6.1 The Ten-Step Recursive Process to Evaluate 4!
Al responds immediately with his answer 1, which Bob uses to calculate 1! as 1! = 1 * 0! = 1 * 1 = 1, which is used by Sue to calculate 2! = 2 * 1! = 2 * 1 = 2, which is used by Mary to calculate 3! = 3 * 2! = 3 * 2 = 6, which is finally used by John to calculate 4! = 4 * 3! = 4 * 6 = 24.
This ten-step recursive process performed by John, Mary, Sue, Bob, and Al to determine the value of 4 factorial is illustrated in Figure 6.1.
Each person that took part in our recursive algorithm, except for John, is called a level in the recursive solution. In our example, there were four levels of recursion: Mary, Sue, Bob, and Al, with Al said to be at the deepest level of recursion. Typically, in a recursive process we enter deeper and deeper recursive levels with problems that get progressively closer and closer to the nonrepetitive part of the recursive algorithm; the portion of the definition whose solution is “known to everyone.” In the jargon of recursion, this part of the algorithm is called the base case. In our example, Bob's problem (1!), was closer to the nonrepetitive part of the definition, 0!, than Sue's problem (2!), which was closer to 0! than Mary's problem (3!), etc. Once we reach the base case, the recursive process works its way back up the recursive levels, most often using solutions supplied by the level just below, to determine the solution to the original problem.
[bookmark: 6_2_2_The_Code_of_a_Recursive_Al]6.2.2 The Code of a Recursive Algorithm
Let us now turn our attention to the alternate way of learning how to understand recursive algorithms, coding the algorithm, and tracing its execution path. To begin with, we will express the recursive algorithm for n! in pseudocode.
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[bookmark: Figure_6_2_The_Coding_of_the_Rec]Figure 6.2 The Coding of the Recursive Algorithm for n Factorial
Lines 1 and 2 are the portion of the algorithm that is known to everyone (the base case), and Lines 3–6 are the recurring portion of the algorithm.
In most programming languages, recursive algorithms are coded as subprograms (methods). Some languages use a special syntax to indicate that the subprogram is implementing a recursive algorithm. This is not the case in Java. Any Java method can implement a recursive algorithm. Figure 6.2 presents the class Factorial with one method, nFactorial, that implements our pseudocode algorithm for n!. The value of n is sent to it as an argument and the method returns the value of n!.
Line 2 of Figure 6.2 declares the method, nFactorial, to be a static method. When a static method is invoked, it is not preceded by an object name. This is appropriate for this method since it does not operate on, or use, an object's member data.2 The method invokes itself on Line 7 to determine the values of (n − 1)!. This is one of the indications that a method implements a recursive algorithm; it invokes itself. When this is the case, the method is said to be directly recursive. Alternately, a method could be indirectly recursive. An indirectly recursive method invokes some other method that invokes it, or the other method invokes another method that invokes it, etc.
Figure 6.3 is an application program that uses the method nFactorial to calculate 4!. The output it produces appears at the bottom of the figure.
Line 4 invokes the method nFactorial to determine the value of 4 factorial. Since the method is a static method (Line 2 of Figure 6.2), Java requires the name of the class be coded before the name of the method when it is invoked (Line 4).
[bookmark: 6_2_3_Tracing_a_Recursive_Method]6.2.3 Tracing a Recursive Method's Execution Path
In order to more easily trace the execution path of the recursive method shown in Figure 6.2, we will add statements to it that generate a significant amount of additional output. These statements will produce an output whenever:
• the method is invoked (Line 2 of Figure 6.2 executes),
 
• the method returns a value (Lines 5 or 8 of Figure 6.2 executes), and
• the method invokes itself (Line 7 of Figure 6.2 executes).
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[bookmark: Figure_6_3_An_Application_Progra]Figure 6.3 An Application Program to Calculate 4! and its Output
Although we are more interested in the output than the details of the code that produces it, in the interest of completeness the revised code is shown in Figure 6.4. The expanded method is named nFactorialTrace, and the expanded class is named FactorialTrace.
The data members count and time (Lines 2 and 3) have been added to the class to count the number of times the method nFactorialTrace is invoked and to simulate the passage of time. These variables are incremented on Lines 6 and 7 every time the method is invoked. In addition, the variable time is also incremented whenever a value is returned (Lines 12 and 21). Lines 8 and 9 have been added to produce an output every time the method is invoked. Lines 13, 14, 22, and 23 have been added to produce an output every time the method returns a value. Line 19 produces an output every time the method invokes itself.
Let us now turn our attention to the output produced by the application program shown in Figure 6.3, assuming the invocation on Line 4 has been changed to invoke our revised method.3 The output it produces, when calculating 4!, is shown in Figure 6.5. Assuming that one increment of the variable time is a second, we see that the application takes 10 seconds to execute (at time 1, at time 2, etc.). As indicated by the second line of the figure, at time 1a, nFactorial is invoked for the first time by the application program to calculate 4 factorial (n = 4). This invocation does not complete (return the value 24) until 10 seconds have past (see the bottom of Figure 6.5), because the algorithm is recursive and it has invoked itself at time 1b to determine 3!. With each tick of the clock the program enters a deeper level of recursion.
At time 6 the base case (0!) is encountered and the recursion begins to unwind, returning the value of 0! from the fifth invocation to the fourth invocation. At time 7, 1! is returned from the fourth invocation to the third invocation; at time 8, 2! is returned from the third invocation to the second invocation; and at time 9, 3! is returned from the second invocation to the first invocation.
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[bookmark: Figure_6_4_The_Class_FactorialTr]Figure 6.4 The Class FactorialTrace
Finally, at time 10, the value of 4! is returned to the application program from the first invocation of nFactorialTrace and the application program outputs this value. Thus, 10 seconds has passed from the time of the first invocation to nFactorialTrace is initiated (to determine the value of 4!) to the time that the invocation terminates (returning 24). During this time, four other invocations of nFactorialTrace are initiated, executed, and terminated.
Figure 6.6 illustrates the five invocations of the method nFactorialTrace (or nFactorial) for n = 4. The circles numbered 1 through 5 indicate the five invocations of the method (i.e., the winding up of the recursion), and the circles 6 through 10 indicate the returns from the five invocations (the unwinding of the recursion).
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[bookmark: Figure_6_5_Trace_of_the_Recursiv]Figure 6.5 Trace of the Recursive Invocations when nFactorialTrace Calculates 4!
One final analogy to aid our understanding of how recursion works is shown in Figure 6.7. The invocations and the returns from the invocations can be likened to a cascading row of dominos that fall from left to right during the recursive invocations, and then are reset upright from right to left during the returns from the invocation. The left hand domino (analogous to the first invocation of the method) stays down the longest waiting to be set upright (analogous to the first method receiving its returned value).
 
[image: images]
[bookmark: Figure_6_6_The_Execution_Sequenc]Figure 6.6 The Execution Sequence of the Method nFactorial for n = 4
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[bookmark: Figure_6_7_Recursive_Invocation]Figure 6.7 Recursive Invocation and the Return Falling Domino Analogy
[bookmark: 6_3_Formulating_a_Recursive_Algo]6.3 Formulating a Recursive Algorithm
 
Having gained an understanding of recursive algorithms and how they execute, we now turn our attention to the techniques for formulating recursive algorithms. These techniques can be methodized, and the methodology can be directly applied to the formulation of recursive algorithms for some problems. However, there is still a certain amount of “art” remaining in the development of recursive algorithms because our methodology requires a bit of creativity to adapt it to certain problems, and a good deal of creativity to adapt it to many other problems. That being said, an understanding of the methodized approach is still a valuable skill to acquire because it not only furthers our understanding of recursion but can also take us far into the development of most recursive algorithms. More importantly, it reveals insights into the thought processes of those blessed with the innate ability to think recursively.
[bookmark: 6_3_1_Definitions]6.3.1 Definitions
Before examining the methodology of developing recursive algorithms, we will define the terms base case, reduced problem, and general solution used in this methodology. (Don't worry; we won't define them recursively.) The problem of computing n! will be used to illustrate the definitions.
[bookmark: Base_Case]Base Case
The base case is the known portion of the problem solution. It is the portion of the solution that “everyone knows,” the nonrecursive portion of the solution. In the n factorial problem, the base case is 0! = 1. Often the base case is referred to as the escape clause because it allows the algorithm to escape from the recursive invocations.
[bookmark: Reduced_Problem]Reduced Problem
The reduced problem is a problem very “close” to the original problem, but a slight bit closer to the base case. In the n factorial problem, the reduced problem is (n − 1)!, which is as close to the original problem (n!) as we can get, and it is closer to the base case (0!). One important quality of the reduced problem is that when it is repeatedly reduced, it degenerates into the base case. By repeatedly reduced, we mean that the relationship between the original problem and the reduced problem is repeatedly applied to the reduced problem. In our case, (n − 1)! becomes (n − 2)!, which becomes (n − 3)!…, which becomes (0)! the base case. If it does not eventually degenerate into the base case, the algorithm will enter an infinite loop. This is one of the dangers of an incorrectly chosen reduced problem (often referred to as a false base case because the statement “the reduced problem degenerates into the base case” is false).
[bookmark: General_Solution]General Solution
The general solution is the solution to the original problem expressed in terms of the reduced problem. In other words, the general solution uses the solution to the reduced problem to solve the original problem. In the n factorial algorithm, the general solution uses the reduced problem as a multiplier of n, in that the general solution in the n! recursive algorithm is n * (n − 1)!.
 
[bookmark: table_6_1][image: images]
The base case, reduced problem, and general solution for the n! recursive algorithm are summarized in Table 6.1. Having gained an understanding of these terms, we will now be able to explore the methodology of recursive thinking.
[bookmark: 6_3_2_Methodology]6.3.2 Methodology
To begin with, it is worth repeating that not all recursive algorithms can be formulated using this methodology. Although it can be followed verbatim to produce a recursive algorithm for some problems with recursive solutions, it must be modified to solve most problems. However, it does serve as starting point for all problems with recursive solutions, and can usually be “tweaked,” morphed, or modified to accommodate most problems.
The methodology consists of four steps:
1. Determine the base case.
2. Determine the reduced problem.
3. Determine the general solution.
4. Combine the base case, reduced problem, and general solution to form the recursive algorithm.
[bookmark: General_Flowchart]General Flowchart
Before we examine the techniques involved to complete the first three steps, we will turn our attention to Step 4 of the methodology. The completion of Step 4 can be a trivial effort because many times the base case, reduced problem, and general solution are combined as shown in the flowchart presented in Figure 6.8. Although the shadowed box in the flowchart looks as innocent as the others, it isn't. What you see is just the “tip of the iceberg” because it is the recursive portion of the algorithm. If we enter this box of the flowchart, the algorithm begins again, initiating another level (a lower level) of recursion.
The first three boxes of the flowchart will be repeatedly executed until the second box determines that the current level of recursion is the base case. At this point we “escape” from the repeated execution of boxes 1-3, return the base case solution, and the recursion begins to unwind. If the reduced problem does not eventually reach the base case, then the algorithm will never end. This is why, in the definition of the reduced problem we stated that “one important quality of the reduced problem, is that when it is repeatedly reduced, it degenerates into the base case.”
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[bookmark: Figure_6_8_A_Common_Approach_to]Figure 6.8 A Common Approach to Step 4 of the Methodology for Formulating Recursive Algorithms
To demonstrate how the flowchart is used, let us assume we have already completed Steps 1, 2, and 3 (using techniques not yet discussed) to determine the base case, reduced problem, and general solution for n! shown in Table 6.1. Then, mechanically following the flowchart to combine these three parts of our problem solution, the pseudocode algorithm for n! would be:
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When this algorithm is coded into a Java method (e.g., Figure 6.2), the term (n − 1)! on Line 4 of the algorithm is replaced with an invocation to the method, and Lines 5 and 6 of the algorithm can be combined into one (return) statement.
Let us now turn our attention to Steps 1, 2, and 3 of the methodology:
1. Determine the base case.
2. Determine the reduced problem.
3. Determine the general solution.
[bookmark: Determining_the_Base_Case]Determining the Base Case
Determining the base case is the easiest of these three steps. Here, we try to identify a particular instance of the problem, a special case, whose solution is known. Often the base case is trivial. For example, the base case for a recursive algorithm to output a string is to output a string of length 1, a single character. Sometime it is a defined solution. This is the case for n! because 0! is defined as 0! = 1. When the problem involves an integer variable n, the base case often occurs when n is 0 or 1. If both 0 and 1 are acceptable values for n, usually the base case is the one that is farthest from the original problem, n = 0.
Many list search algorithms (e.g., the Binary Search algorithm) can be written recursively. Two common base cases for a recursive search algorithm is when the item we are currently examining in the list is the item we are looking for, or the list is empty.
[bookmark: Determining_the_Reduced_Problem]Determining the Reduced Problem
Once we determine the base case, the reduced problem is usually determined next. Of the four steps in our methodology, this is usually the most difficult and requires the most imagination and creativity. The best technique for this is to consider the original problem and the base case in the definition of a reduced problem. The reduced problem should
• be a problem “similar” to the original problem,
• be a small “step” away from the original problem in the “direction” of the base case, and
• degenerate into the base case when repeatedly reduced.
In other words, the reduced problem should be “in between” the original problem and the base case, but much closer to the original problem than to the base case, and eventually become the base case.
For example, problems similar to n! that are in the direction of the base case, 0! are (n − 1)!, (n − 2)!, (n − 3)! etc. Which one should we pick for the reduced problem? The first of these is certainly the closest to the original problem, but if n = 1,000,000 then all three of them, when compared to the base case, are very close to the original problem. To select the correct reduced problem from these we turn to the last part of the definition of a reduced problem which states it should “degenerate into the base case when repeatedly reduced.”
Suppose we were to choose (n − 2)! and n were odd, say n = 5. Then the reduced problem would be (5 − 2)! = 3!. Considering 3! to be an original problem and reducing it again, we obtain (3 − 2)! = 1! One more reduction gives (1 − 2)! = −1!. Since these repeated reductions of the reduced problem do not become the base case (0!), (n − 2)! is not a valid reduced problem. The only reduced problem that, when repeatedly reduced, degenerates into the base case for all values of n, is (n − 1)!. Therefore, it is selected as the reduced problem.
[bookmark: Determining_the_General_Solution]Determining the General Solution
To determine the general solution, we ask ourselves the question, “how can I use the reduced problem to generate, or solve, the original problem?” In the case of n!, where the reduced problem is (n − 1)!, the answer is to multiply the reduced problem by n. Therefore, the general solution to n! is n * (n − 1)!.
[bookmark: Summary_of_the_Methodology]Summary of the Methodology
Table 6.2 summarizes the techniques used in our four step methodology to formulate recursive algorithms. Although this methodology does not produce a recursive algorithm for many problems, it does train us to think recursively. It also serves as a starting point for all problems and can be modified to accommodate most problems.
[bookmark: 6_3_3_Practice_Problems]6.3.3 Practice Problems
As we have discussed, most recursive algorithms do not fall into our “cookie cutter” methodology. They often have multiple base cases, they use the reduced problem several times in the general solution, the reduced problem is not a “small step” from the original problem, or they have alternate general solutions. The discovery of these recursive algorithms require some creativity and, as a result, can be quite challenging. However, the old axiom “practice makes perfect” certainly applies to the learning process of how to think recursively; practice can help move us toward that set of people who naturally think recursively.
To minimize the frustration associated with this practice, it is advisable to start with problems that follow our methodology, then progress to those that “almost” follow it, and finally, venture into what some students refer to as “wide open territory.” Table 6.3 presents practice problems that require different levels of innovation and creativity. The problems in the leftmost column of the table require the least amount of creativity, while the problems in the rightmost column require the most creativity. Before concluding this section, we will formulate and implement recursive algorithms for four of these problems (two from the first column of the table, one from the second column, and one from the third column). The remaining problems are left as an exercise for the student. The base case(s), reduced problem(s), and general solution(s) for the all the problems are given in Table 6.8, which is presented at the end of Section 6.4.
[bookmark: Table_6_2]Table 6.2
The Four-Step Methodology for Developing Recursive Algorithms
	
Step
	Techniques


	[bookmark: 4By__repeatedly_reduced___we_mea]4By “repeatedly reduced,” we mean that the relationship between the original problem and the reduced problem is repeatedly applied to the reduced problem.
	


	1. Determine the base case.
	Look for a known solution, a trivial case, a special case, a defined value, or when n = 0 or 1
(e.g., 0! is defined as 1; an empty list; or a search item is found).


	2. Determine the reduced problem.
	Look for a problem
• similar to the original problem,
• in between the original problem and the base case,
• much closer to the original problem than to the base case, and
• that, when repeatedly reduced,4 degenerates into the base case (e.g., (n − 1)!; search a sub list).


	3. Determine the general solution.
	Think of how the reduced problem can be used to solve original problem
(e.g., n! = n * (n − 1)!).


	4. Combine the base case, reduced problem, and general solution to form the recursive algorithm.
	Use Figure 6.8 or morph it to accommodate the problem
(e.g., for n! use it verbatim).


[bookmark: Xn]Xn
Let's consider the problem of determining xn for all non-negative integer values of n. To discover a recursive algorithm for this problem, our methodology can be followed verbatim. It involves a positive integer variable n, and so the base case often occurs when n is 0 or 1.x0 and x1 are both legitimate candidates for the base case because their values, 1 and x respectively, are known by definition. However, as we have stated, usually the base case is the one that is farthest from the original problem which is xn. Since, for positive values of n, 0 is further from n than 1 is, the base case for this problem is usually chosen to be x0 = 1.
[bookmark: Table_6_3]Table 6.3
Practice Problems to Improve our Ability to Think Recursively
	
Increasing Order of Difficulty [image: images]
	
	
	


	Generally Follows the Methodology
	Multiple Base Cases and Reduced Problems
	Uses the Reduced Problem Twice
	Multiple Base Cases


	n!
	Generate the nth term in the triangular series
	Towers of Hanoi
	Finding the greatest common denominator of two positive integers


	A number raised to a positive integer power, xn
	Binary search of an array
	Traversing a binary tree (see Chapter 7)
	
	


	Sum of the integers from n to 1
	
	Quick Sort (see Chapter 8)
	


	Product of two integers, m * n
	
	Merge Sort (see Chapter 8)
	


	Generate the nth term in the triangular series
	
	
	


	Output the characters of a string in reverse order
	
	
	


Our reduced problem should be similar to the original problem, xn, between it and the base case, x0, and much closer to xn than to x0. Candidate reduced problems are xn−1, xn−2, etc. Of these, xn−1 is the only one that will degenerate into x0 for all n when repeatedly reduced. Therefore, the reduced problem is chosen to be xn−1.
To determine the general solution, we ask ourselves the question, “how can I use the reduced problem to generate, or solve, the original problem?” In this case the question becomes “what can I do to xn−1 to make it xn?” The answer is to multiply it by x. Therefore the general solution is xn = x * xn−1.
 
[bookmark: table_6_4][image: images]
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[bookmark: Figure_6_9_A_Recursive_Method_to]Figure 6.9 A Recursive Method to Compute xn
Table 6.4 summarizes the base case, reduced problem, and general solution for xn and includes the problem of n! for comparative purposes.
Finally, the base case, reduced problem, and general solution are combined as shown in Figure 6.8 to produce the recursive algorithm for xn. Figure 6.9 presents the code of a method xToN that implements the algorithm.
[bookmark: nth_Term_of_the_Fibonacci_Sequen]nth Term of the Fibonacci Sequence
Calculating the nth term of the Fibonacci sequence is a good problem to study next because although the discovery of its recursive algorithm generally follows our methodology, there are two nuances. It is an example of a problem with multiple base cases and two reduced problems; however, both are easily detected because the series is usually defined recursively. The Fibonacci sequence, fn is defined as
the first term, f1 = 1,
the second term, f2 = 1, and
all other terms, fn = fn−1 + fn−2.
Thus, the terms of the sequence are: 1, 1, 2, 3, 5, 8, 13, 21, 34….
From its definition we see the nuance it presents to our methodology. There are two trivial solutions, when n = 1 and when n = 2. These become our base cases.
The next steps in our methodology are to determine the reduced problem and the general solution. Since the definition is recursive, they are easy to discover. Two reduced problems are used to calculate fn, fn−1, and fn−2, and our general solution is fn = fn−1 + fn−2.
 
[bookmark: table_6_5][image: images]
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[bookmark: Figure_6_10_A_Recursive_Method_t]Figure 6.10 A Recursive Method to Determine the nth Term of the Fibonacci Sequence
Table 6.5 summarizes the base case, reduced problem, and general solution for this problem and includes the problems of n! and xn for comparative purposes.
Finally, the base cases, reduced problems, and general solution are combined as shown in Figure 6.8, to produce the recursive algorithm for the nth term of the Fibonacci sequence. Figure 6.10 presents the code of the method fibonacci that implements the algorithm.
[bookmark: Reverse_a_String__s__of_Length_n]Reverse a String, s, of Length n
To discover a recursive algorithm for this problem, our methodology can be followed verbatim. However, this problem is more challenging because the general solution is a little more difficult to determine.
We will assume that the problem will be to output a given string s of length n in reverse order. Thus, the string “Bill” should be output as “lliB”. Once again the problem involves a positive integer variable n, and so the base case often occurs when n is 0 or 1. Both n = 0 and n = 1 are legitimate base cases; for n = 0, output nothing and for n = 1, output the string s. However, we will again choose the base case to be the one that is furthest from the original problem, n = 0. In this case, we would not produce an output.
Our reduced problem should be similar to the original problem (reverse a string, s, of length n), between it and the base case (reverse a string, s, of length 0), and much closer to the original problem than it is to the base case. Candidate reduced problems are a reversed string of n − 1 characters, n − 2 characters, etc., but of these, the first is the only one that will degenerate into the base case for all n when repeatedly reduced. For example, if the reduced problem reverses a string of n − 2 characters and n is 3, two reductions (3 − 2 = 1, and 1 − 2 = −1) would skip the base case. Therefore, the reduced problem is chosen to output a string of n − 1 characters in reverse order.
To determine the general solution, we ask ourselves the question, “how can I use the reduced problem to generate, or solve, the original problem?” The reduced problem can be used to output n − 1 characters of the string backward. The remaining character must be output by the general solution. But which character would that be? The answer lies in which group of characters the general solution uses the reduced problem to output. If it's the first n − 1 characters, then the general solution must output the last character, and vice versa. Either approach will work. We will take the former approach. Since the last character must be output first, the general solution is to output the last character and then use the reduced problem to output the first n − 1 characters in reverse order.
Table 6.6 summarizes the base case, reduced problem, and general solution for this problem, and includes the problems of n! and xn for comparative purposes.
Finally, the base case, reduced problem, and general solution are combined as shown in Figure 6.8 to produce the recursive algorithm outputting a string backward. Figure 6.11 presents the code of a method stringReverse that implements the algorithm. The method charAt on Line 5 is a method in the Java String class that returns a character in a string, with the first character being at position 0. Thus, the last character in an n character string is at position n − 1.
[bookmark: table_6_6][image: images]
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[bookmark: Figure_6_11_A_Recursive_Method_t]Figure 6.11 A Recursive Method to Reverse the Characters of a String
[bookmark: Towers_of_Hanoi]Towers of Hanoi
This problem is a more challenging one because both the reduced problem and general solution are a little more difficult to determine. However, our general methodology is still applicable. There is another important reason for discussing this problem. The previous problems discussed are more easily solved using loops rather than recursion. Their recursive solutions were developed for pedagogical reasons. However, the Towers of Hanoi problem is typical of problems in which the recursive solution is much simpler than the iterative solution. This class of problems is the reason we study recursion.
The Towers of Hanoi is a puzzle conceived by the French mathematician Eduardo Lucas in 1883. The objective is to move n rings from one tower (designated “S” for source tower) to another tower (designated “D” for destination tower). A third tower (designated “E” for extra tower) is available for the temporary storage of rings. The rings are each of a different radius and are initially stacked on tower S in sized order, with the largest radius ring on the bottom. When moving the rings three rules apply.
1. The rings must be moved one at a time.
2. A small ring can never be placed on top of a larger ring.
3. When a ring is removed from a tower it must be placed on a tower before another ring is removed.
Our problem will be to discover a recursive algorithm that outputs the moves to relocate n rings from tower S to tower D without violating the rules.
Applying our methodology, we first look for a base case. As with the previous problems, we are again dealing with an integer variable, n, the number of rings to be relocated. Thus, we would suspect that the base case is when there are no rings, n = 0, or there is one ring, n = 1, to move. Considering the rules of the puzzle, n = 1 is a trivial case whose solution everyone knows. Simply move one ring from tower S to tower D; end of puzzle.
The next step is to find the reduced problem. Since the base case is for one ring and the original problem involves n rings, we would suspect (as in the previous problems) that the reduced problem would involve n − 1 rings. So far, so good. But there is a problem. In the previous problems the reduced problem was identical to the original problem except that n − 1 was substituted for n. In this problem, however, if we move n − 1 rings from tower S to tower D then the largest ring is left on tower S and it can't be moved to tower D without violating Rule 2. The solution here is to generalize the reduced problem so that it could be used to move n − 1 rings from any tower to any other tower.
 
[bookmark: table_6_7][image: images]
Now we will examine the general solution. According to our methodology, the general solution should use the reduced problem to solve the original problem. And so the question is, if we have n rings on tower S and the ability to move n − 1 rings from any tower to any other tower, which towers would we select? For our answer we look back to our initial discussion of n! where we said that if we could find someone who knew (n − 1)! we would know n! (= n * (n − 1)!). An analogous argument is applied twice in this problem. If we could find someone who could move n − 1 rings from tower S to E and then someone who could move the n − 1 rings from E to D, and in between move the nth (largest) ring from tower S to D, we would have our general solution. The unique thing here is that it was not obvious that the reduced problem had to be generalized and used twice in the general solution. Once to move n − 1 rings from tower S to E, and a second time to move them from tower E to D.
Table 6.7 summarizes the base case, reduced problem and general solution for this problem and includes the previously discussed problems for comparative purposes.
Finally, the base case, reduced problem, and general solution are combined as shown in Figure 6.8 to produce the recursive algorithm for the Towers of Hanoi puzzle. Figure 6.12 presents the code of a method hanoi that implements the algorithm. The method's first parameter, n, is the number of rings to be moved. Its last three parameters accept the integer tower numbers of the source (S), destination (D), and extra (E) towers. Also included in the figure is the output of the method for three rings (n = 3) being moved from tower number 1 to 2, with tower 3 being the extra tower.
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[bookmark: Figure_6_12_A_Recursive_Method_t]Figure 6.12 A Recursive Method to Solve the Towers of Hanoi Puzzle and its Output for Three Rings
[bookmark: 6_4_Problems_with_Recursion]6.4 Problems with Recursion
The elegance of the Towers of Hanoi recursive algorithm often attracts us to recursive solutions. But all that glitters is not gold. Aside from the fact that the ability to think recursively does not come naturally to most people, there are two major problems associated with the use of recursive algorithms in our programs:
• They tend to run slowly.
• At run-time, they can consume an unacceptably large amount of main memory.
Both of these problems are amplified by the manner in which modern compilers transfer the execution path, and the shared information, to and from methods. When a method is invoked, the values of the shared information5 (arguments and returned value) must be passed between the invoker and the method. In addition, in order to continue the program after the method completes execution, the address of the line of code after the method invocation (often referred to as the return address) and the contents of the CPU's registers at the time of the invocation (often referred to as the state of the machine) must be “remembered.” Finally, storage must be allocated for the method's local variables.
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[bookmark: Figure_6_13_Changes_to_the_Run_t]Figure 6.13 Changes to the Run-time Stack as Method A Invokes Method B, and then Method B Completes Execution
The memory allocated to this information is part of a stack called the run-time stack, and the collection of information is referred to as a stack frame. Every time a method is invoked a new stack frame is pushed onto the stack, and when an invocation is complete the information is popped off the stack. Figure 6.13 shows the progression of the run-time stack after method A begins execution (stack status 1), after it invokes method B (stack status 2), and after method B completes execution (stack status 3).
The pushing and popping of the run-time stack takes time, and the stack occupies main memory. For a program that invokes nonrecursive methods, this time and memory use is most often negligible6 because the nesting of non-recursive method calls usually does not exceed a depth of 10 methods. However, recursive methods often call themselves hundreds or thousands of times as would be the case to calculate 2000!. Every time we enter a lower level of recursion, a new stack frame is built. The time to create and push each frame, and the memory associated with all the frames can become excessive. At best, a recursive method runs slowly and consumes memory. At worst, programs that invoke recursive methods run unacceptably slowly and, since most operating systems dedicate a limited amount of memory to the run-time stack, can terminate in a run-time “Stack Overflow” error.
The safe alternative is to abandon the elegance of a recursive algorithm in favor of an iterative algorithm. Iterative algorithms are algorithms involving loops, and any recursive algorithm has an iterative counterpart. For example, the iterative version of n! is
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Tests run on a AMD XP 3000 Windows-based platform running at 2.17 GHz with 448 MB of RAM, show that the iterative solution for n! runs three times faster than the recursive solution, and since the iterative solution eliminates recursive invocations it cannot end in a run-time stack overflow error.
[bookmark: 6_4_1_Dynamic_Programming_Applie]6.4.1 Dynamic Programming Applied to Recursion
Incorporating dynamic programming into recursive algorithms allows us to retain the elegance of recursive solutions while approaching the speed and run-time stack requirements of iterative solutions. It is a technique for efficiently computing solutions to problems that involve recurrences by storing partial results. To apply dynamic programming to recursive algorithms we look for parts of the algorithm that repeatedly calculate the same values. Then, the first time these values are calculated, they are stored in a memory resident table. From that point on, rather than recalculate these values they are simply fetched from the table.
For example, consider a program that calculates the value of 4! and then 5! with two invocations to a method that implements a recursive algorithm of the factorial function. As illustrated in Figure 6.6, in the process of calculating the value of 4! the recursive algorithm also calculates the value of 3!, 2!, and 1!. A dynamic version of this algorithm would store these calculated values (as well as the value of 4!) in a table during the first invocation of the method. Then, when 5! is calculated, 4! would not be recalculated but simply read from the table. This saves not only computational time, but also reduces stack overflow errors by reducing the number of levels of recursion for all but the first invocation of the recursive method.
In the case of n!, a one-dimensional array could be used to store the calculated values with the value of n used as an index into the array. Thus, 1! would be stored at index 1, 2! stored at index 2, etc. The first column in Figure 6.14 shows the array in its initialized state, and the second shows the array contents after the recursive algorithm calculates the value of 4!. Then, when 5! is calculated, the value 4! is simply read from the table and multiplied by 5, eliminating the need for recursion. Before ending, the method would write the value of 5! (120) to the table, as shown in the third column of Figure 6.14.
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[bookmark: Figure_6_14_The_Changes_to_the_C]Figure 6.14 The Changes to the Contents of an Array used in the Dynamic Recursive Algorithm for n!
In summary, although recursive algorithms are not all glitter they do have an important place in algorithm design. For applications whose levels of recursion do not overflow the run-time stack and are not time critical, recursive algorithms offer concise and elegant solutions to some rather difficult problems (e.g., the Towers of Hanoi, tree traversal discussed in Chapter 7, and sorting algorithms discussed in Chapter 8). In addition, the inclusion of dynamic programming into many recursive algorithms can eliminate the speed and stack overflow problems inherent in recursive solutions.
As an example of the use of dynamic programming in recursive methods, consider the code shown in Figure 6.15 that calculates and outputs the first 45 terms of the Fibonacci sequence. Each term of the series is calculated on Line 5 using an invocation to the method fibonacci defined on Lines 9–17. The program takes 45 seconds to execute when run on an AMD Athlon XP 3000+ processor with a 2.17 GHz clock. When recoded using the techniques of dynamic programming (see Exercise 21), it executes in less than one second on the same processor.
[bookmark: 6_5_Backtracking__an_Application]6.5 Backtracking, an Application of Recursion
Backtracking is a problem solving technique that can be used to resolve a class of problems in which the objective is to proceed to a goal from a starting point by successively making n correct choices from a finite selection of choices. The backtracking algorithm either determines a set of n correct choices that achieves the goal, or it determines that the goal is unattainable. Typical goals are to reach the exit of a maze from a given starting point, Sudoku puzzle solutions, to place eight queens on a checkerboard such that no queen can capture another queen (the Queens Eight problem), or to move a knight from a given starting point around a checkerboard such that it moves to every square on the board once, and only once (the Knights Tour problem).
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[bookmark: Figure_6_15_A_Program_to_Output]Figure 6.15 A Program to Output the First 45 Terms of the Fibonacci Sequence using a Recursive Method to Calculate the Terms
The algorithm uses a trial-and-error technique to decide the n correct choices that attain the goal. At each of the n decision points, it selects or tries a choice from among the choices it has not yet tried at that decision point, and then it proceeds to the next decision point and repeats the process. If the choice at a decision point does not lead to the goal, another choice is tried at that decision point. When the choices at a decision point are exhausted, the algorithm backs up (thus the name backtracking) through the previous decision points until it finds a decision point with an untried choice. That choice is substituted for the backtracked decision point's previous choice, and the algorithm again proceeds to the next decision point. If the algorithm backs up to the first decision point and there are no untried choices, it concludes that the goal is unattainable.
The decision choices can be depicted as shown in Figure 6.16, which is referred to as a decision tree. The problem's starting point, S, is represented by the top circle (called the root of this inverted tree) with each level of circles in the tree representing a decision point. Referring to Figure 6.16, A and B (called the root's children) represent the set of choices for the first decision point, the choices available at the starting point. A's children, C, D, and E, represent the choices available if A is chosen at the first decision point (the starting point), and B's children, F and G, represent the choices available if B is chosen at the first decision point. Generally speaking, the children of a node represent the choices for the next decision point assuming their parent (e.g., A or B) was chosen at a previous decision point. As decisions are made by the backtracking algorithm, it proceeds down the levels of the decision tree. If none of the children of a parent chosen at a given level lead to the goal, the algorithm backtracks up to the previous level and makes an alternate decision at that level (here comes the “r” word), recursively. Assuming that the choices depicted at each level of the tree shown in Figure 6.16 were selected in a left to right order, the choices made by the backtracking algorithm to arrive at H would be A, C, backtrack, D, backtrack, E, backtrack, backtrack, B, F, H.
 
[bookmark: table_6_8][image: images]
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[bookmark: Figure_6_16_Depiction_of_a_Decis]Figure 6.16 Depiction of a Decision Tree
For example, consider the problem of traveling along the squares of a maze from a given starting square to a goal square. The set of choices for each move are to proceed straight, turn left, or turn right. However, for the maze depicted in Figure 6.17 not all of these moves are valid for every square. Although all three choices are valid for the square in row 0, column 1 (denoted 0,1), only two of them are valid for the square 1,1 (i.e., to proceed straight or to turn left). Turning right when at square 1,1 is not a valid choice. After entering any of the squares in column 0, there are no valid choices. The only option after entering any of these squares would be to backtrack.
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[bookmark: Figure_6_17_A_Nine_Cell_Maze]Figure 6.17 A Nine Cell Maze
[image: images]
[bookmark: Figure_6_18_The_Decision_Tree_fo]Figure 6.18 The Decision Tree for the Valid Next Move Choices of the Maze Shown in Figure 6.17
The decision tree shown in Figure 6.18 represents all the valid choices for the squares of the maze depicted in Figure 6.17 when it is entered at square 0,1. The placement of the nodes in the tree assumes the choices are selected in a left to right order, and that proceeding forward is always considered first, then a left turn, and then a right turn. If the goal was to arrive at square 1,2, the backtracking algorithm would traverse the maze as follows: 0,1; 1,1; 2,1; 2,0; backtrack to 2,1; backtrack to 1,1; 1,0; backtrack to 1,1; backtrack to 0,1; 0,0; backtrack to 0,1; 0,2; 1,2.
At each point in the decision tree we encounter a new problem similar to the original problem—the problem of making correct choices in order to reach a goal. However, the new problem is one choice closer to the goal because we have just made a choice at the previous decision point. Considering this, and also considering the goal to be our end point or base case, most often a backtracking algorithm is coded recursively. The reduced problem is considered to be the problem of making the remaining correct choices.
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[bookmark: Figure_6_19_The_First_Four_Level]Figure 6.19 The First Four Levels of the Decision Tree for the Valid and Invalid Next Move Choices of the Maze Shown in Figure 6
Before presenting a generalized version of the backtracking algorithm that can be adapted to a variety of problems, we should discuss one more point about decision trees. The two decision trees presented previously in this chapter contained only valid choices. For example, after moving onto square 1,1 from square 0,1 (in the maze depicted in Figure 6.17), moving right is not an option, so square 1,2 was not included as a child of square 1,1 in the decision tree. Generally speaking, it is usually better to include all choices in the decision tree, and allow the backtracking algorithm to determine the validity of each choice because it tends to generalize our algorithm. This approach will allow us to rearrange the walls of the maze and still use the same decision tree. The first four levels of the expanded version of the maze's decision tree are presented in Figure 6.19.
[bookmark: 6_5_1_A_Generalized_Backtracking]6.5.1 A Generalized Backtracking Algorithm
A generalized recursive version of the backtracking algorithm, named makeNextDecision, is given below. It is generalized in that several of its lines simply indicate what is to be done because the decision as to how it is to be done is particular to a specific problem. The algorithm is passed the choice made at the last decision point so that only that choice's children (in the decision tree) will be considered during the next decision. The selection from among these choices is performed on Line 4 by a method named nextChoice that returns the next choice at a decision point from among the decision point's untried choices.
 
Generalized Recursive Backtracking Algorithm
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The algorithm begins by initializing the Boolean variable atGoal to false and the variable choiceNumber to zero. Line 3 begins a loop that works its way sequentially through the choices at a decision point looking for one that eventually leads to the goal. Each pass through the loop the variable choiceNumber is incremented (Line 16), and the loop continues while the goal has not been reached (atGoal == false) and then there are more choices to consider at this decision point (choiceNumber < numberOfChoices).
The variable choiceNumber is passed to the method nextChoice on Line 4 to request that the next choice (initially the 0th choice) be determined and returned. The method nextChoice is assumed to exist and is particular to the problem being solved. (Lines 5, 6, 7, and 12 are also particular to the problem being solved.) Normally the choice is not only a function of the choice number, but also a function of the previous decision, which is also passed to the method as the second argument. At the beginning of the maze problem depicted in Figures 6.17 and 6.19, the previous decision would be to start at square 0,1, and 1,1 would be returned as the next choice (since, as specified in the decision tree, the move order is forward, left, and then right).
 
The code of the Boolean condition on Line 5 would be particular to an application, and in most cases coded as a separate function. When Line 5 determines that a choice is not valid, the body of the if statement (Lines 6–15) does not execute and the choice is ignored. Then, Line 16 increments the choiceNumber, and the next choice is considered.
Line 6 and Line 12 are also particular to a specific problem. When a choice is valid, Line 6 makes a record of the choice. For the maze problem, the choice could be recorded by storing the chosen square's row and column number in an array, and unrecorded by eliminating them from the array. The choice is recorded so that if the goal is reached, the sequence of correct choices can be displayed. Another reason for recording the choice is that, for some problems, the determination of a valid choice performed on Line 5 depends on the choices made at previous decision points. For example, if a square on the Knight's Tour checkerboard was visited by the knight as a result of a choice made at a previous decision point, that square is no longer a valid choice for subsequent decision points. Line 12 eliminates the choice from the record of choices if the next decision point results in a backtrack.
Line 7 is the base case, i.e., the current choice has achieved the goal. Its Boolean condition is also particular to an application. In the case of the maze problem, the goal is reached when the choice is the goal square. In the Queens Eight problem the goal has been reached when eight queens have been placed on the board. If the goal has not been reached, the algorithm is invoked recursively on Line 10 (the reduced problem) to continue the decision process. If the method returns false, indicating that the goal could not be reached using the current choice, the choice is unrecorded (Line 12), and the choice number is incremented (Line 16) so that the next choice at this decision point can be considered.
Adapting the generalized backtracking algorithm to a particular application requires a bit of creativity. However, the amount of creativity can be reduced by methodizing the adaptation process.
[bookmark: 6_5_2_Algorithm_Adaptation_Metho]6.5.2 Algorithm Adaptation Methodology
As previously mentioned, Lines 4, 5, 6, 7, and 12 are particular to a given problem. The scheme used to represent the choices is also particular to a given problem. Therefore, when applying the backtracking algorithm to a problem we have to decide how to represent the choices, how to determine if the goal has been reached (for Line 7 of the algorithm), how to record and unrecorded a choice (for Lines 6 and 12 of the algorithm), how to determine the next choice (for Line 4 of the algorithm), and how to determine if a choice is valid (for Line 5 of the algorithm). In the spirit of divide and conquer, once we have made decisions on these issues we code a data structure to represent the choices, and code five methods that can be invoked on Lines 4, 5, 6, 7, and 12 of the algorithm. Next, the algorithm itself is coded and, finally, an application program is written to perform initialization, record the starting point, and invoke the backtracking algorithm to determine the choices that lead to the goal. These steps are summarized in the following methodology.
 
Methodology for Applying the Generalized Backtracking Algorithm
1. Decide how to represent the n choices, and declare a data structure that will store the n choices.
2. Decide how to determine if the goal has been reached, and write a method that can be invoked on Line 7 of the algorithm.
3. Decide how to record and unrecord a choice, and write a method that can be invoked on Lines 6 and 12 of the algorithm.
4. Decide how to determine the next choice, and write methods that can be invoked on Line 4 of the algorithm.
5. Decide how to determine if a choice is valid, and write a method that can be invoked on Line 5 of the algorithm.
6. Write the generalized backtracking algorithm, and include invocations to the methods developed in the previous steps on Lines 4, 5, 6, 7, and 12.
7. Write an application that performs initialization, records the starting point, invokes the generalized backtracking method, and then outputs the choices that lead to the goal.
We will now illustrate the application of the methodology by using it to code a solution to the Knights Tour problem.
[bookmark: The_Knights_Tour__an_Adaptation]The Knights Tour, an Adaptation Example
The Knights Tour problem begins by placing a knight on a square of a checkerboard. Then, using only valid knight moves, we are to determine a sequence of moves during which the knight arrives at each square of the checkerboard once, and only once. The shaded boxes in Figure 6.20 show the eight valid moves for a knight, as per the rules of chess, assuming that the knight is initially positioned in the box K. (The rules of chess also demand, of course, that after the move, the knight is on the checkerboard.)
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[bookmark: Figure_6_20_The_Eight_Valid_Move]Figure 6.20 The Eight Valid Moves for the Knight Positioned at Square K
 
The eight moves have been arbitrarily assigned a sequential choice number (0 through 7) as indicated by the digit in the shaded boxes of Figure 6.20. When the moves are chosen in this order (i.e., move to the right two boxes and up one box as a first choice, move to the right one box and up two boxes as a second choice, etc.), the sequence of valid moves for a tour beginning in row 4 and column 0 of a 5 × 5 checkerboard is depicted in the top part of Figure 6.21. The numbers in the squares of the checkerboard represent the move number during which the knight landed on the squares (1 being the starting point, 25 being the end point). The bottom part of the figure presents the number of times the algorithm backtracked to each of the 25 decision points. For example, the 4 in square 4,3 of the lower part of the figure indicates that the decision point that determined the eighth move (see square 4,3 of the upper part of the figure) was backtracked to four times during the solution. Similarly, square 3,1 in the figure indicates that the decision point that determined the ninth move was backtracked to eight times.
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[bookmark: Figure_6_21_A_Valid_Knights_Tour]Figure 6.21 A Valid Knights Tour Beginning at Row 4, Column 0 and the Amount of Backtracking Performed
 
The five recorded choices for the eighth move (four of which are unrecorded as a result of the four backtracks to the eighth decision point), and the nine recorded choices for the ninth move (eight of which are unrecorded), are depicted in Figure 6.22. Each of the five checkerboards in the figure depict one of the five recorded choices for the eighth move, denoted as 8/1 (the first recorded choice) on the top checkerboard, 8/2 (the second recorded choice) on the second from the top checkerboard, and 8/3, 8/4, and 8/5 on subsequent checkerboards. Also shown in each checkerboard are the positions chosen for the first seven moves, denoted in the squares as 1 to 7.
The seventh move positions the knight on square 2,2. The first choice for move 8 is to move the knight from that square to square 1,4, as shown in the top of the figure. From that square, the first valid choice for move 9 is square 0,2. However, all subsequent combinations of choices for the tenth, eleventh, twelfth,…twenty-fifth moves do not produce a solution, which results in the first backtrack and the move to square 0,2 is unrecorded. The only other valid choice for the ninth move from square 1,4 is to square 3,3. This also does not lead to a solution, resulting in the second backtrack to the ninth decision point. Since there are no other valid choices for the ninth move from square 1,4 the first backtrack to the eighth decision point is performed, and the move to square 1,4 is unrecorded.
Referring to the second checkerboard, the next valid choice for the eighth move (to square 0,1 from square 2,2) is recorded, and then the knight is moved from that square to the first valid choice for the ninth move, square 2,0. (It should be noted at this point that the square 0,3 is not a valid choice for the eighth move because the square had been visited on the fourth move.) Moving to square 2,0 or square 1,3 from square 0,1 (the only valid choices for the ninth move) do not result in a solution. After backtracking to the eighth decision point, the remaining three valid choices for the eighth move are tried. As indicated on the checkerboard at the bottom of the figure, the fifth, and last, valid choice for the eighth move results in a solution. If it had not, the algorithm would have backtracked to the seventh decision point, the move to square 2,2 would have been unrecorded, and the only remaining valid choice for the seventh move, square 4,2, would have been tried to see if it led to a solution. It is suggested that an understanding of the move's choices and the backtracking illustrated in Figure 6.22 be mastered before proceeding to the application of the methodology to this problem.
In Step 1 of our methodology we determine how we will represent the eight move choices. To accomplish a move we simply add an increment to the knight's current row and column numbers. For example, if the knight is currently at row 4 and column 0 (and the row and column numbers are assigned as depicted in Figure 6.21), move choice 0 would be accomplished by adding a −1 to the row number and a +2 to the column number. Thus, to store the choices we simply store the row and column increments for the eight moves. The simplest data structure to store the increments is a two-dimensional array of integers (named rowColIncrement) composed of eight rows and two columns, and then use the choice number as the index into the array's row. The scheme is depicted in Figure 6.23 where the column increment is stored in column 0 of the array, and the row increment is stored in column 1 of the array. The row assignment of the increments in the array reflects the move order depicted in Figure 6.20.
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[bookmark: Figure_6_22_The_Choices_Recorded]Figure 6.22 The Choices Recorded for Moves Eight and Nine during the Four Backtracks to Decision Eight
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[bookmark: Figure_6_23_The_Representation_o]Figure 6.23 The Representation of the Eight Valid Knight Move Increments Depicted in Figure 6.20
The Java code to declare and initialize the array is:
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The next step (Step 2) of the methodology is to decide how to determine if the goal has been reached. For a checkerboard with n rows and n columns, the goal has been reached when we make n2 successful moves (which include the starting square). Assuming the number of rows and columns are stored in the variables nRows and nCols, and that the number of moves made is stored in the variable thisMoveNumber, the goal is reached when thisMoveNumber = nRows * nCols. This step is concluded with the coding of the method goalHasBeenReached given below. It will be invoked by Line 7 of the generalized backtracking algorithm.
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In Step 3 of our methodology, we decide how to record and unrecord a choice. To record the move we will “mark” the square of the checkerboard the knight lands on. In order to display the sequence of the moves, we will mark the square with the move number as depicted in the upper part of Figure 6.21. We will represent the checkerboard as a two-dimensional array of integers named board, consisting of nRows and nCols defined as
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Assuming that an unvisited square is marked with a zero, this step concludes with the coding of the two methods recordThisDecisionChoice and unrecordThisDecisionChoice given below. These methods will be invoked from Lines 6 and 12 of the generalized backtracking algorithm, respectively.
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In Step 4 of our methodology, we decide how to determine the next choice for a move when the current move does not lead to the goal. The simplest thing to do is to select the moves sequentially in the order given in Figure 6.20, which is consistent with the fact that every time through the while loop of the generalized backtracking algorithm, the variable choiceNumber is incremented by one. The row and column of the next move will simply be determined by adding the row and column increments stored in the array rowColIncrement (depicted in Figure 6.23) at row index choiceNumber, to the row and column numbers that represent the knight's current location (the location we are moving from). The two methods nextChoiceRow and nextChoiceColumn, which would be invoked by Line 4 of the generalized backtracking algorithm, accomplish this.
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In Step 5 of our methodology, we decide how to determine if a choice is valid. Since our moves will be fetched from the array depicted in Figure 6.23 that represents valid knight moves (see Figure 6.20), the only way they could be invalid is if the move places the knight off the board or on a square already visited. A square whose row and column numbers are stored in row and col is on the board if
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and it has not been visited if
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The method thisDecisionChoiceIsValid, which follows, and would be invoked from Line 5 of the generalized backtracking algorithm, tests these conditions.
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In Step 6 of our methodology, we code the generalized backtracking algorithm, the method makeNextDecision, incorporating into it the methods developed in the first five steps of our methodology. Before coding it, we have to decide on the parameter(s) of the method that will represent the previous (last) decision choice. In the Knights Tour problem that would be the row and column number of the knight's current position. We will also include the last move number as a third parameter because it is incremented and then used in the method recordThisDecisionChoice (to keep track of where the knight has been). It is also used in the goalHasBeenReached method (to determine if the solution is complete). Thus, the signature of the method becomes
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Having defined the method's parameters, we complete Step 6 of the methodology by coding the method. Lines 31–55 of Figure 6.24 presents the Java implementation. The invocations to the methods developed in the previous steps of our methodology are highlighted on Lines 39–43 and 48. In addition, Lines 33 and 34 have been added to perform initialization particular to this problem.
Finally, in Step 7 we complete our solution by writing an application that performs some initialization, records the starting point, invokes the generalized backtracking method, and then outputs the choices that lead to the goal. The application is presented in Figure 6.24 as Lines 1–29, which includes the declaration of the data structures previously discussed (Lines 4–5) and the initialization of the valid knight moves (Lines 9–16). The methods developed in Steps 2-5 of the methodology are included in Figure 6.24 as Lines 57–92.
[bookmark: The_Queens_Eight_Problem]The Queens Eight Problem
Table 6.9 summarizes the decisions made during Steps 2-5 of the methodology to adapt the generalized backtracking algorithm to the Knights Tour problem. In addition, it presents the analogous decisions that adapt the algorithm to the Queens Eight problem, assuming that each queen will be placed in a different column and therefore the backtracking algorithm is only used to determine queens' row numbers. The coding of the solution to this problem is left as an exercise for the student. (The entire solution of the maze problem, the decisions made during Steps 2-5 of the algorithm adaptation methodology, and the coding of the solution, is left as an exercise for the student.)
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[bookmark: Figure_6_24_The_Solution_to_the]Figure 6.24 The Solution to the Knights Tour Problem
  
[bookmark: table_6_9][image: images]
 
When coding the method thisDecisionChoiceIsValid for the Queens Eight problem (see the last column of the Table 6.9) we make use of two facts regarding the diagonals of a checkerboard:
1. For each square on an upper left to lower right running diagonal, the difference of the square's row and column numbers is a constant (different for each diagonal). For example, on the diagonal from 1,0 to 4,3 the difference is 1.
2. For each square on a lower left to upper right running diagonal, the sum of the square's row and column numbers is a constant (different for each diagonal). For example, on the diagonal from 3,0 to 0,3 the sum is 3.
These sums and differences can be used to index into two one-dimensional arrays used to record which diagonals have queens on them. For example, if a queen had been placed on square 2,1 then element 1 of one of the arrays would be marked occupied, as would element 3 of the other array. A third one-dimensional array can be used to keep track of the rows that have queens on them using the queen's row number as an index into this array.
EXERCISES
[bookmark: Knowledge_Exercises_5]Knowledge Exercises
1. State the definition of recursion.
2. True or false:
a. All algorithms can be stated recursively.
b. Some algorithms can only be stated recursively.
c. For most people, recursive algorithms are more difficult to discover and understand than nonrecursive algorithms.
d. All recursive algorithms must have an escape clause.
e. Recursive algorithms, if not properly coded, can terminate with a stack overflow error; if true, why?
3. The menu of Juan's Taco Tower states “when ordering a Sombrero Meal you get a taco, and a soda, and your choice of an ice cream sundae or a Sombrero Meal.”
a. What part of the Sombrero Meal's description is recursive?
b. What is the base case (escape clause) in the description of a Sombrero Meal?
c. Can I order a Sombrero Meal consisting of:
1. 1 taco, 1 soda, and 1 ice cream sundae?
2. 2 tacos, 1 soda, and 1 ice cream sundae?
 
3. 2 tacos, 3 sodas, and 1 ice cream sundae?
4. 1 taco and 1 soda?
5. 1 taco, 1 soda, and 2 ice cream sundaes?
4. Define:
a. Base case
b. Reduced problem
c. General solution
5. Give the generic flowchart for a recursive method that has one base case.
6. Give the four steps in the methodized approach to formulating a recursive algorithm.
7. Give an advantage of a recursive algorithm over an iterative algorithm.
8. Give two advantages of an iterative algorithm over a recursive algorithm.
9. A recursive method is used to calculate 64. The base case is 60.
a. What is the first value returned from the recursive invocations?
b. What is the second value returned from the recursive invocations?
10. Draw a figure similar to Figure 6.6 that shows the values calculated by a recursive method invoked to determine the value of 53.
11. Give the base case, reduced problem, and general solution of the recursive algorithm for:
a. n!
b. xy
c. The product of two integers a and b.
d. The sum of the integers from a to b, a > b.
e. Outputting an array of characters, c, given the starting and ending indices.
f. Binary search of an array to locate the value aKey.
12. Give the signatures of the methods that implement the recursive algorithms of Exercises 11(a)-(f).
13. Give the pseudocode of the methods that implement the recursive algorithms of Exercises 11(a. through 11(f).
[bookmark: Programming_Exercises_5]Programming Exercises
14. Code a recursive solution for Exercise 11(d), and provide a driver program to test your solution.
15. Code a recursive solution for Exercise 11(e), and provide a driver program to test your solution.
 
16. Code a recursive solution for Exercise 11(f), and provide a driver program to test your solution.
17. Code a recursive solution for Exercise 11(c), and provide a driver program to test your solution.
18. Code a recursive method that calculates the greatest common denominator of two integers and provide a driver program that demonstrates that it functions properly.
19. Apply the techniques of dynamic programming to improve the performance of the method coded in Exercise 14, and provide a driver program that demonstrates that it is faster than the nondynamic version of the code in Exercise 14.
20. Code a program that outputs the first 45 terms in the Fibonacci sequence by invoking a non-dynamic recursive method that calculates the nth term of the series.
21. Apply the techniques of dynamic programming to improve the performance of the method fibonacci that is presented in Figure 6.15 and provide a driver program that demonstrates that it functions properly.
22. Determine the value of n such that the dynamic version of the recursive algorithm for xy is 20 seconds faster than the nondynamic version. Include a description of the platform (CPU make and model, clock speed, amount of RAM memory, and the operating system).
23. Your pet mouse Marty can find his way out of a maze, unassisted, much to the delight of his fans. The maze is divided into a two-dimensional grid of six rows and six columns of black and white tiles. Tiles are identified by their row number, followed by their column number. Rows and columns are numbered sequentially from 0 to 5 with box 0,0 in the upper left corner. Black tiles cannot be stepped on so Marty must proceed along the white tiles of the maze to reach the exit. Marty always enters the maze from below, stepping onto tile 5,1 which is always a white tile. From there he can advance to any adjacent white tile, but cannot travel diagonally from tile to tile. If possible, Marty will always continue straight ahead. Being left handed his second choice is always to turn left, then right, and finally (if he has reached a dead end), his last and only remaining choice is to retreat backward. The maze is modeled by a 6 × 6 array of integers with a black tile represented as a 1, and a white tile represented as a 0. Write a program that invokes a recursive backtracking method and outputs the row and column numbers of the tiles Marty steps on as he finds his way through the maze. Include all the boxes backtracked onto because Marty chose a path that ended in a dead end.
24. Each square of the following 10 × 10 checkerboard has a toll associated with it that must be paid when you enter the square. You wish to travel from the bottom-most row to the topmost row and minimize the total of the tolls along the way. Write a program to output the row and column numbers of a route that minimizes the tolls. When making a move, the row number must increase by 1 and the column number can change by −1, 0, or +1. Tolls range from 0 to 9, and row 1 and column 1 is the lower leftmost square of the checkerboard. The program should invoke a dynamic recursive method, minToll, to determine the minimum toll to get to each of the top row cells, i = 10, of the checkerboard calculated as
minToll[i][j] = toll[i][j] + minimum of (minToll[i − 1][j − 1], minToll[i − 1][j], minToll[i − 1][j + 1])
[image: images]
25. There is a kind of puzzle formatted as a 9 by 9 grid of cells grouped into nine 3 by 3 boxes. To solve this puzzle the numbers 1 through 9 must appear once, and only once, in each row, column, and 3 by 3 box. The puzzle begins with several cells filled in. Use the generalized backtracking algorithm to solve this kind of puzzle.
 
[bookmark: 1_Iterative_algorithms_are_algor]1 Iterative algorithms are algorithms that involve loops.
[bookmark: 2_Recursive_methods_can_operate]2 Recursive methods can operate on an object's member data, in which case the method is coded as a nonstatic method.
[bookmark: 3_Line_4_of_Figure_6_3_would_bec]3 Line 4 of Figure 6.3 would become: FactorialTrace.nFactorialTrace(n);
[bookmark: 5_Or_the_locations_of_the_shared]5 Or the locations of the shared information if the parameters are nonprimitive types (i.e., objects).
[bookmark: 6_When_it_is_not__many_compilers]6 When it is not, many compilers give the programmer the option of replacing the invocation with the actual code of the method. The C++ keyword to accomplish this is “inline.”
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Trees
 
OBJECTIVES
The objectives of this chapter are to familiarize the student with the features, implementation, and uses of tree structures. More specifically, the student will be able to
[image: images] Understand the standard graphics used to depict trees, the terminology of trees, and the mathematics of binary trees.
[image: images] Understand the linked and array-based memory models programmers use to represent binary tree structures, and the advantages and disadvantages of these representations.
[image: images] Understand the classic binary search tree structure and its operation algorithms, including their use of a method that locates a node in the tree.
[image: images] Explain the advantages and disadvantages of binary search tree structures, and be able to quantify their performance.
[image: images] Implement a fully encapsulated version of a binary search tree.
[image: images] Understand the standard tree traversal techniques (including inorder, preorder, and postorder), the use of these techniques, and be able to implement them recursively.
 
[image: images] Understand the extension of the binary search tree structure to an AVL tree and a Red-Black tree, and understand the techniques these structures use to keep the tree balanced.
[image: images] Understand the topic of recursion more fully by examining several recursive tree algorithms.
[image: images] Develop an application that declares a structure in Java's API TreeMap class, understand the advantages and disadvantages of the class, and operate on the structure using the class' operation methods.
[bookmark: 7_1_Trees]7.1 Trees
In the previous chapters we have studied three types of data structures that allow access in the key field mode: array-based structures, linked lists, and hashed structures. Each of these structures has unique attributes that make them attractive in certain applications. The hashed structures are, by far, the fastest structures when we consider all four basic operations. The array-based structures are the simplest to implement and the speed of two of their operations (Insert for the unsorted version and Fetch for the sorted version) match the hashed structures. The linked list structures do not require contiguous memory and, therefore, are the most efficient structures to expand. In addition, the speed of the Insert operation for unsorted linked list structures approaches the speed of the hashed structures.
Tree structures, like linked lists, do not require contiguous memory, making them just as efficient to expand. In addition, when properly implemented, the speed of these structures greatly exceeds that of the array-based and linked structures and approaches the overall speed of the hashed structures. From a density viewpoint, they require higher node widths than the other structures to reach acceptable densities. However, they are the only structure we will study that can easily model data in a hierarchical (as opposed to a linear) form and can process nodes in sorted order without sacrificing operation speed. These attributes make them attractive for many applications.
[bookmark: 7_1_1_Graphics_and_Terminology_o]7.1.1 Graphics and Terminology of Trees
Before proceeding to a discussion of the algorithms used to operate on trees, it is necessary to gain an understanding of the depictions and terminology of trees. The standard depiction of a tree is shown in Figure 7.1, which presents a tree containing eight nodes. Each node in the tree is represented by a circle with lines emanating from it. These lines connect a node to other nodes in the structure that come after it, and are analogous to the arrows in the standard depiction of a linked list. The annotation inside the circle normally refers to the contents of the key field of the node. As was the case with linked lists, these graphical depictions will be used extensively in this chapter to develop the algorithms used to operate on trees and to facilitate our understanding of them.
We will now turn our attention to the terminology of trees, beginning our discussion with the term directed tree. We will see that most tree terminology employs two analogies; the terms root, leaf, forest, and, of course, tree are terms borrowed from nature, and the terms parent, child, and grandparent are terms borrowed from the traditional family unit.
[image: images]
[bookmark: Figure_7_1_Standard_Depiction_of]Figure 7.1 Standard Depiction of a Tree
[bookmark: Directed__or_General__Tree]Directed (or General) Tree
A directed (or general tree), is a structure in which
• There is a designated unique first node,
• Each node in the structure, except for the unique first node, has one and only one node before it, and
• Each node in the structure has 0, 1, 2, 3,…nodes after it.
Consider the tree depicted in Figure 7.1. If we designate node A to be the unique first node, then it is a directed tree because
• There is a unique first node, A, which has no node before it,
• Nodes B, C, and D are preceded only by node A; node E is preceded only by node B; node F is preceded only by node D; and nodes G and H are preceded only by node E, and
• Nodes C, F, G, and H have 0 nodes after them; nodes B and D have one node after them; node E has two nodes after it; and node A has three nodes after it.
[bookmark: Root_Node]Root Node
A root node is the unique first node in the structure. The root node does not have a node before it. Each tree has one, and only one, root node that is always drawn at the top of the standard depiction of a tree. Node A is the root node of the tree presented in Figure 7.1.
[bookmark: Leaf_Nodes]Leaf Nodes
 
Leaf nodes are nodes in the tree that have no (0) nodes after them. Nodes C, F, G, and H in Figure 7.1 are leaf nodes.
[bookmark: Parent__or_Father__Nodes]Parent (or Father) Nodes
An analogy to a family is often used to describe the relationship between the nodes of a tree. A parent node is a node's unique predecessor. Referring to the tree shown in Figure 7.1, node A is the parent of nodes B, C, and D; node B is the parent of node E; node D is the parent of node F; and node E is the parent of nodes G and H. A consequence of this definition is that all nodes in a tree are parent nodes except for the leaf nodes. Sometimes in the literature, a patriarchal analogy is used in which case the term father is substituted for the term parent.
[bookmark: Child__or_Son__Nodes]Child (or Son) Nodes
A child node is a node that comes directly after a node in a tree. Referring to the tree presented in Figure 7.1, nodes B, C, and D are the children of node A; node E is the child of node B; node F is the child of node D; and nodes G and H are the children of node E. A consequence of this definition is that all nodes in a tree are child nodes except for the root node, and when we also consider the definition of a parent node we can conclude that all nodes in a tree are both child and parent nodes except for the leaf nodes and the root node. When the patriarchal analogy is used, a child is referred to as a son.
[bookmark: Grandchild_Nodes__Great_Grandchi]Grandchild Nodes, Great Grandchild Nodes, etc.
A grandchild of a node is a child of a child of a node. Referring to the tree presented in Figure 7.1, nodes E and F are the grandchildren of node A, and nodes G and H are the grandchildren of node B. Extending this genealogy, nodes G and H are also the great grandchildren of node A.
[bookmark: Grandparent_Nodes__Great_Grandpa]Grandparent Nodes, Great Grandparent Nodes, etc.
A grandparent of a node is the parent of the parent of a node. Referring to the tree presented in Figure 7.1, node A is the grandparent of nodes E and F, and node B is the grandparent of nodes G and H. Extending this genealogy, node A is the great grandparent of nodes G and H.
[bookmark: Outdegree_of_a_Node]Outdegree of a Node
The outdegree of a node is the number of children it has. Referring to the tree presented in Figure 7.1, node A has outdegree three, node E has outdegree two, node D has outdegree one, and nodes C, F, G, and H have outdegree zero. Leaf nodes always have outdegree zero.
 
[image: images]
[bookmark: Figure_7_2_The_Level_Numbers_of]Figure 7.2 The Level Numbers of a Tree With Four Levels
[bookmark: Outdegree_of_a_Tree]Outdegree of a Tree
The outdegree of a tree is equal to the largest outdegree of any of the nodes in the tree. The tree presented in Figure 7.1 has outdegree three.
[bookmark: Levels_of_a_Tree]Levels of a Tree
The levels of a tree are a sequential numbering assigned to the descendents of the root node, with the root node at level 0. The root node's children are at level 1, the root node's grandchildren are at level 2, etc. Since the level numbers begin at 0, the number of levels of a tree is always one more than the highest level number in the tree. Figure 7.2 presents the levels of the tree depicted in Figure 7.1, which has a total of four levels.
When we begin our study of trees, this level numbering system can be a bit confusing since the lowest level number is at the top of the standard tree depiction, and vice versa.
[bookmark: Visiting_a_Node]Visiting a Node
We visit a node in a tree by first locating the node, and then performing some operation on it. Typical operations performed on a node are to fetch the contents of the node, output the node, determine if it has a child, etc.
[bookmark: Traversing_a_Tree]Traversing a Tree
Traversing a tree is the process of visiting each node in the tree once, and only once. For example, if the operation to be performed on the nodes of the tree presented in Figure 7.1 was to output the key values of each node, then a valid traversal would output the keys in the order: A, B, C, D, E, F, G, and finally, H. An equally valid output traversal would be to output the nodes in the order: A, B, E, G, H, C, D, and finally, F. Although it is true that many traversal orders are possible, three of these possibilities (named preorder, inorder, and postorder traversals) are most often used. These popular traversal orders will be discussed later in this chapter. Outputting the nodes in the order A, B, E, G, H, A, C, D, and finally, F would be an invalid traversal since node A is visited twice.
[bookmark: 7_2_Binary_Trees]7.2 Binary Trees
Most of the material in the remainder of this chapter deals with binary trees. They are a subset of directed trees that occupy a very important place in the field of computer science. A binary tree, by definition, is a directed tree with maximum outdegree two. This implies that each node in a binary tree can have a maximum of two children. That is, nodes in a binary tree can only be leaf nodes, have one child, or have two children. The tree presented in Figure 7.1 is not a binary tree because the root node has three children. Figure 7.3 presents six valid binary trees. Before beginning our study of the algorithms associated with binary trees, we will discuss some the terminology and mathematics particular to binary trees.
[bookmark: 7_2_1_Terminology]7.2.1 Terminology
[bookmark: Left_Child__Left_Son__of_a_Node]Left Child (Left Son) of a Node
When the standard tree graphic is used to depict a binary tree, a node's left child is the child of the node to the viewer's left. For example, in tree f presented in Figure 7.3, node B is A's left child, and node G is C's left child. When the patriarchal analogy is used, a left child is referred to as a left son.
[image: images]
[bookmark: Figure_7_3_Valid_Binary_Trees]Figure 7.3 Valid Binary Trees
[bookmark: Right_Child__Right_Son__of_a_Nod]Right Child (Right Son) of a Node
 
When the standard tree graphic is used to depict a binary tree, a node's right child is the child of the node to the viewer's right. For example, in tree f presented in Figure 7.3, node C is A's right child, and node G is C's right child. Again, when the patriarchal analogy is used, a right child is referred to as a right son.
[bookmark: Left_Subtree_of_a_Node]Left Subtree of a Node
The left subtree of a node is the tree whose root is the left child of the node. Referring to tree a in Figure 7.3, the left subtree of node B is the empty tree (containing no nodes), while the left subtree of node A contains the nodes B, E, G, and H, with node B being the root of the subtree.
[bookmark: Right_Subtree_of_a_Node]Right Subtree of a Node
The right subtree of a node is the tree whose root is the right child of the node. Referring to tree a in Figure 7.3, the right subtree of node B is the tree containing the nodes E, G, and H, with E being the root of the subtree.
[bookmark: Complete]Complete
A binary tree is complete if all the levels of the tree are fully populated. Thus, except for the leaf nodes, all the nodes in a complete tree have two children. Tree f in Figure 7.3 is the only tree in the figure that is complete because at least one nonleaf node in all of the other trees has less than two children.
[bookmark: Balanced]Balanced
A tree is balanced if all the levels of the tree below the highest level are fully populated. This implies that all complete trees are balanced. Trees b, e, and f in Figure 7.3 are examples of balanced trees.
[bookmark: Complete_Left__or_Right]Complete Left (or Right)
A tree is complete left if it is balanced and all the nodes at the highest level are on the left side of the level. Tree e presented in Figure 7.3 is complete left. A tree is complete right if it is balanced and all the nodes at the highest level are on the right side of the level. Tree b presented in Figure 7.3 is complete right.
This concludes our discussion of the terminology of binary trees. We will now turn our attention to the mathematics of binary trees, which is used later in this chapter when we evaluate the performance of these structures.
[bookmark: 7_2_2_Mathematics]7.2.2 Mathematics
 
[bookmark: Maximum_Number_of_Nodes_at_Level]Maximum Number of Nodes at Level l of a Binary Tree
Consider tree f in Figure 7.3. All of its levels are fully populated; that is, they contain the maximum number of nodes that could exist at these levels. Counting the number of nodes at each level, we find that for any binary tree there is a maximum of
1 node at level l = 0,
2 nodes at level l = 1, and
4 nodes at level l = 2.
Extrapolating these observations (or alternately fully populating higher levels of the tree and counting the nodes) we find that there would be a maximum of
8 nodes at level l= 3,
16 nodes at level l = 4, and
32 nodes at level l= 5.
It is now easy to deduce the functional relationship between the maximum number of nodes at a level, nlmax, and the level number, l, to be:
Maximum Number of Nodes, nlmax, at Level l of a Binary Tree
[bookmark: equation_7_1][image: images]
Thus, the maximum number of nodes at level 15 of a binary tree is 215, or 32,768 nodes.
[bookmark: Maximum_Number_of_Nodes_in_a_Tre]Maximum Number of Nodes in a Tree with L Levels
Atree with L levels will contain a maximum number of nodes when all of its levels are fully populated; that is, the tree is complete. Figure 7.4 presents three complete trees comprised of 1, 2, and 3 levels.
Table 7.1 tabulates the number of levels in each of these trees (L) vs. the total number of nodes they contain (nLmax) extrapolated to include complete trees with 4 and 5 levels. (This extrapolation can be verified by drawing complete 4 and 5 level trees and counting the total number of nodes.)
[image: images]
[bookmark: Figure_7_4_Complete_Binary_Trees]Figure 7.4 Complete Binary Trees with 1, 2, and 3 Levels
 
[bookmark: Table_7_1]Table 7.1
Maximum Number of Nodes, nLmax, in a Binary Tree With L Levels
	
L
	nLmax


	1
	1


	2
	3


	3
	7


	4
	15


	5
	31


From the data presented in Table 7.1, we can deduce the functional relationship between nLmax and L to be
Maximum Number of Nodes, nLmax, a Binary Tree with L Levels
[bookmark: equation_7_2][image: images]
which is also the number of nodes in a complete binary tree with L levels. Thus, a complete binary tree with 16 levels would have a total of 216 − 1 = 65,535 nodes with slightly over half these nodes (32,768 = 215) at the highest level (level l = 15).
[bookmark: Minimum_Number_of_Levels_in_a_Tr]Minimum Number of Levels in a Tree with N Nodes
The number of levels in a tree with N nodes will be a minimum when the tree is balanced because all levels except the lowest level are fully populated (e.g., compare trees e and c in Figure 7.3). Assuming N is such that the tree is not only balanced but also complete (e.g., tree f in Figure 7.3), then N = nLmax and using Equation 7.2 we obtain
[image: images]
or
[image: images]
Remembering, from the definition of a logarithm, xy = z implies y = logxz we can solve the above equation for L to obtain
[image: images]
This is the number of levels in a complete binary tree containing N nodes.
 
Number of Levels in a Complete Binary Tree Containing N Nodes
[bookmark: equation_7_3][image: images]
If N is such that the tree is balanced but not complete (N < nLmax), then the highest level of the tree would not be fully populated and Equation 7.3 will not yield an integer value. In this case, in order to include the highest level of the tree in the computed value of L, we use the ceiling of the previous function to determine the minimum number of levels in the tree. Thus, we have
Minimum Number of Levels in a Tree Containing N Nodes (which is also the number of levels in a balanced binary tree)
[bookmark: equation_7_4][image: images]
For example, a binary tree containing 600 nodes must have at least 10 levels (= ciel(log2(600 + 1)) = ciel(9.23) = 10), and the highest level of the tree would not be fully populated because log2(600 + 1) is not an integer.
Armed with knowledge of tree graphics, tree terminology, and the mathematics of binary trees, we are now prepared to explore the algorithms used to operate on trees. We will begin with a discussion of a special kind of binary tree, a binary search tree.
[bookmark: 7_3_Binary_Search_Trees]7.3 Binary Search Trees
Consider the tree shown in Figure 7.5 consisting of six nodes, each containing a one letter key. Let us assume we are to fetch the node with key field P. We begin our search, as we begin all searches for nodes stored in trees, at the root node. The key field of this node is fetched and examined, and our search ends successfully after one memory access.
Now suppose we are searching for the node with key field K. Starting at the root node, the first memory access returns the key P, and the search must continue. Now we need to make a decision whether to visit the left child (node N), or right child (node V), of node P. Let us assume we make the correct choice and visit node N next, and then make another correct choice visiting node N's left child next. Under these assumptions we will locate node K after three memory accesses, searching through the nodes in the order P, N, K.
[image: images]
[bookmark: Figure_7_5_Six_Nodes_with_One_Le]Figure 7.5 Six Nodes with One Letter Key Each Stored in a Binary Tree
 
But suppose we make incorrect choices at every decision point. In this case a typical search order could be: P, V, X, N, O, K. Under this “worst case” scenario, six memory accesses are required to locate the node K. Obviously deciding to visit N after P, and then K after N would be a better choice, but we can only be certain of making a correct decision at each decision point if we have some way of knowing that K is in the left subtrees of P and N. Enter the binary search tree.
A binary search tree is a binary tree that allows us to always identify the “correct” child (subtree) to visit after an unsuccessful memory access. This is made possible by the manner in which the nodes are arranged in a binary tree as stated in its definition.
Binary Search Tree
A binary search tree is a binary tree in which the key field value of the root node is greater than the key field values of all of the nodes in the root's left subtree, and less than the key field values of all of the nodes in the root's right subtree. In addition, each subtree in the tree is also a binary search tree.
Consider the tree presented in Figure 7.6 whose nodes have integer key values. Under our definition, this tree is a binary search tree. The value of the key field of the tree's root node, 50, is greater than all the keys in its left subtree (40, 35, 47, and 43), and it is also less than all the keys in its right subtree (63, 55, 70, 68, and 80). In addition, all subtrees in the tree are also binary trees, which can be verified by inspecting them. For example, consider the subtree whose root node is 63. This subtree is also a binary search tree because all keys in 63's left subtree (55) are less than 63, and all of the keys in the root's right subtree (70, 68, and 80) are greater than 63.
Other examples of binary search trees are trees b and d in Figure 7.3, the leftmost tree in Figure 7.4, and the tree shown in Figure 7.5. Conversely, because of the arrangement of the nodes in the trees depicted in Figure 7.3, trees a, c, e, and f are not binary search trees, nor are the trees depicted in the middle and right side of Figure 7.4.
[image: images]
[bookmark: Figure_7_6_A_Binary_Search_Tree]Figure 7.6 A Binary Search Tree
 
[image: images]
[bookmark: Figure_7_7_The_Progressive_Build]Figure 7.7 The Progressive Build-up of a Six Node Binary Search Tree
The positioning of the nodes in a binary search tree consistent with its definition is performed by the Insert operation. The following five step process accomplishes this.
1. The first node inserted becomes the root node.
2. For any subsequent node, consider the root node to be a root of a subtree, and start at the root of this subtree.
3. Compare the new node's key to the root node of the subtree.
3.1. If the new node's key is smaller, then the new subtree is the root's left subtree.
3.2. Else, the new subtree is the root's right subtree.
4. Repeat Step 3 until the new subtree is empty.
5. Insert the node as the root of this empty subtree.
As an example, consider six nodes with integer key fields to be inserted into an empty binary search tree: first key 50, then 40, followed by 47, 63, 55, and finally 43. Figure 7.7 depicts the growth of the tree as the nodes are inserted. Since the tree is initially empty, as per Step 1 of the process, 50 becomes the root node (see Figure 7.7a).
 
The node with key 40 is to be inserted next. Step 2 of the process tells us to consider the tree whose root is 50 as a subtree. Comparing the root of this subtree to the key value 40 (Step 3 of the process) we find it is less than the root, and the new subtree is therefore the left subtree of 50 (Step 3.1). Since this subtree is empty, Step 5 tells us to make the new node the root of the empty left subtree of 50 (see Figure 7.7b).
The node with key 47 is to be inserted next. Step 2 of the process tells us to consider the tree whose root is 50 as a subtree. Comparing the root of this subtree to the key value 47 (Step 3 of the process) we find it is less than the root, and the new subtree is therefore the left subtree of 50 (Step 3.1). This subtree's root is 40, and since it is not empty, Step 4 tells us to repeat Step 3. Comparing the root of this subtree to the key value 47 (Step 3 of the process) we find it is greater than the root, and the new subtree is therefore the right subtree of 40 (Step 3.2). Since this subtree is empty, Step 5 tells us to make the new node the root of the empty right subtree of 40 (see Figure 7.7c).
The node with key 63 is to be inserted next. Step 2 of the process tells us to consider the tree whose root is 50 as a subtree. Comparing the root of this subtree to the key value 63 (Step 3 of the process) we find it is greater than the root, and the new subtree is therefore the right subtree of 50 (Step 3.2). Since this subtree is empty, Step 5 tells us to make the new node the root of the empty right subtree of 50 (see Figure 7.7d).
The remaining nodes are inserted into the tree structure in a similar fashion, following the steps of the insertion process, and the tree grows as shown in Figure 7.7e-f. The subsequent addition of four more nodes to this tree: key 70 first, then keys 80 and 35, and finally, key 68, produces the tree shown in Figure 7.6.
Armed with an understanding of how nodes are arranged in binary search trees inherent in their definition, the process of deciding which subtree to visit after an unsuccessful access is simple. If the key value of the node just accessed is less than the key of the node being searched for, we visit the right subtree; otherwise we visit the left subtree.
Knowing which subtree to visit significantly improves the time required to locate a node in a balanced binary tree. Consider a balanced tree with 65,535 nodes and assume we are trying to fetch a node stored in the highest level of the tree. Equation 7.4 tells us that the tree has 16 levels. By making a correct subtree decision at each level, the node would be located after only 16 memory accesses.
However, there are times when even knowing what subtree to visit does not significantly reduce the number of memory accesses performed when searching for a node. Consider a tree that is not complete or one that is not balanced. Rather, it is highly skewed, like tree c in Figure 7.3, with one node at each level of the tree. In this case, there would be 65,535 levels in the tree, and even though we make the correct subtree decision (proceed to the left subtree) after each unsuccessful access, it will take 65,535 memory accesses to locate a node at the highest level of the tree. Thus, although binary search trees do allow us to make a correct subtree decision when searching for a node, the speed advantages associated with this decision-making process can only be realized if the tree is balanced, or close to balanced.
 
[image: images]
[bookmark: Figure_7_8_An_Imbalanced_Binary]Figure 7.8 An Imbalanced Binary Search Tree
The most basic binary search tree operation algorithms make no attempt to keep the tree balanced, and they can produce skewed trees like the tree depicted in Figure 7.8. (This tree would be generated if the keys depicted in Figure 7.7 were inserted into the tree in the order: 70, 63, 68, 80, 50, 57, 47, 40, 44, and finally 35.) However, a characteristic common to most data sets (that will be identified when we study the performance of binary search trees) often produces trees that are close to (or actually) balanced. As a result, even the most basic search tree structure is a practical structure and, in the interest of simplicity, we will begin our study of search trees by examining its operation algorithms. Once we have gained an understanding of this structure, we will discuss more complicated binary tree structures, such as AVL trees and Red-Black trees, whose operation algorithms keep the tree balanced for all data sets.
[bookmark: 7_3_1_Basic_Operation_Algorithms]7.3.1 Basic Operation Algorithms
Before discussing the pseudocode of the basic operations on binary search trees, we need to expand our understanding of the circle symbol used in the tree graphics presented thus far in this chapter. A deeper level of understanding of what this symbol represents is essential to the development of the pseudocode and its implementation.
[bookmark: The_Graphical_Circle_Symbol_Mean]The Graphical Circle Symbol Meaning
We have previously interpreted the circles in the graphical representations of a tree as the symbol that represents a node, and the annotation inside of it as the contents of the node's key field. At the implementation level, the circle symbol has two other interpretations, each tied to one of the two standard implementations of a binary tree; the linked implementation and the array implementation. The meaning of the circle symbol under the linked implementation of a binary tree will be discussed first, since this implementation is in much wider use. The array implementation will be discussed in a subsequent section of this chapter in which we will also compare the advantages of the two implementations.
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[bookmark: Figure_7_9_The_Linked_Implementa]Figure 7.9 The Linked Implementation Level Meaning of the Circle Symbol
In the linked implementation, the circle represents two objects: a TreeNode object and a Listing object (see Figure 7.9). The TreeNode object has three data members, all of which are reference variables. Referring to Figure 7.9, the left- and rightmost data members, named lc and rc respectively, store the location of the nodes' left and right children. The other data member, node, contains the location of the information stored in the structure, a Listing object.
Figure 7.10 shows the standard graphic of a three node tree (the left side of the figure) and the actual storage it represents (the center and right portions of the figure) under the linked implementation. The information that has been inserted into the tree structure (three Listing objects) are shown at the right of the figure. The contents of the key fields are 50, 63, and 40 which correspond to the key field values shown in the standard tree graphic at the left side of the figure. As shown in the figure, the items inserted into the tree are not actually arranged in a tree structure. Rather, the TreeNode objects (shown in the center of the figure) form the tree structure.1 The null values in the lc and rc data members of the lower two TreeNode objects indicate that they do not have any children.
It is important that we become familiar with this lower level representation of the circle symbols (presented in Figures 7.9 and 7.10) before moving on to the development of the operation algorithms. The best way to approach the coding of these algorithms (or any other operation to be performed on a tree structure) is to first draw these lower-level graphics and then modify them to incorporate the changes necessary to perform the operation. Once the operation algorithm has been graphically developed and verified, it is much more easily coded.
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[bookmark: Figure_7_10_Actual_Storage_Repre]Figure 7.10 Actual Storage Represented by the Standard Depiction of a Three-Node Tree
Having gained an understanding of the circle symbol under the linked implementation of a binary tree, we are now ready to develop the operation algorithms for a binary search tree under the linked implement.
[bookmark: Initialization_Algorithm]Initialization Algorithm
One of the ironies of a binary tree structure (as was the case with linked lists) is that, although a binary tree can store virtually an unlimited number of nodes, initially it contains only one data member, root, a reference variable. This variable will store the location of the tree's root node as depicted in Figure 7.11.
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[bookmark: Figure_7_11_A_Ten_Node_Binary_Tr]Figure 7.11 A Ten-Node Binary Tree
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[bookmark: Figure_7_12_A_Binary_Search_Tree]Figure 7.12 A Binary Search Tree Object Before and After Initialization
Consistent with the graphical technique for developing the operation algorithms employed in Chapter 4, Figure 7.12 shows a binary search tree object, before and after its initialization algorithm is executed. The initialization sets the variable root to null. Thus, the initialization algorithm is:
Binary Search Tree Initialization Algorithm
[image: images]
Whenever the tree is empty, the value of root will be null. We will now turn our attention to the Insert, Fetch, Delete, and Update algorithms.
[bookmark: Insert_Algorithm_and_the_findNod]Insert Algorithm and the findNode Method
As depicted in Figure 7.7, the process of inserting nodes into a binary search tree places all newly inserted nodes into the tree as leaf nodes. Therefore, the Insert algorithm must first decide which of the nodes in the tree will be the new leaf's parent. This decision process is depicted in Figure 7.13 in which the node with a key value of 52 is being inserted into the tree. The process involves repositioning two reference variables: P (for parent) and C (for child) until C contains a null value.
The reference variables P and C are first set pointing to the root node (see Figure 7.13a). The key of the node to be inserted, 52, is compared to the node referenced by C. Since 52 is greater than the key of the node referenced by C, we know the new node belongs in the right subtree of C, and its parent, therefore, must be in the right subtree of the node referenced by C. Therefore, C is set to reference the right child of C (see Figure 7.13b).
Again, 52 is compared to the node referenced by C. Since 52 is now less than the key of the node referenced by C, we know the new node belongs in the left subtree of C. P is set to C, but now C is set to reference the left child of C (see Figure 7.13c). This process continues moving through the levels of the tree until C contains a null reference (see Figure 7.13d). At this point the search for the new node's parent ends with P containing a reference to what will become the new node's parent.
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[bookmark: Figure_7_13_Finding_the_Parent_o]Figure 7.13 Finding the Parent of a Newly Inserted Node with Key Value 52
The only remaining question is whether the new node will be the parent's left or right child. This is easily determined by comparing the new node's key to the key of the parent node. If the new node's key is less than its parent's key, the new node becomes the parent's left child, otherwise it becomes the parent's right child.
To express the steps of the Insert algorithm depicted in Figure 7.13 in pseudocode, it is useful to assume that a method, findNode, exists that locates a node in a binary search tree given its key value, targetKey. Let us also assume the method has two parameters: C and P, and that it sets C to the location of the node with the given key and sets P to the location of C's parent. Thus, if the method were searching the tree depicted in Figure 7.13 for the node with key field 55, then its search process would be as depicted in parts a,b, and c.
Now for some implementation trickery. Let us further assume that when the method was given a key that was not in the tree, it halted its search when the parameter C assumed a null value. Under this assumption, if it were searching for the node with key value 52, its search process would be as depicted in Figures 7.13a, b, c, and d. Thus (and here is the implementation trickery), the unsuccessful search mode of this method could be used to locate the parent of a node to be inserted into a binary search tree2 if the key sent to it was the new node's key. Although C would return set to null, P would contain the location of the parent of the new node (see Figure 7.13d).
Remembering the steps discussed above and depicted in Figure 7.13, the pseudocode of the method findNode that returns a Boolean value of true after a successful search for the key targetKey is:
Pseudocode of the findNode Algorithm (Iterative Version)
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Alternately, the findNode can be coded recursively. Following our recursive methodology we need to identify the original problem, bases cases, reduced problem, and general solution. The original problem is to locate the node whose key is targetKey in a tree whose root is given, and set C pointing to the node and P pointing to its parent. Stated more succinctly, findNode(root, targetKey, P, C). The base cases would be when the tree is empty or when the key is found (C is referencing the targetKey). The reduced problem would be just one step closer to the base cases: to look for the key in either the right or left subtree of C. The pseudocode of findNode's recursive algorithm follows, assuming the location of the tree is initially stored in root.
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The recursion is on Line 11 where the algorithm invokes itself and passes to it the root of either the left subtree (Line 8) or the right subtree (Line 10).
Returning to the Insert algorithm, after using the method findNode to locate the parent of the new node to be inserted into the search tree, we must place a reference to a deep copy of the inserted information (a Listing object) into a TreeNode object and add the TreeNode object into the tree structure. Assuming the key 52 is to be inserted into the tree depicted in Figure 7.13d, Figure 7.14 shows the process to complete its insertion.
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[bookmark: Figure_7_14_Inserting_a_Node_who]Figure 7.14 Inserting a Node whose Key Value is 52 into a Binary Tree as P's Left Child
 
Finally, the pseudocode version of this graphical representation of the algorithm is given below. It inserts a deep copy of the Listing object referenced by newListing into the tree structure whose root is referenced by root. The line numbers correspond to the circled step numbers in Figure 7.14.
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[bookmark: Fetch_Algorithm]Fetch Algorithm
The graphical representation of the Fetch algorithm is essentially depicted in Figure 7.13 a,b, and c, which actually illustrates the process performed by the findNode method to position the reference variable C on the item to be fetched (in this case, key 55). Once located, the Fetch algorithm returns a deep copy of the Listing. In the following pseudocode version of the algorithm, the key value of the item to be fetched is targetKey and the root of the tree is referenced by root.
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As developed earlier in the chapter, the method findNode returns true if it locates a Listing whose key value is targetKey (Line 1), and sets the argument C to the location of the TreeNode object that references the Listing. In this case, Line 3 returns a reference to a deep copy of the node. If the node is not found, a null value is returned (Line 5).
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[bookmark: Figure_7_15_Case_1_of_the_Binary]Figure 7.15 Case 1 of the Binary Search Tree Delete Algorithm
[bookmark: Delete_Algorithm]Delete Algorithm
This algorithm is the most complicated algorithm studied thus far in this text. In the spirit of “divide and conquer,” it is traditionally broken down into three cases:
• Case 1: the node to be deleted has no children, is a leaf.
• Case 2: the node to be deleted has one child, or subtree.
• Case 3: the node to be deleted has two children, or subtrees.
The portion of the algorithm associated with each case becomes more complex as we move from Case 1 to Case 3. Therefore, the algorithm will be developed in that order.
[bookmark: Case_1__The_Node_to_be_Deleted_h]Case 1: The Node to be Deleted has No Children (is a Leaf)
This portion of the Delete algorithm, depicted in Figure 7.15, simply breaks the connection between the deleted node, C, and the parent node, P, by setting P's reference to the node to null. Since the deleted node is a leaf node, and therefore has no children, we do not have to concern ourselves with retaining the location of the nodes in the deleted node's subtree; it has no subtree. The top half of Figure 7.15 illustrates the process of deleting a leaf node that is a left child, and the bottom half of the figure assumes the node to be deleted is a right child.
Assuming the key value of the item to be deleted is targetKey and the tree is referenced by root, the pseudocode version of Case 1 of the algorithm (depicted in Figure 7.15) is:
 
Binary Search Tree Delete Algorithm, Case 1
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The algorithm begins by using the findNode algorithm (Line 1) to set C and P pointing to the node to be deleted and to its parent, respectively. Line 4 verifies that the node to be deleted has no children (Case 1). Then the algorithm decides if the node is a left or right child (Line 5) by comparing the left reference of the parent node to the location of the node, C. Finally, it sets the appropriate reference to the node to null (Lines 6 and 8).
[bookmark: Case_2__The_Node_to_be_Deleted_h]Case 2: The Node to be Deleted has One Child or Subtree
This portion of the Delete algorithm separately considers the following four possibilities (depicted in Figure 7.16) involving the node to be deleted (C) and its parent (P).
2a. C is a left child of P, and C has a left child or subtree (see Figure 7.16a).
2b. C is a left child of P, and C has a right child or subtree (see Figure 7.16b).
2c. C is a right child of P, and C has a left child or subtree (see Figure 7.16c).
2d. C is a right child of P, and C has a right child or subtree (see Figure 7.16d).
Simply stated, the node to be deleted could be either a left or right child, and it could have either a left or right child (or subtree).
The Delete algorithm associated with the four possibilities depicted in Figure 7.16, is shown in Figure 7.17. In each of the four possibilities, the node is deleted by resetting the parent's reference to it, to reference the deleted node's child (the root of its subtree).
Before writing the pseudocode version of this algorithm, we will discuss one subtle, but important, point. In the upper right portion of Figure 7.17, the deletion causes the deleted node's subtree to change from a right subtree (of C) to a left subtree (of P). This is precisely what should happen since, although all the keys in the subtree were greater than C's key (the subtree was to the right of C), they must be less than P's key or the subtree would not have been to the left of P. More specifically, all the keys in the subtree depicted in the upper right portion of Figure 7.17, must be between 33 and 69. Therefore, they should become a left subtree of P. An analogous situation occurs in the possibility depicted in the lower left portion of Figure 7.17. In this case, all of the keys in 80's subtree must be between 71 and 79.
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[bookmark: Figure_7_16_The_Four_Possibiliti]Figure 7.16 The Four Possibilities of Case 2 of the Binary Search Tree Delete Algorithm
Assuming the key value of the item to be deleted is targetKey and the root of the tree is referenced by root, the pseudocode version of Case 2 of the algorithm (depicted in Figure 7.17) is:
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[bookmark: Figure_7_17_Case_2_of_the_Binary]Figure 7.17 Case 2 of the Binary Search Tree Delete Algorithm
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The algorithm begins by using the findNode algorithm (Line 1) to set C and P pointing to the node to be deleted and to its parent, respectively. Line 3 verifies that the node to be deleted has one, and only one, child (Case 2). Then it determines if the node to be deleted is a left or right child (Line 4) by comparing the left reference of the parent node to the location of the node. Finally, it eliminates the node to be deleted (as shown in Figure 7.17) by setting the parent's appropriate reference (left child or right child) to the left or right child of the node to be deleted (Lines 6, 8, 12, or 14).
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[bookmark: Figure_7_18_The_Four_Possibiliti]Figure 7.18 The Four Possibilities of Case 3 of the Binary Search Tree Delete Algorithm
[bookmark: Case_3__The_Node_to_be_Deleted_h]Case 3: The Node to be Deleted has Two Children or Subtrees
The final portion of the Delete algorithm separately considers the four possibilities (depicted in Figure 7.18) involving the node to be deleted (C) and its parent (P). The triangle symbol in the figure represents a subtree.
3a. C is a left child of P, and C's left child has a right subtree (see Figure 7.18a).
3b. C is a right child of P, and C's left child has a right subtree (see Figure 7.18b).
3c. C is a left child of P, and C's left child has no right subtree (see Figure 7.18c).
3d. C is a right child of P, and C's left child has no right subtree (see Figure 7.18d).
 
Simply stated, the node to be deleted could be either a left or right child, and its left child could have either a right subtree or not.
In the first two of these four possibilities (depicted in Figures 7.18a and 7.18b) the node referenced by C is deleted from the tree using the same process. For the tree depicted in Figure 7.18a, the process is illustrated in Figure 7.19.3 The node to be deleted (in this case the node with key value 70) is simply replaced with a node relocated from its left child's right subtree (in this case the node with key value 65). This node is chosen as the replacement node because its position in the tree guarantees that it is the largest key in 70's left subtree, and it is less than all of the keys in 70's right subtree. Thus, it can be relocated to the deleted node's position without violating the definition of a binary search tree. In general, the replacement node is always chosen to be the node positioned at the far right side of the deleted node's left subtree, which is the largest node in the deleted node's left subtree.
To locate this node, two reference variables l and nl (standing for “largest” and “next largest”), are initially positioned as shown in Figure 7.19a. They then traverse through their right children (shown in Figures 7.19b and 7.19c) until l is referencing a node with no right child. Once this node is located, it is copied into the node to be deleted referenced by C (see Figure 7.19d). (More accurately, a reference to it is copied into the node field of the TreeNode referenced by C.) Finally, to prevent two copies of the node referenced by l from being in the structure, nl's right child reference is set pointing to the left subtree of the relocated node (see Figure 7.19e). Because of its position in the tree, the keys of all of the nodes in this subtree are greater than the key of the node referenced by nl, making it a legitimate right subtree of this node.
The remainder of the Case 3 portion of the Delete algorithm (Subcases 3c and 3d) addresses the other two possibilities for a node with two children; the left child of the node to be deleted does not have a right subtree (see the bottom half of Figure 7.18). The graphical depiction of this portion of Case 3 is shown in Figure 7.20. The left side of the figure assumes the node to be deleted is a left child, and the right side of the figure assumes the node to be deleted is a right child. In both cases, the node to be deleted and its parent is referenced by the variables C and P, respectively.
Once again, a reference variable nl is set to reference the left child of the node to be deleted (see Figures 7.20a and 7.20b). To keep from losing the right subtree of the node to be deleted, it becomes nl's right subtree, which was previously empty (see Figures 7.20c and 7.20d). Finally, the deleted node is removed from the tree by making P's left child (see Figure 7.20e), or P's right child (see Figure 7.20f), the left child of the deleted node.
Assuming the key value of the item to be deleted is targetKey and the tree is referenced by root, the pseudocode version of Case 3 of the Delete algorithm follows. It combines the processes presented in Figures 7.19 and 7.20. For clarity, the names of the reference variables nl and l have been changed to nextLargest and largest respectively.
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[bookmark: Figure_7_19_Part__a__of_Case_3_o]Figure 7.19 Part “a” of Case 3 of the Binary Search Tree Delete Algorithm (the node to be deleted has a key of 70)
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[bookmark: Figure_7_20_Parts__c__and__d__of]Figure 7.20 Parts “c” and “d” of Case 3 of the Binary Search Tree Delete Algorithm
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The algorithm begins by using the findNode algorithm (Line 1) to set C and P pointing to the node to be deleted and its parent, respectively. Line 3 verifies that the node to be deleted has two children (Case 3). Then, the locations of the node's left child, and the child's right child are set into the variables nextLargest and largest, respectively (Lines 4 and 5). If the left child has a right subtree (Line 6), then Lines 7–13 execute, which is the pseudocode of the algorithm shown in Figure 7.19. Otherwise, Lines 14–21 execute, which is the pseudocode version of the algorithm shown in Figure 7.20.
Referring to Figures 7.19a-c, the while loop (Lines 7–10) locates the node that will replace the node to be deleted. Once this node is located, Lines 11–12 perform the deletion (see Figure 7.19d) and reclaim the repositioned node's left subtree (see Figure 7.19e). Figure 7.21 shows the changes to the relevant TreeNode objects (see the unshaded fields in the figure) made by Lines 11 and 12 of Case 3 of the Delete algorithm at the implementation level. Since the deleted node, and the TreeNode object that was associated with the largest key in the subtree (65), is no longer referenced by a variable in the structure, they will be recycled by Java's memory manager.
When the deleted node's left child does not have a right subtree (see Figure 7.20), Line 15 of the algorithm performs the action depicted in Figures 7.20c and 7.20d, and Lines 17 and 19 actually delete the node from the structure (see Figures 7.20e and 7.20f).
[bookmark: 7_3_2_Performance]7.3.2 Performance
The performance of a data structure is dependent upon the speed of its operations and the additional memory (above that necessary to store the clones of the client's information) required by the structure. In this section, we will discuss the speed of the structure's operations first, and then discuss the structure's overhead. Throughout our speed discussions, we will assume that the binary search tree is balanced, which, as we have seen, has a significant impact on the speed of the structure. For data sets that do not produce balanced binary search trees, the speed of the operations would be slower than that presented in this section. At the end of this chapter, we will consider alternate binary tree structures that always result in balanced (or close to balanced) trees.
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[bookmark: Figure_7_21_Memory_Changes_Resul]Figure 7.21 Memory Changes Resulting from Lines 11 and 12 of Case 3 of the Delete Algorithm
[bookmark: Speed_of_the_Structure_4]Speed of the Structure
As we have done in the previous chapters, we will perform a Big-O analysis to determine the approximate speed of the binary search tree structure as n, the number of nodes stored in the structure, gets large. Since a Big-O analysis is a bounding technique, and the time to perform a memory access instruction is typically considerably longer than the time to perform a nonaccess instruction, only memory access instructions will be included in our analysis.
Since all of the basic operation algorithms use the findNode algorithm, we will analyze it first.
Pseudocode of the findNode Algorithm (Iterative Version)
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Assuming that the variables P and C will be stored in CPU registers, Lines 1 and 2 require one memory access to fetch the variable root. Although targetKey is used inside the while loop to descend through the levels of the search tree (see Figure 7.13), since its value does not change, it would only be fetched once and then stored in a CPU register.
Examining the remainder of the loop, Line 4 requires two memory accesses to fetch C's key. The variables involved in Lines 7 and 8 have already been used in previous statements so they are already in the registers of the CPU and, therefore, do not require any additional memory accesses. Finally, either Line 9 or Line 11 executes requiring one additional memory access to access either C's left or right child reference. Therefore, the number of memory accesses performed by this algorithm is: 2 + 3T, where T is the number of times the loop executes.
To determine the value of T, we recall that every time the loop executes we move one level higher into the tree. This means that T will be in the range 1 (when locating the root node) to log2(n + 1) (when locating a node at the highest level of our, assumed to be, balanced tree: see equation 7.4). At most, half the nodes in a balanced tree are at the highest level of the tree.4 This occurs when the tree is not only balanced, but also complete (the highest level is fully populated). Therefore, at most, half the nodes will require log2(n + 1) passes through the loop, and the other half of the nodes will require less passes (1, or 2…, or log2(n + 1) − 1). This makes T <= log2(n + 1), and the number of accesses to locate a node in balanced binary tree using the findNode algorithm is:
The Number of Memory Accesses Performed by the findNode Algorithm
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Having developed an expression for the speed of the findNode algorithm, we will now determine the speed of the basic operation algorithms beginning with the Insert Algorithm. For convenience, it is presented again as follows:
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Lines 1, 2, 3, and 4 require a total of four additional accesses: one access per line to store values in the variables n, n.node, n.lc, and n.rc. Next, Lines 5a-b or c-h execute. Lines 5a-b require less memory accesses (i.e., two: one to fetch the variable root and one to store n in root) than 5c-h so we will ignore them. We have previously determined that Line 5d requires less than 2 + 3log2(n + 1) memory accesses. Line 5e requires four memory accesses (one to access P, one to access P.node, one to fetch P.node's key, and one to fetch newListing's key). Finally, one access is required to store n in either P.lc or P.rc (Lines 5f and 5h). Therefore, assuming the tree is balanced, the Insert algorithm requires <= 11 + 3log2(n + 1) accesses: four for Lines 1−4, (2 + 3log2(n + 1), for Line 5d, four for Line 5e, and one for either Lines 5f or 5h) which is O(log2n).
We will now analyze the speed of the Fetch algorithm, which is repeated for convenience.
Binary Search Tree Fetch Algorithm
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As we have shown, Line 1 requires less than 2 + 3log2(n + 1) memory accesses. Examining Line 3, we see that it requires two memory accesses: one to access C and 1 to access C.node. Thus, the Fetch algorithm requires less than 4 + 3log2(n + 1) memory accesses which is O(log2n).
 
[bookmark: Table_7_2]Table 7.2
Number of Nodes in the Levels of a Six-Level Complete Binary Tree
	
Level Number, l
	Nodes at Level l
	Total Number of Nodes Below this Level


	0
	1
	0


	1
	2
	1


	2
	4
	3


	3
	8
	7


	4
	16
	15


	5
	32
	31


Since there are three parts to the Delete algorithm, in order to analyze its performance we will need to determine what percentage of the nodes in a balanced binary tree fall into Cases 1, 2, and 3 of the algorithm; that is, how many nodes have 0, 1, or 2 children. Then, these percentages will be used to calculate a weighted average speed of the algorithm.
Consider the complete binary tree with three levels shown in Figure 7.3f. Counting the nodes in this tree, we find that Level 0 contains 1 node; Level 1 contains 2 nodes; and Level 3 contains 4 nodes. Table 7.2 tabulates this data and extrapolates it to a six-level complete binary tree. In addition, its rightmost column presents the total number of nodes below each level, l, of the six-level tree. Comparing the data in the rightmost column to that in its middle column, we can observe that each level of the tree contains one more node than the total number of nodes in all the levels below it. This is typical of all complete binary trees. Thus, if there are n nodes in a complete binary tree, and x represents the number of nodes in the highest level of the tree, then the total number of nodes in all the other (lower) levels of the tree is x − 1 and the total number of nodes in the tree, n, is n = x + x − 1.
Now let us add one more level to our complete tree, which we will assume, on the average, will be half populated. The tree is no longer complete, but it is balanced. Being half populated, instead of containing twice as many nodes as the level below it, 2x, the newly added level only contains 2x/2 = x nodes. Thus, the total number of nodes, n becomes:
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[bookmark: Figure_7_22_Distribution_of_the]Figure 7.22 Distribution of the Number of Nodes in a Balanced Binary Tree Whose Highest Level is Half Populated (n is the number of nodes in the tree)
where x is the number of nodes at the next to highest level of the new tree, lh−1. Solving this equation for x we obtain x = (n + 1)/3, and therefore:
For Any Balanced Binary Tree Containing n Nodes Whose Highest Level is Half Populated
[bookmark: equation_7_5][image: images]
For example, consider the balanced binary tree shown in Figure 7.22 whose highest level is half populated. The total number of nodes in the tree is 11. Counting the number of nodes at each level of the tree we can verify that there are (11 + 1) / 3 = 4 nodes at each of the two highest levels, and a total of (n + 1) / 3 − 1 = 3 nodes in the levels below the two highest levels.
We are now in a position to determine how many of the nodes in a balanced binary tree, whose highest level is half populated, have (most probably) zero, one, or two children. Equation 7.5 indicates that (approximately) one-third of the nodes reside in the highest level of the tree. Since all of the nodes at this level are leafs, these one-third n nodes have no children. Equation 7.6 indicates that (approximately) one-third of the nodes reside in the levels below the next to the highest level, lh−1. Since all of these level and level lh−1 are fully populated, these (one-third n nodes) all have two children each. The remaining one-third of the nodes reside at level lh−1. It can be demonstrated that, since the level below it is half populated, most probably, half of these nodes will have one child. With half of the nodes at level lh−1 having one child, the only way to half populate the highest level is if half of the remaining nodes at level lh−1 have two children, and the rest of the nodes at lh−1 must have zero children.
 
[bookmark: table_7_3][image: images]
Consistent with the previous analysis, Table 7.3 summarizes the most probable distribution of the nodes with zero, one, or two children in a balanced binary tree whose lowest level is half populated. The bottom row of the table is a weighted sum of the three rows above it. As indicated in this row, when deleting nodes from a balanced binary tree (whose highest level is half populated), 42% of the time we will be deleting a node with zero children (Case 1 of the Delete algorithm), 16% of the time we will be deleting a node with one child (Case 2 of the Delete algorithm), and 42% of the deleted nodes will have two children (Case 3 of the Delete algorithm). Having determined the weighting factors to be applied to the speeds of Cases 1, 2, and 3 of the Delete algorithm (42%, 16%, and 42%, respectively), we will now analyze each case individually to determine their speed.
The analysis will begin with an observation: each of the three cases of the Delete algorithm begins with an invocation of the findNode method which, when the three cases are combined into one Delete method, will only be invoked once. Therefore, we will ignore this line during our analysis of the three cases and include its 2 + 3log2(n + 1) memory access after we have determined the weighted average speed of the three cases.
In order to more easily analyze Case 1 of the Delete algorithm, its pseudocode, developed earlier, follows:
 
Binary Search Tree Delete Algorithm, Case 1
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Ignoring findNode's accesses, Line 4 requires three memory accesses to access C, C.lc, and C.rc. Line 5 requires two additional memory accesses to access P, and then P.lc. Lines 6 or 8 require one memory access to store a null value in either P.lc or P.rc. Thus, Case 1 of the delete algorithm requires a total of six memory accesses (which is O(1)).
The pseudocode of Case 2 of the Delete algorithm, previously developed, is:
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Line 3 requires three memory accesses to access C, C.lc, and then C.rc. Line 4 requires two additional memory accesses to access P, and then P.lc. Either Lines 5–9 or Lines 11–15 execute next. Each group of code requires the same number of memory accesses. We will analyze Lines 5–8. The only additional memory access performed in this section of pseudocode is the writing into the memory cell P.lc on either Line 6 or 8. Therefore, ignoring findNode's accesses, Case 2 of the Delete algorithm requires six memory access (which is O(1)).
The pseudocode of Case 3 of the Delete algorithm, previously developed, is:
[image: images]
We will again ignore Line 1 of the algorithm, the invocation of the findNode method, because it will only be invoked once for all three cases of the Delete algorithm. The remainder of the algorithm can be divided into three portions. The upper portion (Lines 3–6), the middle portion (Lines 7–13) which executes if the left child of the deleted node has a right subtree, and the lower portion (Lines 14–20) which executes if the left child of the deleted node does not have a right subtree. Examining the upper portion, Line 3 requires three memory accesses to access C, C.lc, and then C.rc. The variables nextLargest (first used on Line 4 and largest (first used on Line 5 and again on Line 6) are variables local to this algorithm. An optimizing compiler would store them in CPU registers, and therefore accessing them does not require memory access. However, Line 5 does require one additional memory access to fetch nextLargest.rc. Therefore, the upper portion of the algorithm requires a total of four memory accesses.
Examining the middle portion of the algorithm (Lines 7–13), the loop on Lines 7–10 require one memory access to fetch the memory cell largest.rc every time the loop executes. Lines 11 and 12 require a total of four memory accesses to access C.node, largest.node, nextLargest.rc, and largest.lc. This give a total of 1T + 4 memory accesses, where T is the number of times the loop that begins on Line 7 executes.
To find T, we must find the average number of nodes traversed as we move down the right subtree of the left child of the deleted node (see Figure 7.19). Since we are in Case 3 of the algorithm, the deleted node cannot be at the highest level of the tree because Case 3 nodes have two children, and the nodes on the highest level have no children. Furthermore, since we are in the middle portion of the Case 3 algorithm, the deleted node's left child must have a right subtree. Therefore, the deleted node cannot be on the next to the highest level either, since the left children of nodes at this level are leafs (they are on the highest level). Thus, this portion of the Case 3 algorithm deals only with nodes below the next to the highest level of the tree.
Figure 7.23 shows a tree with 10 levels. Suppose we were deleting the root node of the tree. Then the variables nextLargest and largest (nl and l of Figure 7.19) would be positioned at nodes 40 and 45 respectively. Therefore, to move l to the highest level of the tree, the loop would execute 7 times. This can be verified by counting the number of nodes from node 45 to the lowest level of the tree shown in Figure 7.23. Similarly, if the node to be deleted was on level 1 of the tree, the variables nextLargest and largest would be positioned at levels 2 and 3, respectively, and the loop would execute six times. Extending this logic, Column (b) of Table 7.4 presents the number of times the loop executes to delete a node at each level of a 10-level tree operated on by the middle portion of Case 3 of the algorithm. Column (c) of the table presents the number of nodes at each level of the tree, and column (d) presents the number of times through the loop to delete all the nodes at a level of the tree. Assuming all the nodes in the tree are equally likely to be deleted; we can compute a weighted average number of times through the loop by dividing the sum of Column (c) by the sum of Column (d). Thus, for our 10-level tree, the most probable number of times the loop in the middle portion of the algorithm executes is: 247 / 255 = 0.97 times, or T is approximately 1.
This result may seem surprising, but it is typical of balanced binary search trees of any size. Since most of the nodes in a balanced binary tree reside in the higher levels of the tree, their deletion requires very few passes through the loop. In fact, as illustrated in the dark shaded row of Table 7.4, the majority of the nodes deleted by this portion of the Case 3 algorithm (128 of the 255 nodes) require zero passes through the loop. Substituting an average value of T = 1 into the expression for the number of memory accesses performed by the middle portion of the algorithm (1T + 4, as derived previously), we find that an average of five memory accesses are performed to delete a node processed by the middle portion of the Case 3 algorithm.
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[bookmark: Figure_7_23_A_10_Level_Binary_Tr]Figure 7.23 A 10-Level Binary Tree
[bookmark: table_7_4][image: images]
 
The lower portion of the algorithm (Lines 14–20) requires one memory access to write into next-Largest.rc (Line 15), one access to write into P.lc (Line 16), and one access to write into P.lc or P.rc (Lines 17 or 19). Thus, the lower portion of the Case 3 algorithm requires three memory accesses.
To summarize our findings, the upper, middle, and lower portion of Case 3 of the delete algorithm requires four, five, and three memory accesses, respectively. We will use the worst case performance scenario for the Case 3 algorithm, which is when the upper portion and the middle (rather than the lower) portion of the algorithm execute. This execution path requires a total of nine memory accesses to delete a node: four memory accesses performed for the upper portion and five performed by the middle portion of the algorithm, which is O(1).
To combine all three cases of the Delete algorithm, we add the number of memory accesses required by Line 1 of the algorithm 2 + 3log2(n + 1) (the invocation of findNode), to the number of memory accesses required by Cases 1, 2, and 3 of the Delete algorithm (six, six, and nine, respectively) with the weighting factors of Table 7.3 (0.42, 0.16, 0.42) applied to them. The result is that the most probable number of memory accesses for the Delete algorithm is:
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which is O(log2n) memory accesses per deletion.
[bookmark: Density_1]Density
Let us now turn our attention to the overhead of a binary search tree structure. The overhead is the storage associated with the TreeNodes (see Figure 7.9) that actually make up the binary tree and the reference variable, root, that stores the address of the root of the tree. Therefore, the total overhead is 1 reference variable associated with the variable root plus 3n reference variables associated with the client's n information Listings in the structure. This gives a total of 1 + 3n reference variables of overhead. Since reference variables occupy 4 bytes, the total overhead is therefore 4(1 + 3n) bytes.
Density is defined as:
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[bookmark: Figure_7_24_Density_of_the_Binar]Figure 7.24 Density of the Binary Search Tree Structure for n > 100
The information bytes is simply the product of the number of client Listings n and the number of bytes per Listing, w. Therefore, the density can be expressed as:
[image: images]
which is approximately equal to 1/(1 + 12/w) as n gets large. Figure 7.24 presents a graph of the approximation of this function for n > 100.
The figure demonstrates that good densities (0.80 or higher) are achieved whenever the number of information bytes per node is greater than 48.
Table 7.5 summarizes the performance of the balanced Binary Search Tree structure, and includes the performance of the previously studied structures for comparative purposes. When storing large data sets, the speed of the binary tree structure (presented in the next to the last column of the table) approaches the speed of the hashed data structures. The speed advantages of this structure, its ability to expand to accommodate an unlimited number of nodes, and (as we will see) its ability to process nodes in sorted order make it a popular data structure for many applications.
[bookmark: 7_3_3_Implementation]7.3.3 Implementation
This implementation, named BinaryTree, will be a fully encapsulated homogeneous implementation of a binary search tree structure. The code, presented in Figure 7.25, is consistent with the many of the concepts of generics presented in Chapter 2 in that it does not mention the names of any of the fields of the nodes and the definition of the nodes to be stored in the structure is defined in a separate class (see Figure 2.16). The node definition class provides a deepCopy method in order to encapsulate the structure, a compareTo method to determine if a given key is equal to the key of a node in the structure, and a toString method to return the contents of a node. Like the hashed data structures studied in Chapter 5, this structure's Insert algorithm needs access to the key field of the node being inserted. Therefore, a getKey method will have to be added to the class Listing. The code of the method is given as follows:
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[bookmark: Figure_7_25_Listing_of_the_Imple]Figure 7.25 Listing of the Implementation of a Binary Search Tree Structure
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A fully generic implementation of the structure, using the generic features of Java 5.0 and the techniques described in Chapters 2 and 3 (Sections 2.5 and 3.4) will be left as an exercise for the student.
Lines 97–104 are a definition of the class TreeNode. This class defines the objects that will make up the binary search tree. A TreeNode object contains three reference variables (Lines 98–100): node (a reference to a Listing object), lc, and rc (both references to TreeNode objects). The variable node will reference the deep copy of the client's information inserted into the structure, while lc and rc are the references to the tree node's left and right children, respectively. The class is defined as an inner class (of the class BinaryTree) for two reasons. Most importantly, this allows the code of the class BinaryTree to directly access a TreeNode object's data members (e.g., Lines 13–15). In addition, only the code of this class will need to declare TreeNode objects.
Line 2 declares the reference variable, root, that will store the address of the root TreeNode. It is initialized to the empty tree condition on Line 4 by the class' constructor.
The findNode method is coded on Lines 105–123. It is the Java coding of the iterative pseudocode version of the algorithm developed earlier in this chapter, with two exceptions. First, lines 109 and 110 have been added to check for an empty tree. Second, aside from a Boolean value, this method must also return two node locations: the location of the node whose key is targetKey, and the location of its parent. The only way for a Java method to return more than one item, is by way of its parameter list. However, since parameters in Java are always value parameters, the arguments passed into the method by the client are unchanged when the method returns back to the invoker. The solution to this dilemma is to make the items to be changed by the method data members of an object. References to these objects are passed to the method which then changes the data members in the objects. Thus, the parameters are not the items to be modified, but references to the objects containing the items to be modified. A Java class created for this purpose, to allow a method to return a changed value via a parameter, is called a wrapper class.
This explains why the second and third parameters of method findNode (Line 105-106) are of type TreeNodeWrapper rather than type TreeNode. The class TreeNodeWrapper is defined as a second inner class on Lines 124–135. TreeNodeWrapper objects contain one data member, a reference to a TreeNode (Line 125). This variable can be set, or fetched, using the methods of the class coded on Lines 129–134. The method findNode uses these methods to begin its search for the node with the given key at the root of the tree (Lines 107 and 108), and to move the TreeNodeWrapper objects' parent and child references through the levels of the tree (Lines 115, 117, and 119). The Listing class' method compareTo is used to decide if the node has been found and, if not, to decide if the search should proceed into the left, or right, subtree of the node just examined (Line 16).
 
The Insert, Fetch, and Delete operation methods on Lines 6–89, are the Java coding of the pseudocode algorithms previously developed in this chapter. However, they pass TreeNodeWrapper objects to the method findNode (e.g., Lines 7, 8, and 19), and use the get method (e.g., Lines 21 and 34) of the class TreeNodeWrapper to access the returned information (the location of the parent of the node to be operated on, or the location of node itself). Lines 90–96 is the update method, which is the same coding of the update methods presented in previous chapters. It invokes the delete and insert methods (Lines 91 and 93) to perform its operation.
Finally, the class does not contain a showAll method. Outputting all the nodes in a binary tree structure is not as simple as when the nodes are stored in the structures previously discussed. The showAll method will be presented in the next section after a detailed discussion of the techniques used to traverse binary trees.
To demonstrate the use of the class BinaryTree, an application program that processes a telephone listing data set is presented in Figure 7.26, and the output it generates is presented in Figure 7.27. The Listing class that defines the telephone listings, would be similar to the class Listing presented in Figure 2.16 of Chapter 2, modified to include a getKey method that returns the key field of a Listing object.
[bookmark: 7_3_4_Standard_Tree_Traversals]7.3.4 Standard Tree Traversals
Traversing a data structure is the process of performing a processing operation on each node in the structure, once and only once. When we perform the processing instruction on a node, we are said to have “visited” the node. Typical processing operations are to modify the contents of a particular field of the nodes, output the contents of the nodes, or to count the nodes to determine how many are in the structure.
We have already studied traversal methods. The showAll method coded in the data structure implementations presented in the previous chapters, is an example of an output traversal. The linear nature of these data structures allowed us to traverse them using a loop construct. For example, in the case of the array-based structures, the hashed structures, and the restricted structures the loop variable simply indexed sequentially through the array associated with these structures from the first to the last element. The linked list traversal used a while loop to sequentially travel through the nodes stored in the structure via the next (or link) field, until the last node in the structure (the node with a null next field) was output.
The algorithm for traversing a tree structure is not as simplistic because a tree is not a linear structure. After visiting the unique first node (the root node) it is not clear which node to visit next. For example, the left child of the root node could be visited second, and the root's right child third, or vice versa. Actually, any of the nodes in the tree could be considered the second node in the traversal, and in fact, the root node does not necessarily have to be the first node operated on.
Furthermore, once we proceed into one of the two subtrees of a node another problem develops; the location of the subtree not visited is no longer available. Thus, the traversal algorithm must maintain a history of the subtree locations not visited (as it proceeds down the levels of the tree) in order to insure that all nodes of the tree are visited. For example, if the traversal always chose the left subtree first, the locations of all the right subtrees would have to be stored.
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[bookmark: Figure_7_26_An_Application_that]Figure 7.26 An Application that Uses a Binary Search Tree Structure
 
[image: images]
[bookmark: Figure_7_27_The_Output_Generated]Figure 7.27 The Output Generated by the Application Program Presented in Figure 7.26
Although it is true that many traverse orders are possible,5. most of them are rarely, if ever, used. The most often used traverses fall into two groups:
• Those that visit all the nodes at a given level (siblings) before proceeding to the next level, called breadth-first traverses.
• Those that visit all children of a node, before visiting the nodes siblings, called depth-first traverses.
The most often used traverses in the depth-first group have been given names indicative of the order in which they visit the nodes. Consider the binary tree shown in Figure 7.28.
Designating the left subtree as L, the root node as N, and the right subtree as R, a traversal that first visited all the nodes in the left subtree, then visited the root node, and then visited all the nodes in the right subtree is named an LNR traversal, or LNR scan. This scan, and the other possible scans designated by the five other permutations of these three letters, are defined below.
	
LNR
	traverse the left subtree, then visit the root node, then traverse the right subtree.


	LRN
	traverse the left subtree, then traverse the right subtree, then visit the root node.


	NLR
	visit the root node, then traverse the left subtree, then traverse the right subtree.


	NRL
	visit the root node, then traverse the right subtree, then traverse the left subtree.


	RLN
	traverse the right subtree, then traverse the left subtree, then visit the root node.


	RNL
	traverse the right subtree, then visit the root node, then traverse the left subtree.
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[bookmark: Figure_7_28_A_Binary_Tree]Figure 7.28 A Binary Tree
The three traversals that visit the subtrees in a left-to-right order: LNR, LRN, and NLR have alternate names. (By “left-to-right” order we mean that during these traversals the left subtree is always traversed before the right subtree.) The prefixes pre, in, and post are used in the alternate names to indicate when the root node is visited during the traversal. Thus:
• NLR is called a preorder scan (because the root node is visited before visiting the left and right subtrees).
• LNR is called an inorder scan (because the root node is visited in between visiting the left and right subtrees).
• LRN is called a postorder scan (because the root node is visited after visiting the left and right subtrees).
Returning to the discussion of the six scans, a question arises; how do we traverse the subtrees during these scans? That is, what is the order in which the nodes in the left or right subtrees are visited? The answer is simple. The subtrees are traversed in the same order as the original tree. Therefore, if an LNR traversal is being performed on the tree, then the subtrees are traversed using an LNR traversal. The LNR definition (and that of the other five traversals) is recursive in that an LNR traversal uses an LNR traversal to traverse the subtrees. The LNR traversal is more accurately stated as:
LNR Traversal
• Traverse the entire left subtree using an LNR traversal recursively.
• Visit (operate on) the root node.
• Traverse the entire right subtree using an LNR traversal recursively.
 
[image: images]
[bookmark: Figure_7_29_Four_Binary_Search_T]Figure 7.29 Four Binary Search Trees
The base case of this recursive definition is when the subtree is empty. In this case we do nothing (which most everyone is good at). Thus, the recursive LNR algorithm to traverse the tree whose root node is referenced by the variable root, whose left child is referenced by lc, and whose right child is referenced by rc, is:
LNR Recursive Traversal Algorithm Named LNRtraversal (assumes LNRtraversal is passed the root of the tree to be traversed)
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To gain an understanding of the recursion in the algorithm, we will examine the algorithm's execution for the trees shown in Figure 7.29. For simplicity, we will assume that the operation performed on a node by Line 3 of the algorithm (when a node is visited) is to output the node's key field.
 
First let us consider the simple case of performing an LNR traversal on a tree with just one node, a root node (see Figure 7.29a). The if statement on Line 1 evaluates to false (the root node does not have a left subtree) and Line 2 does not execute. Line 3 operates on the root node, and the root node's key (50) is output. Finally, the if statement on Line 4 evaluates to false (the root node's right subtree is empty) and the algorithm ends. This traversal does not execute the recursive part of the LNR algorithm (Lines 2 and 5). The confusing part of a traversal is the use of recursion to output the nodes in the subtrees.
Consider the LNR traversal of the tree with two nodes shown in Figure 7.29b. This time the if statement on Line 1 evaluates to true (the root has a left subtree) and Line 2 executes. Line 2 is recursive. It invokes LNRtraversal recursively to perform an LNR traversal on the tree whose root is the node with key field 40, and the algorithm begins again. In this invocation, the variable root refers to the node whose key is 40.
The if statement on Line 1 evaluates to false (the tree whose root is 40 does not have a left subtree), and Line 2 does not execute. Line 3 operates on the root node, and the key 40 is output at this point. Finally, the if statement on Line 4 evaluates to false (40's right subtree is empty), and the recursive invocation of the algorithm ends.
Having completed Line 2 of the original execution of the algorithm, Line 3 operates on the root node of the tree, and the key 50 is output at this point. Finally, the if statement on Line 4 evaluates to false (50's right subtree is empty), and the algorithm ends.
If the right subtree were not empty (as in Figure 7.29c) the if statement on Line 4 would perform an LNR traversal on the tree whose root is the node with key field 63. In this invocation, the variable root refers to the node whose key is 63. The if statement on Line 1 evaluates to false (the root node, 63, does not have a left subtree), and Line 2 does not execute. Line 3 operates on the root node, and the key 63 is output. Finally, the if statement on Line 4 evaluates to false (63's right subtree is empty) and the recursive invocation of the algorithm ends. This completes Line 5 of the original execution of the algorithm, and it ends.
Finally, consider the tree presented in Figure 7.29d with nodes whose key fields are 50, 40, 63, 47, and 55. The LNR algorithm's traversal process would be (reading from left to right):
	
Line 2
	Line 3
	Line 5


	Traverse all the nodes in the left subtree of 50, in LNR order recursively
	then output 50 (the root node)
	then traverse all the nodes in the right subtree of 50, in LNR order recursively


Thus, to output the entire tree using an LNR traversal, we must first traverse the left subtree of 50 in LNR order. To accomplish this, we treat this subtree as an independent tree whose root has a key value of 40 to be traversed also (recursively) in LNR order. Thus, the traversal process to traverse the left subtree of 50 (first level of recursion) is (reading from left to right):
 
	
Line 1
	Line 3
	Line 5


	The left subtree of 40 is empty, skip Line 2
	output 40 (the root node)
	then traverse all the nodes in the right subtree of 40, in LNR order recursively


Line 1 of the algorithm determines that the left subtree of 40 is empty, and Line 2 does not execute. Line 3 outputs the root node of the subtree, 40, producing the first output. To complete the traversal of the left subtree of 50, Line 5 traverses the right subtree of 40 using an LNR traversal. To accomplish this, we treat the subtree as an independent tree whose root has a key value 47 (see Figure 7.29d) to be traversed also (recursively) in LNR order. Thus, the traversal process to traverse the right subtree of 40 (second level of recursion) would be (reading from left to right):
	
Line 1
	Line 3
	Line 4


	The left subtree of 47 is empty, skip Line 2
	then output 47 (the root node)
	The right subtree of 47 is empty, skip Line 5


Line 1 of the algorithm determines that the left subtree of 47 is empty, and Line 2 does not execute. Line 3 outputs the root node of the subtree, 47, producing the second output. To complete the traverse of the right subtree of 40, Line 4 of the algorithm determines that 47's right subtree is empty, and Line 5 does not execute. This completes the second level of recursion (used to output the right subtree of 40), as well as the first level of recursion (to output the left subtree of 50), and so the root of the original tree, 50, is output (the third output).
To complete the LNR scan of the tree in Figure 7.29d, we must traverse the right subtree of 50 in LNR order. To accomplish this, we treat this subtree as an independent tree whose root has a key value 63 to be traversed also (recursively) in LNR order. Thus, the traversal process to traverse the right subtree of 50 (first level of recursion) is (reading from left to right):
	
Line 2
	Line 3
	Line 4


	Traverse all the nodes in the left subtree of 63, in LNR order recursively
	then output 63 (the root node)
	The right subtree of 63 is empty, skip Line 5


Line 2 traverses the left subtree of 63 using an LNR traversal. To accomplish this, we treat this subtree as an independent tree whose root has a key value 55 (see Figure 7.29d) to be traversed also (recursively) in LNR order. Thus, the traversal process to traverse the left subtree of 63 (second level of recursion) is (reading from left to right):
 
	
Line 1
	Line 3
	Line 4


	The left subtree of 55 is empty, skip Line 2
	then output 55 (the root node)
	The right subtree of 55 is empty, skip Line 5


Line 1 of the algorithm determines that the left subtree is empty, and Line 2 does not execute. Line 3 outputs the root node of the subtree, 55, producing the fourth output. To complete the traverse of the left subtree of 63, Line 4 of the algorithm determines that the right subtree of 55 is empty, and Line 5 does not execute. This completes the second level of recursion (to traverse the left subtree of 63).
Returning to the first level of recursion used to traverse the right subtree of 50, Line 3 executes and outputs the root node of 50's right subtree, 63 (producing the fifth output). Next, Line 4 executes and, since the right subtree of 63 is empty, the first level of recursion ends. This completes the execution of Line 5 of the initial invocation of the algorithm (to traverse the tree whose root is 50) and the LNR traversal of the tree depicted in Figure 7.29d is complete. The output produced is 40, 47, 50, 55, 63.
To summarize the execution of the tree traversal algorithms, the subtrees are traversed using a recursive tree traversal whose escape clause is an empty subtree. Figure 7.30 shows the results of LNR, NLR, and RNL output traversals of an expanded version of the tree presented in Figure 7.29d. This figure can be studied to gain an understanding of these recursive traversal algorithms.
As shown in Figure 7.30, the LNR and RNL traversals output the nodes in ascending and descending key order respectively. This is not the case for LNR or RNL output traversals performed on all binary trees, but only those binary trees that are also binary search trees. Examining the tree presented in Figure 7.30, we can verify that it is, in fact, a binary search tree. Therefore, aside from good performance, binary search trees have the additional feature that LNR and RNL scans process the nodes in key field sorted order.
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[bookmark: Figure_7_30_Three_Output_Travers]Figure 7.30 Three Output Traversals of a Binary Tree
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[bookmark: Figure_7_31_The_LNR_Output_Trave]Figure 7.31 The LNR Output Traversal
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[bookmark: Figure_7_32_The_ShowAll_method_f]Figure 7.32 The ShowAll method for a Binary Search Tree
[bookmark: The_showAll_Method]The showAll Method
Now that we have gained an understanding of tree traversal techniques, we can complete the coding of the class BinaryTree by coding its showAll method used by the client to output the contents of all of the nodes stored in the structure. We will arbitrarily select an LNR traversal to visit all the nodes in the tree, and so the nodes will be output in ascending order based on the values of the key fields of the nodes. Both the traversal method and the showAll method are normally included as member functions of the data structure class (see Figure 7.25).
The implementation of the LNR output traversal shown in Figure 7.31 is simply the Java version of this algorithm with console output substituted for Line 3 of the algorithm (Line 4 of the method).
The code of the showAll method is presented in Figure 7.32. If the tree to be output is not empty (checked on Line 2), the method simply invokes the LNRoutputTraversal method, passing it the location of the root of the tree (Line 5).
[bookmark: 7_3_5_Balanced_Search_Trees]7.3.5 Balanced Search Trees
As previously discussed, the speed of a balanced binary search tree is O(log2n). With the exception of hashed structures, they are faster than all the other data structures presented thus far. Balancing a tree minimizes the number of levels in the tree, and since one comparison is made per level to locate a node in a search tree, balancing a tree also maximizes the speed of the structure's operations.
The binary search tree Insert algorithm presented in this chapter made no attempt to keep the tree balanced, and so for some data sets the O(log2n) speed of the structure is not realized. Consider the four node data set with one letter keys: A, B, C, and D. Let us assume that the node whose key is A is inserted first, then B, then C, and finally the node with key D is inserted. Because each newly inserted node's key is greater than all the nodes currently in the tree, each node is inserted as the rightmost descendent and the tree develops (as shown in Figure 7.33) highly skewed to the right.
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[bookmark: Figure_7_33_A_Binary_Search_Tree]Figure 7.33 A Binary Search Tree after Inserting Keys A, then B, then C, and then D
Whenever nodes are inserted into a binary search tree in sorted key order, each node inserted creates a new level of the tree, making the number of levels in the tree equal to the number of nodes in the tree. Under these conditions, the speed of the structure degenerates to that of a singly linked list, O(n). To prevent this from happening, the data set can be randomized before it is initially inserted into the data structure.
Although randomizing the nodes before the tree is built usually results in an initial search tree that is balanced (or close to balanced), once the data structure is “in service” subsequent insertions and deletions can cause it to become highly imbalanced. One way to prevent this from happening is to keep track of the number of nodes, n, and the number of levels, l, in the tree. Whenever an Insert (or Delete) operation is performed, the number of levels in the tree, l, is compared to the number of levels in a balanced binary tree with n nodes: ciel(log2(n + 1)). If the difference between the actual number of levels in the tree is larger than that of a balanced tree by some specified tolerance, dL max, all the nodes are removed from the tree, randomized, and reinserted into the tree. This usually brings the tree back into balance within the desired tolerance.
When this technique is used to keep a binary search tree balanced, the Insert and Delete operation uses the parameter dL = l − ciel(log2(n + 1)) to monitor how far the tree is out of balance. The tree is rebuilt when this parameter is greater then the chosen value of dL max. The choice of the value of dL max is not self evident. Although the speed of the operation algorithms is optimized when the tree is balanced, dL = 0, rebuilding the tree takes time. If dL max is chosen too small, the tree is frequently rebuilt, and the processing time associated with the rebuilding degrades the overall performance of the structure. Conversely, if dL max is chosen too large, the speed of the basic operations degrades as dL increases. Ultimately, the optimum value of dL max for a particular application is dependent on the character of the data set and the distribution of the operations performed on the structure. The modification of the Binary Search Tree implementation developed in this chapter (see Figure 7.25) to keep the tree balanced within a client specified tolerance is left as an exercise for the student.
[bookmark: AVL_Trees]AVL Trees
A more efficient technique for keeping a binary search tree balanced was developed by two mathematicians, G. M. Adelson-Velskii and E. M. Landis, in the 1960s. This specialized binary search tree, named an AVL Tree in honor of its inventors (Adelson-Velskii and Landis) is always kept close to balanced in that the height of the left and right subtrees of the root do not differ by more than one. The balancing is accomplished by expanding the Insert and Delete algorithms to rebalance the tree without having to randomize the nodes and reinsert them back into the tree. The Fetch and Update algorithms are the same as the binary search tree algorithms previously presented in this chapter.
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[bookmark: Figure_7_34_The_AVL_Balance_Fact]Figure 7.34 The AVL Balance Factors for Nodes in Balanced and Imbalanced Binary Search Trees
A parameter called a balance factor is used to decide when to rebalance the tree. Each node in the tree has a balance factor associated with it, which is calculated and stored as an additional piece of information for each node. The value of a node's balance factor is, by definition, the difference in the number of levels in the node's left and right subtrees. Figure 7.34 presents several trees with the value of each node's balance factor shown to its left (in parentheses). The trees are arranged in the figure such that all the trees in the upper portion of the figure are balanced, and the trees in the lower portion of the figure are imbalanced.
Examining the trees in the figure, we see that the balance factors of all of the nodes in the balanced trees are 1, 0, or −1, whereas this is not the case for the imbalanced trees. This characteristic, which is a consequence of the definition of a balanced tree and the definition of a balance factor, is typical of all balanced and imbalanced AVL trees.
To see why, consider the complete trees shown in Figures 7.3f and 7.34c. Because each level of a complete tree is fully populated, the left and right subtrees of every node in the tree contain the same number of levels. As a result, all nodes in a complete tree (which is one type of balanced tree) have balance codes of 0. The other type of balanced tree is one in which a nonfully populated level is added to a complete binary tree (see Figure 7.34d). All of the nodes at the added level are leafs and so their balance factors are zero. The addition of the new level can only cause the balance factors of the nodes at the other levels of the tree to increase or decrease by at most one, since only one level was added to the tree. The balance factor of all of these nodes was zero before the new level was added, and therefore their new balance factors must be in the range ±1.
In AVL jargon, a node with a +1 balance factor is said to be left high, a node with a 0 balance factor is said to be even high, and a node with a −1 balance factor is said to be right high. Left high, even high, and right high are denoted LH, EH, and RH, respectively. The AVL tree algorithms check to make sure that an insertion (or a deletion) has not caused the balance factors of the nodes in the tree to exceed ±1; that is, all the nodes are either LH, EH, or RH. If this is the case, the tree is still balanced, and the operation is complete.
When a node is inserted or deleted, we start at the node's parent and work our way up the tree looking for a node with an unacceptable balance factor (other than LH, EH, or RH). This node and its descendants are subjected to a rotation to rebalance the tree. After the rotation, we continue to work our way up the tree, performing other rotations wherever necessary.
For example, consider the insertion of a node whose key value is 33 into the tree shown in Figure 7.34d. Before the insertion, all the nodes are EH (even high) with the exception of the tree's root node, 50, which is LH (left high). When the root node of a tree is left high, we say the tree is left high. Figure 7.34g shows our left high tree after key value 33 is inserted (using the binary search tree insertion algorithm) along with the new values of the balance factors. Working our way up the tree beginning at the parent of the inserted node we move from key 35, to 40, and finally find a node with a balance factor out of the range ±1 (the node 50). This indicates that the tree, rooted by 50, is out of balance. In addition, the insertion of node 33 has also made the left subtree of 50 left high (i.e., node 40's balance factor has changed to +1). When this is the case we say that the tree has become left-of-left; the operation created a left high subtree in a left high tree.
To restore balance to a left-of-left tree, a right rotation is performed on node 50. The rotation is a right rotation because there are too many levels in 50's left subtree as indicated by its +2 balance factor. Beginning with the tree shown in Figure 7.35a, the right rotation positions the nodes as shown in Figure 7.35b. (This leaves 40's original right child 47 without a parent, which is a problem we will resolve momentarily.) The root node 50 is moved (rotated) rightward and downward making 40 the new root of the tree, and 50 is now its right child. Since the rotation moves the left subtree of 50 up one level, the resulting tree has one less level. The balance factors of the right rotated tree, as shown in Figure 7.35b, are now in the range ±1. This means this tree is in balance.
For some trees, this rotation completes the rebalancing operation. But since node 40 had a right child (47, or possibly a larger right subtree) in the original tree, the right rotation algorithm continues. The right rotation of any node (in our case 50) always causes it to have no left child. In addition, since it was originally to the right of the orphaned node (47) or subtree, it must be larger than the orphaned node (or all of the nodes in the orphaned subtree). Therefore, node 47 (or the subtree whose root 47) can become the left subtree of 50 (Figure 7.35c) and the resulting tree is still a binary search tree. This repositioning of the subtree whose root is 47 completes the rebalancing of our tree. The balance factors of the resulting tree shown in Figure 7.35c, verifies that the right rotation of node 50 has produced a search tree that is once again balanced.
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[bookmark: Figure_7_35_The_AVL_Single_Right]Figure 7.35 The AVL Single Right Rotation to Rebalance a Left High Tree with a Left High Subtree (the Tree of Figure 7.34d After the Node with Key Field 33 Is Inserted)
The AVL tree insertion algorithm includes three other rotation algorithms to deal with imbalanced trees whose balance factor distributions are different than that depicted in Figure 7.35a. The rebalancing procedure described is used when an operation on a node creates a left high subtree (the subtree rooted by node 40 in Figure 7.34g) of a previously left high tree (the tree rooted by node 50 in Figure 7.34d). The other three cases are when the operation creates a
• right high subtree in a right high tree,
• right high subtree in a left high tree, or
• left high subtree in a right high tree.
When the operation creates a right high subtree in a right high tree (as depicted in the left and center portions of Figure 7.36, a rebalancing process similar to the one described above is performed except that the right rotation is replaced with a left rotation (see the center and left portions of Figure 7.36).
When the tree's imbalance results from an operation that produces a right high subtree of a left high tree, or a left high subtree of a right high tree, then two rotations are necessary to restore an AVL tree to a balanced condition. Consider the left high search tree depicted in the upper left portion of Figure 7.37. After key 44 is inserted (see the upper right portion of Figure 7.37), node 50's balance factor become +2 requiring a rotation. Unlike the situation depicted in the left portion of Figure 7.35, this time, the left subtree of 50 has gone right high. A right high subtree of a left high tree has been created requiring two rotations. First, a left rotation is performed on node 40 resulting in the tree depicted in Figure 7.37c. Then a right rotation is performed on node 50 resulting in the tree depicted in Figure 7.37d.
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[bookmark: Figure_7_36_The_Rebalancing_of_a]Figure 7.36 The Rebalancing of a Right High Tree with a Right High Subtree
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[bookmark: Figure_7_37_Double_Rotation_to_R]Figure 7.37 Double Rotation to Rebalance a Left High Tree with a Right High Subtree
 
When the operation creates a left high subtree in a right high tree, first a right rotation is performed on the root of the subtree, and then a left rotation is performed on the root of the tree.
Both the Insert and Delete algorithms are usually expressed, and coded, recursively. As previously mentioned, the Fetch and Update algorithms of an AVL tree are the same as the binary search tree algorithms previously developed in this chapter.
[bookmark: Red_Black_Trees]Red-Black Trees
Another form a self balancing binary tree is a Red-Black tree, which was invented by Rudolf Bayer in 1972. Originally named a Binary B-tree, it has become one of the more popular self balancing tree algorithms.
Red-Black trees and AVL trees share many characteristics. Their Fetch and Update algorithms are the same (the binary search tree algorithms previously presented in this chapter), and both trees incorporate rotations into the binary search tree's Insert and Delete algorithms to resolve imbalance. Neither an AVL tree nor a Red-Black tree is perfectly balanced, although an AVL tree typically comes closer to a balanced tree than a Red-Black tree. In fact, a Red-Black tree can contain twice as many levels (2 * log2(n + 1) levels) as a balanced tree. That being said, the Red-Black tree does outperform the AVL tree because its rebalancing process is more efficient. The Java API structure TreeMap is a Red-Black tree.
The tree gets its name from the fact that the algorithm assigns each node in the tree one of two colors, red or black. With the exception of the root node which is always black, during the insertion or deletion of a node the color of the other nodes in the tree can—and often do—change during the rotations these operations perform. Aside from the normal ordering that all binary search trees comply to (small keys in the left subtree, large keys in the right subtree) Red-Black trees must comply to additional ordering conditions. If a node is red, its children must be black, and every path from a node to a null link (a leaf's left or right null reference) must contain the same number of black nodes. All of the conditions of a Red-Black tree are summarized as follows:
Ordering Conditions of a Red-Black Tree
1. Every node in the tree must be red or black.
2. The root of the tree is always black.
3. If a node is red, its children must be black.
4. Every path from a node to a null link (a leaf's left or right null reference) must contain the same number of black nodes.
5. The tree must be a binary search tree. (Every node in a node's left and right subtree is less than and greater than it, respectively.)
 
In an AVL tree when the balance factors exceed ±1, balancing rotations are performed. In a Red-Black tree, lack of compliance with Conditions 3 and 4 initiates rotations that keep the tree near balanced. For example, an implication of Condition 4 is that a newly inserted node must be red or it will initiate a balancing rotation. If it were black, then the black path to it would be increased by 1, making the path longer than the other black paths in the tree. This would violate Condition 4. If the new node were inserted as a red node (and thus not initiate a rotation), when a subsequent node was inserted as its child, a rotation would be initiated. This rotation would be necessary because the newly inserted node would have to be red to comply with Condition 4, but its parent is also red which violates Condition 3.
The rotations performed by Red-Black trees are somewhat similar to the rotations performed by AVL trees, but are more complicated because they also involve color changes. The important feature of Red-Black trees is that the coloring of the nodes adds sufficient information to the tree to initiate color adjustments and rotations as we move down through the tree looking for the insertion point (or the node to be deleted). These rotations keep the tree near balanced making the additional upward traversal required to balance an AVL tree unnecessary. The fact that Red-Black trees perform only one traversal during their Insert and Delete operations is what gives Red-Black trees their performance advantage.
A further discussion of the rotational procedures and color changes performed during the insertion and deletion downward traversals is beyond the scope of this text. However, our discussion of the details of the AVL rotations provide a good foundation for future study.
[bookmark: 7_3_6_Array_Implementation_of_a]7.3.6 Array Implementation of a Binary Search Tree
For some applications, an array-based implementation of a binary tree offers a more efficient means of representing a binary tree than the linked approach utilized up to this point in this chapter. Rather than storing the address of the client's information Listing object in a TreeNode object, which also stores the address of the left and right children (see Figure 7.10), in this alternate implementation the Listing's address is stored in an element of an array of references variables (see Figure 7.38).
The location of the information at the root of the tree is always stored at index 0 of the array. Therefore, for the array depicted in Figure 7.36 the root Listing object has a key value of 50. Since each element of the array of reference variables can only store one address, that of a single Listing object, the implementation makes an assumption about where in the array the addresses of the children are stored. The assumption, called the “2i + 1, 2i + 2 rule,” is stated as:
Children Locations in the Array Implementation of a Binary Tree
For a Listing whose address is stored at index i of the array, its left child's address will be stored at index 2i + 1, and its right child's address will be stored at index 2 i+ 2.
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[bookmark: Figure_7_38_Array_Implementation]Figure 7.38 Array Implementation of a Binary Tree
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[bookmark: Figure_7_39_The_Binary_Tree__Vie]Figure 7.39 The Binary Tree “View” of the Array Presented in Figure 7.38
For example, in Figure 7.38 we can locate the addresses of the two children of the root (stored at index i = 0) by examining the contents of elements 1 = 2 * 0 + 1, and element 2 = 2 * 0 + 2. Thus, the root's children are the Listings with key values 40 and 63. Since the address of the node with key value 40 is stored at element 1 of the array, its two children's addresses are stored in elements 3 = 2 * 1 + 1, and 4 = 2 * 1 + 2. Using this rule, any array can be viewed as a tree. The tree represented by the array shown in Figure 7.38 is depicted in Figure 7.39.
When the tree is completely empty, all elements of the array are set to null. In addition, if a Listing does not have a left or right child, then the reference variable used to store the address of the nonexistent child is null. Again referring to the array implementation of a binary tree depicted in Figure 7.38, we know that the Listings with keys 63, 35, and 47 do not have any children since the array elements that the 2i + 1, 2i + 2 rule associates with their children, elements 5, 6, 7, 8, 9, and 10, all contain null values.
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[bookmark: Figure_7_40_Four_Binary_Trees_an]Figure 7.40 Four Binary Trees and Their Array Representations
Not only can an array be viewed as a binary tree using the 2i + 1, 2i + 2 rule, but the rule is often used to store a binary tree in an array. For example, consider the four binary trees shown in Figure 7.40. The array representations of the four trees are given just to their right. In each of the arrays, all of the elements after element 7 contain a null value. To build the arrays, we begin by placing the address of the root into element 0 of the array. Then to place the address of the other Listings into the array, we use the 2i + 1, 2i + 2 rule to calculate their indices. Referring to Figure 7.40c, since B is the right child of A, its address is stored in element 2 = 2 * 0 + 2, and since C is the right child of B, its address is stored in element 6 = 2 * 2 + 2. An equivalent—and often easier—method for placing the addresses into the array is to go across the levels of the tree from left to right, starting at level 0, and then working our way down the levels of the tree placing the Listing objects' addresses into sequential elements of the array. Referring to Figure 7.40b, A's address would be stored in element 0, B's in element 1, C's in element 2, D's in element 3, etc. If a child were missing, the element would receive a null value (see element 3 of Figure 7.40a).
 
Mapping the Listing objects into array elements by working our way across the tree levels from left to right beginning at level 0, is much more convenient then using the 2i + 1, 2i + 2 rule. However, this is only a graphical technique. Whenever we are coding an array implementation of a binary tree, we always use the 2i + 1, 2i + 2 rule to determine the index of a node. This distinction will become clearer when we develop the pseudocode of an array-based implementation in the next section and when we study the Heap Sort algorithm in Chapter 8 (which uses the array implementation to store a binary tree).
[bookmark: Operation_Algorithms_3]Operation Algorithms
In this section we will develop the pseudocode algorithms for the Insert and Fetch operations of an array-based binary search tree structure. As we will see, one advantage this scheme has over the linked approach is that these algorithms are simpler, and when the tree is balanced their performance is better. A disadvantage is that the Delete operation is very inefficient from either a speed or density viewpoint, depending upon how it is implemented. As a result, this structure is suited for applications where deletions are not necessary, or they are held to a minimum. With this in mind, we will develop an array-based tree structure that just supports Insert and Fetch operations. After analyzing these algorithms we will discuss the problems with the Delete algorithm and the alternatives for implementing it.
Insert Operation As with the array-based structures studied in Chapter 2, an array named data and an integer variable named size will be allocated as part of the structure. The array will store the references to the client's nodes inserted into the tree, and the variable size will store the number of elements in the array. As previously mentioned, when the tree is empty all the elements of the array are set to null. Figure 7.41 shows the structure in its initialized state.
The Insert algorithm for this implementation is fundamentally the same as the Insert algorithm for the linked implementation depicted in Figures 7.7 and 7.13. When the tree is empty, the inserted node becomes the root node. Otherwise, we repeatedly move into the left or right subtree depending on the relationship between the root node's key and the key of the node to be inserted. The 2i + 1, 2i + 2 rule is used to determine the location of the root of the subtree. The search for an insertion point continues until a null reference is located in the array or the calculated index is out of bounds. In the former case, the node is inserted and the algorithm returns true, otherwise it returns false. Assuming the listing to be inserted is referenced by the variable newListing, the pseudocode of this process is given as follows:
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[bookmark: Figure_7_41_The_Array_Based_Bina]Figure 7.41 The Array-Based Binary Tree in its Initialized State
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Lines 2–7 perform the search for the insertion point assigning the variable i to either 2i +1or2i + 2. When the tree is empty, data[0] is null, the loop does not execute, i remains 0, and the first node inserted into the tree is stored in data[0]. Line 8 checks to make sure the loop did not end on an out-of-bounds condition and if not, Lines 10–12 perform the encapsulated Insert operation.
It should be noted that there are two ways for this structure to return false, indicating that the node could not be added to the structure. Both are detected by the Boolean expression i < size on Line 2. The first way, is that every element in the array is used. The second way, is that the node insertion order is such that the tree is imbalanced or highly skewed as is the tree depicted in Figure 7.34e. When this happens, the array is far from full when the index calculated by the 2i + 1, 2 i+ 2 rule is out of bounds. For example, the Insert operation will return false when an attempt is made to insert the eleventh (and largest) node into a highly right skewed structure whose array size is 1023 elements. This unfortunate characteristic will be discussed in more detail when we consider the density of this structure.
[bookmark: Fetch_Operation]Fetch Operation
The Fetch operation uses the same search technique as the Insert algorithm except that the search can now end on an additional condition, the node is found. A null reference encountered during the search indicates that the given key is not in the structure. The pseudocode for the Fetch operation follows, which assumes the key of the node to be fetched is targetKey.
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The Boolean condition on Line 2 has been expanded so that the search ends if the given key is found. The test for an unsuccessful search on Line 8 has also been expanded to include the case when the index is not out of bounds but the node is not in the structure, data[i] == null. A successful search ends on Line 11, where a deep copy of the located node is returned to the client.
[bookmark: Implementation_2]Implementation
The implementation of this structure will be left as an exercise for the student. With the exception of the class' constructor, the implementation is a line-for-line translation of the pseudocode algorithms previously presented. The constructor requires some further discussion.
As we mentioned when we discussed the pseudocode of the Insert operation, the density of this structure can degrade rapidly if the tree is imbalanced. However, there is a range of imbalance within which the density is good and, if the speed of the structure is acceptable to the client, the structure can be quite serviceable. Therefore, the constructor's parameter list will include all the information necessary to size the array in a way that the density of the structure meets the client's minimum needs. The size of the array, N, will be calculated by the constructor as
[image: images]
where:
N is the size of the array (N >= n),
DBSA is the desired density (DBSA <= (1 / (1 + 4 / w)),
n is the maximum number of nodes to be stored in the structure, and
w is the node width in bytes.
The derivation of the equation will be presented when we discuss the performance of this structure. Since there are three independent variables in this equation, the class' constructor will contain three parameters. Assuming the name of the array is data and the name of the class is BinaryTreeArray, the code of the constructor is given below.
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[bookmark: 7_3_7_Performance]7.3.7 Performance
As we have indicated, the performance of this structure can be very good or very bad depending on how well the tree is balanced. Generally speaking, as the tree becomes more imbalanced its speed degrades to that of a singly linked list, as was the case for our linked implementation. Unlike the linked implementation, however, the density of this structure also degrades rapidly as the tree becomes more and more imbalanced.
[bookmark: Speed_2]Speed
We will first examine the speed of the Insert algorithm. Again, assume that an optimizing compiler will make use of the CPU's registers to minimize the number of memory accesses required to fetch (or assign) local, and other, variables used several times in the algorithm. Lines 2 and 3 require two memory accesses: one to fetch the variable data[;] and one to fetch its key. (The variables size and newListing.key would be stored in CPU registers during the loop's execution.) Lines 4 and 6 do not require any memory accesses because the variable i would also be stored in a CPU register. Therefore, a total of two memory accesses are performed during each iteration of the loop, which executes once per level of the tree. If the tree is highly skewed, there will be n levels in the tree and the loop will execute an average of n / 2 times. If the tree is balanced, the loop will execute, on the average, <= log2(n + 1) times (as shown is Section 7.3.2). Therefore, the number of memory accesses performed by Lines 2–7 will be between 2log2(n − 1) and 2n depending on how well the tree is balanced.
The remainder of the algorithm (Lines 8–12) accesses memory one additional time to write the reference to the cloned node into data[i] (Line 11). This brings the total number of memory accesses for the Insert algorithm to between 1 + 2log2(n − 1) and 1 + 2n/2 depending on how well the tree is balanced (between O(log2(n)) and O(n)).
The search process for the Fetch algorithm (Lines 2–7) is identical to that of the Insert algorithm except that the memory access required to fetch the key of the node referenced by data[i] is performed on Line 2 instead of Line 3. Thus, the search portion of both algorithms requires the same number of memory accesses. The remainder of the Fetch algorithm does not require any additional memory accesses. Therefore, the total number of memory accesses for the Fetch algorithm is between 2log2(n − 1) and n depending on how well the tree is balanced (between O(log2(n)) and O(n)).
[bookmark: Density_2]Density
To calculate the density, D, we recall that:
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The information bytes are simply the product of the number of nodes, n, and the number of bytes per node, w. The total bytes allocated the structure is the sum of the information bytes and the overhead bytes. Assuming there are N elements in the array, and that reference variables occupy 4 bytes, the overhead is 4N. Thus, the density of the array-based structure, DBSA is
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where:
N is the size of the array,
n is the maximum number of nodes to be stored in the structure, and
w is the node width in bytes.
The value of N in the above formula for density depends on how well balanced the tree is. Its minimum value, which produces the maximum density for this structure, is n because we must provide an element in the array to store the address of each of the n nodes in the tree. However, N can be considerably larger than n.
Consider the trees shown in Figure 7.40a,c, and d. The parent-child relationships in these trees are such that there are elements of the array that are not used, and so N > n. The worst case is when the tree is highly skewed to the right. In this case, assuming the tree contains n nodes (and therefore n levels), the array must be sized to N = 2n − 1 elements. For example, the tree shown in Figure 7.38c has only 3 (= n) nodes but the array must be sized to 7 (= N) elements.
 
[image: images]
[bookmark: Figure_7_42_Density_of_the_Linke]Figure 7.42 Density of the Linked and Array-Based Implementations of a Binary Tree
The best case scenario occurs when the tree is left balanced or complete (see Figure 7.40b). This is the case when N = n. Thus the range of N for an array-based tree containing n nodes is n ≤ N ≤ 2n − 1. Substituting these limiting values for N into this equation, this density of a left balanced tree, DLB, and that of a right skewed tree, DRS becomes
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and
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Because the term 2n dominates the terms in the denominator of the equation for DRS, it approaches zero even for moderate values of n. Therefore, from a memory overhead viewpoint, the array-based implementation is not practical for trees that are far out of balance. However, when the tree is left balanced (or complete), the density of the array-based structure is better than the linked implementation. Figure 7.42 compares the density of the linked implementation (from Figure 7.24) and the array-based implementation for left balanced (or complete) trees.
Before we end our discussion of density, it is useful to gain some insights into the range of imbalance for which the array-based structure still offers good density. As derived previously, the density of this structure is
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Figure 7.43 shows the variation in density with the parameter N / n, the ratio of the size of the array to the number of nodes in the structure, for various values of node widths. As shown in this figure, densities above 0.80 can still be obtained in array-based binary trees when N / n = 32 as long as the node widths are greater than 640 bytes.
The ratio of N / n is related to the degree of imbalance in the tree, in that, when N / n is 2, we have provided twice as many “spots” in the tree as will be occupied. This means that the tree is one level larger than it would have to be if the tree were balanced. When N / n = 4, we have provided four times as many spots in the tree as will be occupied. This means that the tree is two levels larger than it would have to be if the tree were balanced. Following this logic, the number of extra levels in a tree containing n nodes is log2 N / n. Therefore, for a given node width and required minimum density, the log2 of N / n (as determined from Figure 7.43) can be used as the upper bound of range of imbalance for which the density meets the required minimum. For example, for a node width of 640 bytes and a minimum required density of 0.84, Figure 7.43 indicates that N / n must be 32. Thus, the tree can be imbalanced by as many as 5 (= log232) levels and the density of the structure will still be within the desired range ≥ 0.84).
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[bookmark: Figure_7_43_Variation_in_Density]Figure 7.43 Variation in Density of the Array-Based Binary Tree with N/n and Node Width
Another handy formula is one that can be used to determine the degree of imbalance to achieve a density of 0.8 for a given node width. Substituting a density of 0.8 into the density equation and solving for N / n we obtain
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This function is plotted in Figure 7.44. Finally, from the density equation we can determine the size of the array for a desired density, given the node width, and number of nodes as
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It should be noted that there is an upper limit to the desired density of any array-based structure because even if all elements of the array are used, N / n = 1, the overhead is nonzero (4 * N). Substituting N = n in the previous equation and solving for the density we obtain
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[bookmark: Figure_7_44_Conditions_for_a_Den]Figure 7.44 Conditions for a Density of 0.8 for an Array-Based Binary Tree
Table 7.6 presents the performance of the array-based binary search tree and includes the performance of the previously studied structures for comparative purposes. When balanced, its speed is only exceeded by the hashed structures, and it is the best performing structure from a density viewpoint. However, the structure does not support the Delete and Update operations.
[bookmark: Delete_Operation_Alternative]Delete Operation Alternative
If we were to use the linked implementation's Delete algorithm for the array-based implementation, its speed would be very slow for all but the first case of the algorithm: deleting a leaf node. To see why, consider the case where we want to delete the root node from the tree shown in Figure 7.40d. The node B would become the root node so its reference would have to move from data[1] to data[0]. Then, to maintain the parent-child relationship, C's reference would have to be moved to data[1], and D's to data[3]. For all but very small trees, the number of memory accesses required to maintain the parent-child relationships make the linked implementation's Delete algorithm prohibitively slow for an array-based tree.
An alternative algorithm adds a Boolean field to each node to indicate that a node has been deleted from the structure. The Insert algorithm sets this field to false. To delete a node, this field is simply set to true. The search portions of Delete and Fetch are modified to ignore any node whose deleted field is true. The downside of this scheme is that the storage occupied by a deleted node is never reclaimed. However, it does offer a viable scheme for applications where only a few nodes will be deleted. The implementation is left as an exercise for the student.
[bookmark: 7_3_8_Java_s_TreeMap_Data_Struct]7.3.8 Java's TreeMap Data Structure
The Java class TreeMap, contained in the package java.util, is an implementation of a Red-Black tree. As implemented, it is an unencapsulated generic data structure accessed in the key field mode. The key can be any type of object, however, the key's class must implement Java's Comparable interface. That is, it must contain a method whose signature is
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that compares two key objects and determines whether invoking object's key is less than (returns a negative integer), equal to (returns zero), or greater than (returns a positive integer) aKey. The String class implements this interface. The other alternative is that the key must have a Comparitor. The wrapper classes for the numeric types (i.e., Byte, Double, Float, Integer, Long, and Short) have Comparitors. Therefore, keys that are instances of Strings or numeric wrappers can be used in TreeMaps without the need to implement an interface.
The class TreeMap has four constructors. The default constructor sorts the nodes into the Red-Black tree according to the key's natural order (i.e., as determined by the key's compareTo method). The following statement declares a TreeMap structure that stores Listing objects in a Red-Black tree named dataBase, which is ordered based on a String key:
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This declaration uses the Java 5.0 generic type parameters (i.e., <String, Listing>) to declare the structure dataBase to be a homogeneous structure that can store only Listing objects whose key field is a String object.
The TreeMap class' Insert, Fetch, and Delete operation methods are named put, get, and remove, respectively. The methods get and remove return null if the specified key is not in the structure. Descriptions of the other methods in the class are given in the Java online documentation (http://java.sun.com/j2se/1.5.0/docs/api/java/util/TreeMap.html). An application that uses a TreeMap data structure is given in Figure 5.31 with the exception that Line 4 of the application would be changed to the above TreeMap object declaration. The code of the class Listing is presented in Figure 2.16.
The following code outputs the keys (String objects) and the nodes (Listing objects) stored in the TreeMap object dataBase in sorted order based on their key values. The highlighted items are application specific.
[image: images]
EXERCISES
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1. Give an advantage of a binary search tree structure over:
a. A linked list structure
b. A stack
c. An array-based structure
d. A hashed structure
2. Define the terms:
a. Root node
b. Binary tree
c. Parent
d. Leaf node
e. Level 0 of a tree
f. Highest level of a tree
g. Balanced tree
h. Complete tree
i. Left-balanced
3. What is the maximum number of nodes that can be stored in a binary tree with 10 levels?
4. What is the minimum number of levels in a binary tree containing 6023 nodes?
5. What is the maximum number of levels in a tree containing 6023 nodes?
6. What is the maximum number of nodes that can be stored in level 16 of a binary tree?
7. If there are nl nodes in level l of a balanced binary tree, give an expression for the number of nodes at level l + 1 (assuming level l+ 1 is not the highest level of the tree).
8. True or false:
a. The highest level of a complete binary tree contains more nodes than all of the other levels combined.
b. The root node is always at the highest level of the tree.
c. Level 9 is the highest level in a 10 level tree.
9. State the significance of the word binary in the term binary tree (i.e., why is a binary tree called a binary tree?).
10. Define the term “binary search tree.”
 
11. Draw the binary search tree resulting from inserting the nodes with the integer key values: 68, 23, 45, 90, 70, 21, and 55 into the tree. Assume key 68 is inserted first, then key 23, etc.
12. The client objects inserted into a Binary Search Tree structure are not actually stored in a binary tree, true or false?
13. Give the data members of the class TreeNode defined in this chapter and state what is stored in each data member.
14. Draw a picture of a binary search tree, implemented using the linked implementation, in its initialized state.
a. Using the standard tree graphic.
b. At the implementation level.
15. Under what conditions are the Fetch and Insert operations performed on a binary search tree structure fast?
16. State the three cases of the binary search tree Delete algorithm.
17. The linked implementation is used in the coding of a Binary Search Tree structure. Calculate the structure's density assuming that it contains 200 nodes and:
a. Each node contains 10 bytes of information.
b. Each node contains 300 bytes of information.
18. Repeat the above exercise for the array implementation of the Binary Search Tree, assuming it is:
a. Left balanced.
b. Skewed to the right.
19. A balanced binary search tree stores 1,000,000 nodes. Assuming a memory access takes one nanosecond, calculate the average time required to fetch a node from the tree for the:
a. Linked implementation.
b. Array-based implementation.
20. Give the output produced by an NLR output scan of the tree shown in Figure 7.3f.
21. State the advantage of an AVL tree over a Binary Search Tree Structure.
22. Give the AVL balance factors for each of the nodes in Figure 7.3a.
23. Of the 11 nodes in an AVL tree, 6 of the nodes have balance factors of 1, 4 nodes have balance factors of 0, and 1 node has a balance factor of −1.
a. Is the tree balanced?
b. Is the tree complete?
24. An array contains the values 100, 20, 34, 200, 6, 10, and and 31. Element 0 contains 100, element 1 contains 20, etc. Draw the binary tree representation of the array.
25. In the array implementation of a binary tree:
a. Where is the root node stored?
 
b. Where is the right child of the node in element 10 stored?
c. How can we determine if the node stored at element 22 does not have a left child?
26. True or false, a binary tree containing 20 nodes can always be stored in a 20 element array?
27. Give the size of an array that could store any tree containing10 nodes.
28. Demonstrate that the algorithm used to delete the node referenced by C in Figure 7.18a can also be used to delete the node referenced by C in Figure 7.18b.
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29. Write a method to perform an NLR scan on a binary tree. Assume the method will operate on trees implemented as arrays. Provide a driver program to demonstrate that the method functions properly. Use the trees shown in Figure 7.3 as test cases.
30. A database is to be developed to keep track of student information at your college. Their names, identification numbers, and grade point averages will be included. The data set will be accessed in the key field mode, with the student's name being the key field. Code a class named Listing that defines the nodes. The class must comply with the guidelines that permit student information nodes to be stored in the fully encapsulated BinaryTree structure discussed in this chapter. As such, your class should include all the methods in the class shown in Figure 2.16 and include a getKey method. Test it with a progressively developed driver program that demonstrates the functionality of all of its methods.
31. Code an application program that keeps track of student information at your college. Include their names, identification numbers, and grade point averages in a fully encapsulated, homogeneous, linked-based binary search tree. When launched, the user will be presented with the following menu:
Enter:
1 to insert a new student's information,
2 to fetch and output a student's information,
3 to delete a student's information,
4 to update a student's information,
5 to output all the student information in descending order, and
6 to exit the program.
32. Do Exercise 31 but use an array-based implementation of a binary search tree. Include only user options 1, 2, 5, and 6. Your program should allow the user to specify the minimum density of the structure.
33. Expand the program described in Exercise 32 to allow the user to delete and update nodes.
34. Code the generic version of the linked-based Binary Search Tree using the generic features of Java 5.0, and provide a driver program to demonstrate that the method functions properly. The driver program should declare two binary search tree objects: one to store Listing objects as defined in Figure 2.16 with a getKey method added to the class, and the other to store Student objects as described in Exercise 30.
35. Redo Exercise 31 using an expanded version of the linked implementation of the binary search tree presented in this chapter that keeps the tree balanced within a client specified tolerance (number of extra levels).
36. Repeat Exercises 31 using an AVL tree.
1 This is analogous to the implementation of a singly linked list (see Figure 4.9) in which the Node objects were arranged in the linked list, not the Listing objects.
2 This use of the findNode method assumes that we will never insert two Listings with the same key value into the structure (an assumption used in the development of all data structures presented in this text).
3 It is left as an exercise for the student to verify that the process is identical for the tree depicted in Figure 7.18b.
4 This is proven in the appendix using Equations 7.1 and 7.3.
5 For any tree containing n nodes, n! different traverses are possible
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OBJECTIVES
The objectives of this chapter are to familiarize the student with the topic of sorting and the classic sorting algorithms, and to be able to select the best sorting algorithm for a particular application. More specifically, students will be able to
[image: images] Explain the motivation for sorting data sets.
[image: images] Understand that the speed complexity of a sorting algorithm is dependent on both the number of comparisons it performs and the number of data items it swaps.
[image: images] Understand that the theoretical minimum number of comparisons required to sort n items is nlog2n, and be able to calculate the minimum time required to sort n items.
[image: images] Understand, and be able to implement, the classic sorting algorithms: Binary Tree Sort, Bubble Sort, Heap Sort, Merge Sort, and Quicksort, and be able to explain the strengths and weaknesses of each algorithm.
[image: images] Determine the speed and space complexity of the classic sorting algorithms (and any other sorting algorithm), and be able to select the best sorting algorithm for a particular application.
 
[image: images] Explain the characteristics of a binary tree that make it a heap, and understand the algorithm that transforms a binary tree into a heap.
[image: images] Understand the topic of recursion more fully by examining the recursive parts of the Merge Sort and Quicksort algorithms.
[bookmark: 8_1_Sorting]8.1 Sorting
Sorting is the process of ordering a set of items. The two most common orderings are ascending order and descending order. In the context of data structures, it is the process of arranging nodes in an order based on the contents of one of the fields in the nodes. For example, the nodes that comprise a collection of telephone listings are usually sorted in ascending order based on the contents of the name field, while the results of a weight lifting contest would possibly be sorted in descending order based on the contents of the maximum weight lifted field.
Most often, nodes are sorted for one of two reasons:
1. To produce sorted output listings.
2. To improve the speed of a data structure.
Let us first consider sorted output listings. When nodes are output in sorted order, not only are they more pleasant to read, but it is also much easier to find a particular listing from among the printed listings. Anyone who has used a phone book would agree that an unsorted phone book would be very difficult to use. The search process would be a time consuming, manual sequential search, instead of the binary search we all intuitively use on a standard sorted phone book.
There is another important reason for outputting nodes in sorted order. Drawing conclusions based on the data presented in sorted order often becomes self-evident. Consider again the output listing of a weight lifting contest that is sorted based on the maximum weight lifted field. It would be obvious who won the competition because the analysis necessary to determine the winner is the sorting process itself. Sorted listings can make conclusions self-evident.
Now, let us turn our attention to the second motivation for sorting: to improve the speed of a data structure. Often the speed of the fetch method can be improved if the data set is stored in a sorted order. We saw an example of this in Chapter 2 when we studied the Sorted Array structure in which the nodes were stored in sorted order based on their key field. This allowed us to use the binary search algorithm to locate a node which is an efficient, O(log2n), search algorithm. Thus, even if the data set is never output in sorted order, sorting algorithms are important because they can speed up one or more of the basic operations performed on a data set.
Considering the advantages of sorting, the question arises: Why aren't all output listings and data sets sorted? One answer is that sorting takes time. However, through the use of efficient sorting algorithms and good sorting strategies, the additional time needed to sort can be held to acceptable levels.
As an example of a sorting strategy, consider the following scenario. When a data set is to be output in sorted order, two alternatives are available: sort the nodes just prior to outputting them, or store the nodes in the data set in a sorted order. The former approach is attractive if the nodes are rarely output in sorted order, or if the field on which the nodes are sorted often changes. If, however, the nodes are often output in sorted order, then it may be more efficient to store the nodes in sorted order, especially if the contents of the field on which they are sorted rarely changes.
In this chapter, we will study several of the classic sorting algorithms and examine the advantages of each. Some of the algorithms require more memory than others, while some execute faster than others. It can be shown, however, that there is a theoretical minimum number of comparisons required to sort a set of n items, which we will use as a standard for goodness when we analyze the performance of the algorithms presented in this chapter. Some data sets exhibit special characteristics that allow some sorting algorithms to perform faster than the theoretical minimum. It turns out that these characteristics are not that uncommon, as we shall see. Aside from speed and memory differences, some of the algorithms are much easier to code than others. Thus, the selection of the best sorting algorithm for a particular application is usually based on the speed and memory constraints of the application, the character of the data set being sorted, and the coding skills of the programmer.
For each of the classic sorting algorithms discussed in this chapter, we will:
• Present a pseudocode version of the algorithm.
• Learn how it performs a sort by tracing its execution while sorting a set of integers.
• Determine its performance, space, and time complexity.
• Discuss particular data set characteristics, if any, under which it performs best.
• Enter its performance in a summary chart useful in determining which sorting algorithm to use for a particular application.
Some of the algorithms will be implemented in this chapter, and the remaining implementations will be left as exercises for the student.
Before we proceed to a detailed discussion of the classic sorting algorithms, we will expand our discussion of sorting algorithm performance. As we have previously stated, the measure of a sorting algorithm's performance is based on its memory overhead and its speed. The techniques for determining a sorting algorithm's memory overhead are the same techniques we have used to determine the overhead of the data structures studied in the previous chapters. However, the techniques we used to determine the speed of data structures will require a minor refinement in order to be applied to sorting algorithms.
[bookmark: 8_2_Sorting_Algorithm_Speed]8.2 Sorting Algorithm Speed
 
All sorting algorithms have two features in common. Two data items are compared in order to determine their relative position in the sorted list, and data items are swapped (based on these comparisons). Both of these features require memory accesses that can be counted using the algorithm analysis techniques discussed in the previous chapters. However, in the case of sorting algorithms, it is useful to know not only the total number of memory accesses, but also how many of them were a result of swap operations and how many of them were the result of comparison operations. This more detailed level of analysis allows us to better understand why some algorithms are faster than others. A parameter used in this analysis is sort effort, which is defined as:
Sort Effort
Sort Effort = SE = number of comparisons required to sort n items.
To illustrate the use of this parameter and our expanded analysis techniques, consider the following code segment extracted from a sorting algorithm. The number of items to be sorted is represented by n.
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The comparison on Line 3 is executed n times as part of the inner loop (Lines 3–8), and the inner loop is executed n times inside the outer loop (Lines 2–9). Therefore, n * n comparisons are performed by this line of code. Assuming these were the only comparisons performed in the sorting algorithm, its sort effort would be n2. The variable items[j] is accessed during each of these n2comparisons (j changes each pass through the inner loop) and items[i] is accessed n times (i changes every pass through the outer loop). As a result n2 + n memory accesses are associated with the algorithm's comparisons. Thus, from a Big-O analysis viewpoint, the number of memory accesses and the sort effort are equivalent (both O(n2)). This is typical of sorting algorithms.
To complete the speed analysis, Lines 4–6 perform a data swap operation. If the Boolean expression on Line 3 is always false, no swaps are performed. Conversely, if the condition is always true, n 2 swaps are performed. The actual number of swaps performed is a function of the data set (and ultimately the rest of the sorting algorithm). For this example we will assume that half the time the Boolean condition is true, so n2 / 2 swaps are performed. During each swap items[j] is overwritten. However, an efficient translator would store items[i] in a register during the execution of the inner loop and only write it to memory each of the n times the inner loop ends. Therefore, a total of n 2 / 2 + n memory accesses are performed during the swap operations.
Considering both the comparisons and the swaps performed by this algorithm, its speed is therefore O(n2). More specifically it is 3/2n2 + 2n (= n2 + n comparison accesses + n2 / 2 + n swap accesses), with the comparison portion of the algorithm contributing n2 / 2 more memory accesses than the swap portion.
[bookmark: 8_2_1_Minimum_Sort_Effort]8.2.1 Minimum Sort Effort
As previously mentioned, there is an approximate theoretical minimum number of comparisons required to sort n randomly arranged items. This number of comparisons is referred to as the minimum sort effort, SEmin, and is calculated as:
Minimum Sort Effort
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The derivation of this formula is beyond the scope of this text. However, it is useful to know the minimum effort because it can be used to identify efficient algorithms from a number-of-comparisons viewpoint. For example, consider the algorithm whose sort effort (number of comparisons) is O(n2). Since the minimum effort is O(nlog2n), we know there is considerable room for improvement.
To make the performance difference between an O(n2) and O(nlog2n) sorting algorithm more tangible, and to demonstrate the need for efficient sorting algorithms, let us assume the two algorithms are used to sort 1,000,000 items. In addition, we will assume they are executed on a system that performs a comparison in one nanosecond, and each comparison requires one memory fetch that takes 40 nanoseconds. Then, the time to execute the O(n2) algorithm would be
[image: images]
However, the time to execute the O(nlog2n) algorithm would only be
[image: images]
Clearly, if 1,000,000 items were going to be sorted often, we would not want to use a sort algorithm whose sort effort is n2. However, we should be sensitive to the fact that even sorting algorithms whose sort effort is equivalent to the theoretical minimum still require a significant amount of computing time when the number of items to be sorted, n, is large. This is illustrated in Figure 8.1, which presents the minimum time required to sort a set of n items. This figure truly presents an overall minimum sorting time, since it assumes the sorting algorithm performs nlog2 n comparisons and no swaps. The figure shows that to sort 300,000,000 social security records would require 5.8 minutes.
 
[image: images]
[bookmark: Figure_8_1_Minimum_Sort_Time]Figure 8.1 Minimum Sort Time
[bookmark: 8_2_2_An_Implementation_Issue_Af]8.2.2 An Implementation Issue Affecting Algorithm Speed
Before we begin our study of the classic sorting algorithms, we will examine an implementation issue common to all sorting algorithms that can greatly affect their speed. As we have discussed, the sorting process involves swap operations. When we are sorting primitives, we simply swap the contents of the two memory cells used to store the primitives. However, when we are sorting nodes, the process of swapping the contents of the memory cells that store the nodes' member data can be very time consuming because (unlike primitives) objects can consist of many data members, each containing a significant number of bytes.
The remedy is to perform a shallow copy of the node objects during the sorting process. Thus, the contents of the reference variables (4 bytes each) that store the location of the nodes are swapped, rather than swapping the contents of the data members of the objects (which contain multiple groupings of 4 bytes per data member). This is always the preferred technique when nodes are being sorted.
Figure 8.2 illustrates the difference between the time-consuming deep copy approach and the more efficient shallow copy approach to positioning nodes C and B in sorted order. The figure assumes the references to the nodes are stored in an array; however, the same advantages will be realized if the node references were stored in a tree structure.
One last introductory comment is in order before we proceed. When the items to be sorted are encapsulated inside a data structure, the sorting algorithm is coded as a member function of the data structure class in order to maintain the encapsulation of the structure.
[bookmark: 8_3_Sorting_Algorithms]8.3 Sorting Algorithms
We will now begin our study of the classic sorting algorithms with the Binary Tree Sort algorithm. This is a good starting point, since the algorithm places the items to be sorted in a binary search tree, and we are already familiar with search trees. Therefore, we can focus most of our attention on the techniques used to evaluate algorithm performance, rather than the development of the algorithm itself.
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[bookmark: Figure_8_2_Two_Techniques_for_Sw]Figure 8.2 Two Techniques for Swapping Objects C and B During a Sorting Algorithm
[bookmark: 8_3_1_The_Binary_Tree_Sort]8.3.1 The Binary Tree Sort
The Binary Tree Sort algorithm is basically the algorithm used in Chapter 7 to insert nodes into a binary search tree. Assuming we are sorting n items, the algorithm is:
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To illustrate the algorithm, let us assume we are to sort a group of 10 integers given in the order: 50, 40, 47, 63, 55, 43, 70, 80, 35, and 68. The integer 50 would become the root node as per Step 1 of the algorithm (see Figure 8.3a). The second integer, 40, would then be compared to 50 (Step 3), and since it is less than 50 we would proceed to the left (Step 3.1). Step 4 of the algorithm would cause 47 to be inserted as 50's left child (see Figure 8.3b).
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[bookmark: Figure_8_3_Progression_of_the_Bi]Figure 8.3 Progression of the Binary Tree Sort Algorithm when Sorting the Integers 50, 40, 47, 63, 55, 43, 70, 80, 35, and 68
Next, 47 would be compared to the root value, 50. Again we would proceed to the left since 47 is less than 50 (Step 3.1). Since there is a node to the left of 50, we would compare 47 to that node, 40 (Step 3). Since 47 is greater than 40, this time we would proceed to the right (Step 3.2). Step 4 of the algorithm would cause 47 to be inserted as 40's right child (see Figure 8.3c). The growth of the tree during the sorting of the first six integers is illustrated in Figures 8.3a-f, with the final sorting shown in Figure 8.3g.
Once the items are inserted into the binary tree, they can be listed in either ascending or descending order using the tree traversal algorithms discussed in Chapter 7, Section 7.2.
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[bookmark: Figure_8_4_The_10_Level_Tree_Res]Figure 8.4 The 10-Level Tree Resulting from Sorting the Integers 80, 70, 68, 63, 55, 50, 47, 43, 40, and 35 with the Binary Tree Sort
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Now let us examine the speed of the algorithm. The speed of this algorithm is dependent upon how well the binary tree is balanced, because as the items are inserted into the tree, one comparison is made at each level of the tree (Step 3 of the algorithm). As shown in Chapter 7 (Equation 7.3), a complete binary tree can stores n items in a log2(n + 1)1 level tree (see Figure 7.4), while an imbalanced skewed tree stores n items in an n level tree (see Figure 8.4). Whether or not the tree is balanced depends on the order in which the items are processed by the algorithm. If they are processed in a random order, as when Figure 8.3 was generated, the tree will usually be balanced (see Figure 8.3g) or close to balanced. However, if the integers are processed in sorted order, the tree will be highly skewed to the right or left (see Figure 8.4).
As a result, the speed of this algorithm varies between the speed required to sort a random set of items (which we will designate SEBTmin) and the speed to sort an already sorted set of items (SEBTmax). Let us begin by determining the performance of the algorithm when sorting a set of items that are already sorted.
When the items to be sorted are already sorted in descending order, the tree is skewed to the left, as shown in Figure 8.4. The sorting process proceeds in the following way. The first item entered becomes the root node. The second item is compared to the first item and then inserted into the tree. Thus, one comparison is required to insert the second item. The third item is initially compared to the first item, then compared to the second item, and then inserted into the tree. Thus, two comparisons are required to insert the third item. Continuing in this way, three comparisons are required to insert the fourth item, four comparisons are required to insert the fifth item, etc. Therefore, the total number of comparisons for the skewed tree—which is the maximum sort effort for the Binary Tree Sort—is
[image: images]
[bookmark: Figure_8_5_A_Four_Level_Tree_For]Figure 8.5 A Four-Level Tree Formed by Sorting the 15 Integers: 50, 40, 47, 63, 55, 43, 70, 80, 35, 68, 37, 49, 61, 51, and 10 using the Binary Tree Sort
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The minimum sort effort for the Binary Tree Sort, SEBTmin occurs when the items are processed in an order that produces a balanced binary tree. Figure 8.5 presents such a tree, which is the result of processing 15 items in the order shown in the title of the figure.
To derive the minimum sort effort, let us as sume that n items are sorted to form a complete binary tree. Then the highest level of the tree contains ½(n + 1) items. Since each level in a balanced complete binary tree contains twice as many items as the level below it, the level just below the highest level contains ½(½(n + 1)) = ¼((n + 1) items, the level below that contains ½(¼(n + 1)) = ([image: images]n + 1) items, etc.
The level number of the highest level of a balanced complete binary tree is log2(n + 1) − 1, which is also the number of comparisons required to place a single item at that level. To place a single item at one level below the highest level requires one less comparison, or log2(n + 1) − 2 comparisons; to place an item at the next lower level requires log2(n + 1) − 3 comparisons; etc.
If N is the number of items at a level of the tree, and C is the number of comparisons required to place a single item at that level, then the total number of comparisons necessary to fill a level of the tree is N * C. Therefore, the total number of comparisons required to place all the items in the tree containing n items, Tn, is the sum of N * C for each level of the tree:
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where
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It can be shown that the series a and b converge to 1 and 2, respectively, as the number of terms in their equations increases. Since there is one term in each series for each level in the tree (except level 0 since no comparisons are necessary to place an item at level 0), and the number of levels in a tree containing n items is log2(n + 1), there will be log2(n + 1) − 1 terms in these two series. For values of n greater than 18,434, both series are within 1% of their terminal values. Therefore, we can approximate Tn as
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Since the total number of comparisons required to sort n items is, by definition, the sort effort, a good approximation of the sort effort of the Binary Tree Sort when sorting n items that produces a balanced complete binary tree would be:
[image: images]
Appendix D contains a table of calculations comparing the minimum sort effort calculated using the above approximation and the actual minimum sort effort. Aside from demonstrating good agreement, an examination of the numbers presented in the table can aid in the understanding of the minimum sort effort derivation.
Having derived expressions for the minimum and maximum sort efforts of the algorithm, we can express the range of the sort effort as:
Sort Effort of the Binary Tree Sort
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The algorithm's speed is close to the theoretical minimum when sorting a random set of items (resulting in a balanced binary tree) and very slow, O(n2), when sorting an already sorted set of items. However, the speed can be improved when sorting an ordered, or almost ordered, set of items by processing the items through the algorithm in random order.
[bookmark: Memory_Overhead]Memory Overhead
Assuming the linked implementation of a binary tree, the memory overhead required by this algorithm—above that necessary to hold the items being sorted—is the storage required for the reference variables that point to the location of the left and right children. Since there will be n items in the tree, the algorithm requires 2n reference variables of additional storage. Assuming each reference variable occupies 4 bytes, the total overhead for the algorithm is 8n bytes.
If the binary tree is implemented using an array, and the items to be sorted are primitives, then the primitives can be sorted within the array used to store the items. If the tree is balanced, then there are no unused elements in the array, and the overhead is 0. However, if the tree is skewed, then there will be n levels in the tree and (as we have seen in Chapter 7), (2n − 1) −n elements of the array will be unoccupied. This is an unacceptably large amount of overhead. For this reason, the linked implementation is used in this sorting algorithm.
Table 8.1 summarizes the performance of the Binary Tree Sort algorithm, its speed, and its memory overhead. As noted in the comments column, this algorithm is fast when the items to be sorted are introduced into it in a random order because the binary tree it produces is balanced. In this case, the sort effort of the algorithm approaches the theoretical minimum, O(nlog2n). However, when the items the algorithm processes are already sorted, the algorithm produces a highly skewed tree, and its performance is extremely slow, O(n2).
As indicated in Table 8.1, the memory overhead of this algorithm is 8n bytes (because it normally uses the linked implantation of a binary tree), which is high compared to the other sorting algorithms presented in this chapter.
[bookmark: 8_3_2_The_Bubble_Sort]8.3.2 The Bubble Sort
The Bubble Sort is the simplest sorting algorithm presented in this chapter. For data sets that are already sorted, or close to sorted, it offers good performance. Because of its simplicity, it is easy to code and, therefore, is also used for randomized data sets with few members.
This algorithm, like all sorting algorithms, executes its sorting process inside a loop. In the jargon of sorting, each iteration through this loop is referred to as a “pass through the sorting algorithm.” Just as gas bubbles rise to the surface of a liquid, during each “pass” through this algorithm the smaller items rise, or bubble upward, toward the top of the array of primitive or reference variables. Thus, the name Bubble Sort.
Each pass places one item into its final position in the array. When coded to sort items in ascending order, the first pass places (or bubbles) the smallest item into element 0; the second smallest item is bubbled into element 1 during the second pass; the third smallest item is bubbled into element 2 during the third pass; etc. Figure 8.6 presents the contents of an array of integers after the end of each of the first four passes through the algorithm. The shaded cells in the table indicate the integers that have been placed in their sorted position in the array after each pass.
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[bookmark: Figure_8_6_Results_of_the_First]Figure 8.6 Results of the First Four Passes Through the Bubble Sort when Sorting an Array of Integers
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[bookmark: Figure_8_7_Changes_to_an_Array_o]Figure 8.7 Changes to an Array of Integers during the First Four Passes Through the Bubble Sort
At the beginning of each pass through the algorithm, two integers, b and t, are set to the lowest two indices of the array. For example, when sorting seven items, b would be set to 6 and t would be set to 5. The elements at these indices are then compared. If they are not in sorted order, their positions in the array are swapped or flipped. Regardless of whether or not a flip is performed, the integers b and t are decremented (b--, t--), and a comparison is made to determine if the two elements at these incremented indices should be flipped. This process continues until the index stored in t reaches the portion of the array already sorted on previous passes (i.e., t stores the index of the item sorted on the previous passes). As a result, one fewer comparison is made on each successive pass through the algorithm.
This process is depicted in Figure 8.7, which presents the details of the changes to the contents of the array of integers presented in Figure 8.6 during the first four passes through the algorithm. Moving from left to right as the algorithm proceeds, the shaded cells in each column of the array indicate the two integers that are compared as a pass proceeds. For example, as part of the first pass through the algorithm, 9 and 1 are compared, then 1 and 3 are compared, then 1 and 10 are compared, etc. The comparison of 1 and 3 in the second column of the table initiates the first flip. These two integers are shown in their new positions in the third column of the table.
It turns out that for the initial ordering of the integers presented in Figure 8.6, the entire array is, in fact, sorted after four passes through the algorithm. This is not always the case. As previously stated, the algorithm only guarantees that one item is correctly positioned during each pass. However, for some data sets, several items are swapped into their final positions during a single pass. For example, the integers 10, 9, 8, and 3 were all positioned in their final locations during pass 3.
To take advantage of the fact that sometimes the algorithm completes the sort “early,” a Boolean variable flip is set to false before each pass through the algorithm. Then whenever a flip is performed, the variable flip is set to true. If, at the end of a pass, flip is still true, no two adjacent elements of the array were out of sorted order, and therefore, the entire array is sorted. At this point the algorithm terminates. Assuming n is the number of items to be sorted, the algorithm is:
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We will now consider the speed of the bubble sort algorithm.
[bookmark: Speed_4]Speed
Like the Binary Tree Sort algorithm, there are particular characteristics of the data to be sorted that result in very fast or very slow Bubble Sort speeds. Ironically, one case that was very slow for the Binary Tree Sort—when the information to be sorted is initially in ascending order—is very fast for the Bubble Sort.
The sort effort for any sorting algorithm is the sum of the number of comparisons performed during each pass of the algorithm. For this algorithm the sum is easily deduced by examining Figure 8.7, in which 7 (n = 7) integers were processed through four passes of the algorithm. Since the pairs of shaded cells in the figure represent the comparisons, we simply need to count them to determine the comparisons for each pass and then total these to obtain the sort effort. Pass 1 performed six comparisons; pass 2, five comparisons; pass 3, four comparisons; and pass 4 performed three comparisons.
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[bookmark: Figure_8_8_Number_of_Comparisons]Figure 8.8 Number of Comparisons per Pass when Processing n = 7 Items Through the Bubble Sort
The number of comparisons for each of the four passes is given in Figure 8.8, which includes an extrapolation out to the sixth pass. Although six passes are not necessary to sort this set of integers, six passes is the maximum number of passes necessary to sort seven items using the algorithm. Intuitively, most students conclude seven passes would be the maximum number of passes necessary to sort seven items. However, the flip performed on the sixth pass (assuming it is necessary) properly positions the next-to-the-largest and the largest item in the array.
When the character of the seven items to be sorted are such that six passes through the algorithm are required to complete the sort, then the data presented in Figure 8.8 indicates that the total number of comparisons required to sort the seven items would be 6 + 5 + 4 + 3 + 2 + 1 = 21, which is the sum of the integers from 7 − 1 to 1. Alternately, if the character of the items to be sorted were such that only one pass were required to complete the sort, then the data presented in the figure indicates that only 6, or 7 − 1, comparisons would be require to complete the sort. Generalizing these results for n items, we find the minimum and maximum sort effort for the Bubble Sort to be:
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Thus the range of the sort effort for this algorithm is:
 
Sort Effort of the Bubble Sort
[image: images]
The minimum sort effort is realized when the items to be sorted are already in ascending order. When this is the case, no flips are performed on the first pass through the algorithm, and the algorithm ends after pass 1. The maximum sort effort is required when the items to be sorted are initially sorted in descending order. When this is the case, n − 1 passes are required to complete the algorithm. Thus, from a speed viewpoint, the algorithm performs best when sorting nodes that are close to sorted, or already sorted, in ascending order.
We will make one last point on the speed of this algorithm before turning our attention to its overhead. The algorithm includes swap operations, which require memory accesses. A reasonable assumption would be that, on the average, half of the comparisons result in swaps. Therefore, the number of swaps performed by the algorithm when sorting n items is half the sort effort.
[bookmark: Memory_Overhead_1]Memory Overhead
When this algorithm is presented with an array of primitive values or an array of object references, the primitive values or the references are swapped within the array. Thus, the only extra storage required to perform the algorithm is one extra memory cell (temp), used in the classic swapping algorithm,
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Table 8.2 summarizes the performance of the Bubble Sort algorithm (its speed and memory overhead) and includes the performance of the Binary Tree Sort for comparative purposes. As noted in the comments column, this algorithm is fast when the items to be sorted are already sorted (or close to sorted) in ascending order. In this case, the speed of the algorithm is faster than the theoretical minimum, n log2n. However, when the items the algorithm processes are already sorted (or nearly sorted) in descending order, its performance is extremely slow, O(n2). As indicated in Table 8.2, the memory overhead of this algorithm is 4 bytes, which is the lowest overhead of the sorting algorithms discussed in this chapter.
The sort efforts of the two algorithms we have studied so far are dependent on the character of the data set to be sorted ranging from very fast, O(n), to slow, O(n2). Still, as we have seen, under the correct circumstances, both algorithms do have their niche. Our familiarity with binary search trees, and the simplicity of the Bubble Sort, made these sorting algorithms a good starting point for our studies. The Heap Sort, which we will study next, is an algorithm whose sort effort is close to the theoretical minimum for all data sets.
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[bookmark: 8_3_3_The_Heap_Sort]8.3.3 The Heap Sort
 
A heap is a binary tree in which the nodes exhibit a special relationship to each other. Although only small subsets of all binary trees are heaps, there are some very useful algorithms in computer science that can only be used if the tree they process is a heap. One of them is the Heap Sort algorithm. To understand this algorithm, we must first become familiar with heaps.
A Heap
A heap is binary tree in which the value of each parent in the tree is greater than both of its children's values.
In the context of heaps that store primitives, the term value refers to the value of a primitive, and in the context of heaps that store objects, the term value refers to the value of the object's key field. Figure 8.9 presents several examples of binary trees that are heaps. The definition of a heap excludes them from being binary search trees because in a heap, a node's right child cannot be greater than its parent, which is a necessary condition for a binary search tree.
[image: images]
[bookmark: Figure_8_9_Examples_of_Binary_Tr]Figure 8.9 Examples of Binary Trees That Are Heaps
 
Examining the trees present in Figure 8.9, we observe that the value of the root node in each tree is the largest value in the tree. This condition is not only true for these heaps, but true for all heaps since, in a heap, the root node must be greater than both of its children, who are greater than both of their children, etc. Thus, the root node being the largest item in the tree is a direct consequence of the definition of a heap and, as we shall see, is an implicit assumption of the Heap Sort algorithm.
Examining the heaps presented in Figure 8.9, another observation can be made. Each subtree in these trees is also a heap. Once again, this condition is not only true for these heaps, but true for all heaps, since, if we start at the subtrees at the highest levels of a heap, the children must be less than their parent, who is less than its parent, etc. Our two observations for any heaps are summarized as follows:
For any heap,
1. The largest node in the heap is the root node.
2. All subtrees in a heap are themselves heaps.
Having gained an understanding of heaps, we will now begin our study of the Heap Sort algorithm.
The Heap Sort algorithm consists of three steps that sort an array of items into ascending order.
The Heap Sort Algorithm
1. Place all the items to be sorted in a left balanced binary tree.
2. Build the initial heap (i.e., reposition the items in the tree to make it a heap).
3. Repeatedly:
3.1 Swap the root node into its “proper” position, and
3.2 Rebuild the remaining2 items into a heap.
If a team of three programmers were each to implement one step of this algorithm, the lucky programmer would be the one assigned Step 1, place all the items to be sorted in a left balanced binary tree. The reason is that, as we discovered in Chapter 7, all arrays can be viewed as left balanced binary trees using the 2i + 1, 2i + 2 rule. Therefore, the programmer assigned this step does nothing, which is something most of us are very good at.
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[bookmark: Figure_8_10_Viewing_an_Array_as]Figure 8.10 Viewing an Array as a Left-Balanced Binary Tree using the “2n + 1, 2n + 2” rule
Figure 8.10 presents an array of integers and the left balanced binary tree that the array represents when viewed using the 2i + 1, 2i + 2 rule.
As mentioned in Chapter 7, the easiest way to view the binary tree that represents an array is to index through the array in sequential order starting at element 0, which becomes the tree's root, and then fill in the higher levels of the tree from left to right. Therefore, the array is already a left balanced binary tree, so long as, in Steps 2 and 3 of the algorithm, we use element 0 as the root node and locate the left and right children of element n as elements 2i + 1 and 2i + 2, respectively. Nice job, Step 1 programmer; take a break.
It is much easier to understand the remaining two steps of the algorithm if we depict these steps in the binary tree graphical representation of the array. However, it is important to realize that the Heap Sort algorithm simply swaps the items to be sorted between the elements of the array during the sorting process, just as the Bubble Sort algorithm did. Therefore, we will refer to two graphics during the discussion of the algorithm: one graphic will show the changes to the tree representation of the array as the algorithm executes (to facilitate an understanding of the algorithm), and the second graphic will show the changes to the array contents actually made by the algorithm.
In Step 2 of the algorithm, we reposition the nodes in the tree to make it a heap. In Heap Sort jargon, this is referred to as building the initial heap. To do this, we examine the highest level of the tree that has parent nodes (level 2 in Figure 8.10). If there are several parent nodes at this level, we locate the level's rightmost parent. This node is referred to as the highest-level-rightmost-parent. Referring to the tree in Figure 8.10, the highest-level-rightmost-parent would be the node whose value is 2. If all the nodes on this level were parents, then the highest-level-rightmost-parent would be the node whose value is 1.
There is an arithmetic expression that can be used to determine the index of the highest-level-rightmost-parent in the array, which is a consequence of viewing the tree using the 2i + 1, 2i + 2 rule. The expression is:
Index of the Highest-Level-Rightmost-Parent in a Left Balanced Binary Tree
In a left balanced binary tree with n nodes, the index of the highest-level-rightmost-parent is floor[(n / 2) − 1].
To demonstrate the validity of the technique, consider the tree depicted in Figure 8.10. There are nine nodes in the tree (n = 9) and, therefore, the index of the highest-level-rightmost-parent is calculated to be floor[(9 / 2) − 1] = 3. Inspecting the contents of the array and the tree depicted in Figure 8.10, we observe that this index (3) is, in fact, the index of the highest-level-rightmost-parent (the item whose value is 2). If we were to add a tenth node to the tree, it would be added as a child of the node whose value is 3 (to keep the tree left balanced), which is located at index 4 in the array. The numerical technique again yields the correct index, 4 = floor([10 / 2] − 1).
Once we have located the highest-level-rightmost-parent we are ready to build the initial heap. The changes to the tree (depicted in Figure 8.10) that occur as the initial heap is built are shown in Figure 8.11, and the corresponding changes to the array contents are shown in Figure 8.12. First, the highest-level-rightmost-parent is compared to both of its children (the shaded nodes in Figure 8.11a and Figure 8.12a). If the parent is larger than both of its children, then no action is taken because it and its children are already a heap. If it is not larger than both of its children (as is the case in Figure 8.11a), it is swapped with the larger of its two children to form a heap with the swapped child becoming the root of the heap (see the lower left side of Figure 8.11b and elements 3 and 7 of Figure 8.12, column b).
This process is repeated for all the other parent nodes decrementing through parents in sequential index order. For the tree depicted in Figure 8.11, the order would be indices 3, 2, 1, and finally, index 0. Thus, the next two parents considered are the nodes whose values are 36 and 17 (the shaded parents in Figure 8.11b and c), which are at indices 2 and 1 of the array (see Figure 8.12, columns b and c). In both cases, a swap is performed.
After swapping the values 17 and 19 (see Figure 8.12d), a situation occurs that has not arisen up to this point in our study of the algorithm. As shown in Figure 8.11d, after the value 17 is moved downward in the tree, it moves into a position in which it is still has children. Since it was smaller than the children's previous parent, 19, it could be smaller than one of its new children (e.g., one of the new children could have the value 18). Therefore, before proceeding to the next higher parent (25), 17 is compared to its new children (see the shaded items in Figure 8.11d and Figure 8.12, column d) to see if it should be swapped with either of them (i.e., moved further down the tree). In this case, it remains where it is.
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[bookmark: Figure_8_11_Progression_of_the_T]Figure 8.11 Progression of the Tree during Step 2 of the Heap Sort, Building the Initial Heap
Next, 25 is compared to both of its children (see the shaded nodes in Figure 8.11e and Figure 8.12, column e) and swapped with 100. Since 25, in its new position, has children, it is compared to them (see the shaded nodes in Figure 8.11f and Figure 8.12, column f) to determine if it should be moved further down the tree. In this case, it has to be swapped with 36, resulting in the tree shown in Figure 8.11g and column g of Figure 8.12. Since 25, in its new position, has no children, its path downward is completed.
Since, after considering 25, we have examined all the parent nodes in the tree, Step 2 of the algorithm is complete. The resulting tree, Figure 8.11g, is the initial heap, which is equivalent to the ordering of the integers in Figure 8.12, column g. By examining this tree, we can verify that each parent in the tree is greater than both of its children, and therefore the array contents shown in Figure 8.12, column g, constitute our initial heap.
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[bookmark: Figure_8_12_Progression_of_the_A]Figure 8.12 Progression of the Array Contents during Step 2 of the Heap Sort, Build the Initial Heap
The process used above to build the initial heap—comparing a parent to each of its children and then moving the parent downward in the tree until it is greater than both of its children—is called the Reheap Downward algorithm. It gets its name from the situation that developed when the parent node, 25, was swapped with one of its children (Figure 8.11e). The swap caused the subtree it moved into to no longer be a heap, because the root (25) was less than one of its children (36). When this occurs, the subtree is rebuilt into a heap by moving the node further downward in the tree (Figures 8.11f and g) until it becomes a leaf node, or is greater than both of its children. It is useful to develop the Reheap Downward algorithm separately, since, as we will see, its process is also used in Step 3 of the Heap Sort algorithm.
The Reheap Downward algorithm builds a heap out of any tree whose root, P, is the only node in the tree preventing it from being a heap, As such, the algorithm assumes that all the subtrees in the tree are already heaps. Under this assumption, the pseudocode version of the Reheap Downward algorithm is:
Reheap Downward Algorithm
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Step 2 of the Heap Sort algorithm is performed by repeatedly applying the Reheap Downward algorithm to each subtree in the tree, beginning with P set to the highest-level-rightmost-parent, and ending with P set to the tree's root node. By working our way up from the bottom of the tree, the subtrees of P have already been transformed into heaps. Therefore, if the tree rooted by P is not a heap, the only node preventing it from being a heap is the root node itself, P. Thus, the assumption of the algorithm is satisfied.
We will now turn our attention to Step 3 of the Heap Sort algorithm:
“Repeatedly:
Swap the root node into its proper position, and rebuild the remaining items into a heap.”
Its starting point, the initial heap built in Step 2 of the algorithm is depicted in Figure 8.13a and column a of Figure 8.14. Remembering the first of the two observations we made about heaps earlier in this chapter, the largest node in a heap is the root node, the first part of Step 3, swap the root node into its “proper” position, is simple. Since the root (100 in our heap) is the largest item in the tree, and we are sorting in ascending order, its proper position is at the end of the array. Therefore, it is swapped with the last item in the array (7, as depicted in Figures 8.13b and 8.14, column b).
Next, we rebuild the remaining items into a heap. The phrase remaining items refers to all of the items that have not been placed into their proper position in the array. Since 100 is in its proper position it is excluded from the heap, and the remaining n − 1 items (array elements 0 through n − 2) are rebuilt into a heap. Since only the root (7) of this n − 1 node tree has been repositioned, it is the only item that could be preventing this tree of n − 1 nodes from being a heap. Therefore, the Reheap Downward algorithm (with item 100 excluded) can be invoked to rebuild this tree into a heap.
The changes to the tree (and to the array it represents) as the heap is rebuilt is shown in Figures 8.13c-e and 8.14, columns c-e. The arc drawn just above the node 100 in Figures 8.13b-e, and the heavy horizontal line drawn just above item 100 in Figure 8.14, columns b-e indicate that 100 is no longer considered part of the tree that is being rebuilt into a heap; it has been carved out of the tree. Node 7 is first swapped with node 36, and then it is swapped with node 25. Figures 8.13e and 8.14, column e show the rebuilt heap (excluding node 100). This rebuilding of the heap completes the first pass through Step 3 of the Heap Sort algorithm.
The two parts of Step 3 described above are repeated until all the nodes are in their sorted positions in the array. Each iteration, or pass, through Step 3 operates on a tree containing one less node than the previous pass. Changes to the tree during the second pass through Step 3 are shown in Figures 8.13f-i and Figures 8.14, columns f-i. The process begins by placing the root of the heap (36) in its proper spot in the array (Figures 8.13f and 8.14, column f), carving it out of the tree, and then rebuilding the heap (Figures 8.13g,h, and i). The changes to the contents of the array during the next three passes through Step 3 of the algorithm are shown in Figure 8.14, columns j through t. The changes to the array during the remaining passes through Step 3 are left as an exercise for the student.
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[bookmark: Figure_8_13_Progression_of_the_H]Figure 8.13 Progression of the Heap During Step 3 of the Heap Sort
[bookmark: Speed_5]Speed
Now let us consider the speed complexity of the algorithm by examining its sort effort (the number of comparisons required to sort n items). The total number of comparisons performed by this algorithm is the sum of comparisons performed during the three steps of the algorithm. As previously discussed, nothing is done during Step 1 of the algorithm, since we simply use the 2i + 1, 2i + 2 rule to view the array as a binary tree. Thus,
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During Step 2 of the Heap Sort, no more than n / 2 parent nodes are processed, since n / 2 is the maximum number of parent nodes in a balanced binary tree containing n nodes. To decide if a parent node should be moved down a level in the tree, two comparisons are necessary to determine if it is less than either of its children. If it is, it descends a level in the tree. The number of levels a parent can descend through a balanced tree containing n nodes is always less than, or equal to, the maximum level number in the tree, floor[log2(n)]. (Actually, only the root node can descend this many levels.) Since a parent is compared to two children, it is reasonable to assume that one-third of the time the parent will be larger than both of its children. Therefore, two-thirds of the n / 2 parents descend a maximum of floor[log2(n)] levels, making two comparisons at each level and:
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[bookmark: Figure_8_14_Progression_of_the_A]Figure 8.14 Progression of the Array Contents during Step 3 of the Heap Sort
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The analysis of Step 3 of the algorithm is similar to that used in Step 2. During Step 3.2 (rebuilding the heap) two comparisons are made to determine if the root node should be moved down a level in the tree. As we have previously stated, the maximum number of levels a node can move down in a balanced binary tree containing n nodes is floor[log2(n)]. Since Step 3.2 is repeated for each node of the n nodes in the tree, a total of two comparisons are made at most floor[log2(n)] times3 for each of the n nodes in the tree. Thus,
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Adding together the number of comparisons for Steps 1, 2, and 3 of the Heap Sort, we obtain:
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or
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This sort effort is O(nlog2n), which means it approaches the theoretical minimum sort effort and, since the character of the items to be sorted was not considered in its derivation, the Heap Sort algorithm achieves these speeds for all data sets.
 
This algorithm includes swap operations, which require memory accesses. Since, in our sort effort analysis for this structure we assumed that two-thirds of the comparisons (a parent compared to both of its children) resulted in a swap, the number of swaps is two-thirds the number of comparisons = 2 / 3 (Sort effort) = 2nlog2n.
[bookmark: Memory_Overhead_2]Memory Overhead
Like the Bubble Sort, when this algorithm is presented with an array of primitive values or an array of references to objects, the primitive values or the object references are swapped within the array. Thus, the only extra storage required to perform the algorithm is four bytes for the memory cell, temp, in the standard swapping algorithm,
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Table 8.3 summarizes the performance of the Heap Sort algorithm (its speed and memory overhead) and includes the performance of the Binary Tree Sort and Bubble Sort for comparative purposes. As noted in the comments column, this algorithm exhibits the best overall performance of the sorting algorithms presented thus far in this chapter. It is fast for all data sets, approaching the theoretical minimum speed, and its memory overhead is as low as the overhead of the Bubble Sort.
[bookmark: 8_3_4_The_Merge_Sort]8.3.4 The Merge Sort
The Merge Sort is based on the idea that two sorted sublists, A and B, can be merged into one sorted list, T, by comparing the minimum items in each sublist. The smaller of the two items is transferred to list T. This process is continued until either sublist A or sublist B is empty. Then, the remaining items from the nonempty sublist are transferred to T.
Figure 8.15 illustrates the process. The numbers inside the circles indicate the order in which the integers are transferred from the sublists A and B to the list T. First the 3 in sublist A is compared to the 30 in sublist B, and the smaller of the two (3) is copied into list T. Then 21 from sublist A is compared to 30 from sublist B, and the smaller of the two (21) is copied into list T. This process continues until 93 from sublist A is compared to 99 from sublist B and the 93 is copied into list T. At this point all the values in sublist A have been copied into list T, and the remaining values in sublist B (99 and 107) are copied into list T.
The next logical question is: given a list of eight unsorted items how did we sort them into two four item lists (A and B) so that the merge process could be applied to them? The answer is: using the merge process on two sublists of two items each to produce list A, and on two other sublists of two items each to produce list B. Finally, you may ask, given a list of eight unsorted items, how do we produce four sublists of two items each? Once again the answer is using the merge process, this time on eight sublists of one item each. If it sounds recursive, your ear is improving, because it is.
 
[bookmark: table_8_3][image: images]
 
[image: images]
[bookmark: Figure_8_15_The_Process_of_Mergi]Figure 8.15 The Process of Merging Two Sorted Sublists into a Sorted List
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[bookmark: Figure_8_16_Repeated_use_of_the]Figure 8.16 Repeated use of the Merge Process to Sort a List of Eight Unsorted Integers
Figure 8.16 illustrates the process of sorting the original eight-item list (93, 3, 50, 21, 85, 107, 99, and 30 depicted at the bottom of the figure) using the merge process seven times. In all, 24 items are moved in the order given by the circled numbers, with each of the seven pairs of circled numbers being an application of the merge process. Initially, eight sublists contained one item each, as shown at the bottom of the figure. These eight lists were merged into four lists of two items each. The four lists of two items were merged into two lists of four items, and the two lists of four items are merged into one list of eight items.
The sublist length always begins at one, because this guarantees that the sublist is sorted, which is a condition of the merge process.
Assuming the original set to be sorted is stored in the array items and that they are copied into the array temp, the array items would be the set of eight numbers at the bottom level of Figure 8.16, and the array temp would be the set of numbers just above it. This means we need two arrays just to produce sublists of length two. To minimize the number of arrays needed to finish the sort, the array temp is copied back into the array items before the next merging of the sublists. Thus, the items are always merged from the array items into the array temp. Just before the sort ends, temp is copied into items one last time so that the sorted list is contained in the original array.
As implied in its description, the Merge Sort algorithm is usually expressed recursively. Using our recursive methodology, we will identify the original problem, the base case, the reduced problem, and the general solution. The original problem is to sort a set of n items stored in the array items, between a left index (leftIndex, initially 0) and a right index (rightIndex, initially n − 1), using a temporary array (temp). Stated more succinctly, the original problem is,
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Since the problem involves an integer n, the base case is probably when n = 0 or 1. In our case, when n = 1, one item is to be sorted and nothing needs to be done. Therefore, we will use n = 1 as the base case, in which case the algorithm does nothing and ends.
The reduced problem should be a problem like the original one (sorting n items), but closer to the base case (sorting one item). But how close should it be to the base case? Should it be sorting n − 1 items, or n − 2 items, or…? A clue to the answer lies in the top part of Figure 8.16 which actually depicts the general solution. The merge process is applied to two sublists of n /2 nodes to produce the solution to the original problem (sorting a list of n items). Therefore, our reduced problem will be to sort a list of n / 2 items.
The general solution will use the reduced problem twice. Once to sort the n / 2 items in the left half of the original data set, and again to sort the items in the right half of the original data set. Once this is done, the merge process can be used on the two lists of n / 2 sorted items to produce the final sorted list. Assuming middleIndex = (rightIndex + leftIndex) / 2 the general solution is:
[image: images]
 
Assuming the arrays are named items and temp, and the indices of the first and last item to be sorted are leftIndex (initially set to 0) and rightIndex (initially set to n − 1), the recursive pseudocode of the algorithm is:
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The algorithm of the merge process (Line 7 of the algorithm) is depicted in Figure 8.15.
[bookmark: Implementation_3]Implementation
The Java implementation of the Merge Sort pseudocode is given in Figure 8.17, as is the code of the method merge that implements the merge process, depicted in Figure 8.15.
Lines 1–11 are the code of the recursive Merge Sort algorithm, and Lines 12–48 are the code of the method merge that it invokes on Line 9. Lines 18–43 of the merge method moves the items to be sorted from the array items to the array temp. Lines 18–29 repeatedly move the minimum item from one of the sublists of the array items into the array temp (Lines 20 and 25) until one sublist is empty. The determination of which sublist contains the minimum item is performed on Line 19. When one of the sublists is empty, Lines 30–43 transfer the remaining items from the nonempty sublist into the array temp. The actual data transfer takes place on Lines 32 and 39. The determination of which sublist is not empty is performed on Line 30. Finally, Lines 44–47 copy the contents of the array temp into the array items.
[bookmark: Speed_6]Speed
Now let us consider the speed complexity of the algorithm by examining its sort effort. The total number of comparisons performed by this algorithm can be expressed as the number of passes through the algorithm times the number of comparisons made during each pass. To find the number of passes, we can simply examine Figure 8.16.
Ignoring the original data set depicted at the bottom level of Figure 8.16, a completion of a pass through this algorithm is depicted as a level in the figure. Thus, three passes through the algorithm are required to sort eight items. If we assume that the original data set contained four items (for example the integers 93, 3, 50, and 21, depicted on the left side of the lower level of the figure) then, as shown in the figure, two passes would be required to complete the sort. Finally, if the original data set had contained only two items (for example the integers 93 and 3, shown on the left side of the lower level of the figure) then, (as depicted in the figure) one pass would be required to complete the sort. From these observations, which are tabulated and extrapolated (last two rows) in Table 8.4, we can deduce that the number of passes through this algorithm can be expressed as:
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[bookmark: Figure_8_17_The_Merge_Sort]Figure 8.17 The Merge Sort
 
[bookmark: Table_8_4]Table 8.4
Number of Passes through the Merge Sort Algorithm Required to Sort n Items
	
Number of Items Sorted, n
	Number of Passes, PMS


	0
	0


	2
	1


	4
	2


	8
	3


	16
	4


	32
	5



Number of Passes Through the Merge Sort Algorithm
[bookmark: equation_8_1][image: images]
To find the number of comparisons made on each pass through the algorithm, we consider two cases that represent the minimum and maximum number of comparisons per pass.
1. All the items in one sublist are less than all the items in the other sublist.
2. The sublist location of the item written into the array temp alternates between the sublists.
An example of the first case would be the sublists 3, 21, 30, 50, and 85, 93, 99, 107. In this example, after n / 2 comparisons (3 compared to 85, 21 compared to 85, etc.), all of the items in the first sublist would be moved into the array temp, and the pass would end after the items in the second list were simply copied into temp.
An example of the second case would be the sublists 3, 30, 85, 99 and 21, 50, 93, 107. In this example, after n − 1 comparisons (3 compared to 21, 30 compared to 21, 30 compared to 50, 85 compared to 50, 85 compared to 93, etc.), all of the items in both sublists, except 107, would have been moved into the array temp, and the pass would end after 107 was copied into temp. Since the two cases represent the minimum and maximum number of comparisons performed to complete a pass, to approximate the average number of comparisons for the Merge Sort, CAms, we will simply average these two extremes.
 

Approximate Average Number of Comparisons Per Pass Through the Merge Sort
[bookmark: equation_8_2][image: images]
Expressing the sort effort, SEMS, as the number of passes times the average number of comparisons per pass, using Equations 8.1 and 8.2 we obtain:
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During each pass through the algorithm, all n items are swapped from the array items into the array temp and back again resulting in 2n swaps per pass. Since log2n passes are performed, the total number of swaps is
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[bookmark: Memory_Overhead_3]Memory Overhead
The memory overhead associated with this sorting algorithm is essentially the storage associated with the n element array temp. Each element of temp stores either a primitive value (the items being sorted) or a reference to the objects being sorted. In either case, each element of the array is 4 bytes wide, resulting in an overhead of 4n bytes.
Table 8.5 summarizes the performance of the Merge Sort algorithm, its speed and memory overhead, and includes the performance of the other sort algorithms we have studied for comparative purposes. As noted in the comments column, this algorithm's speed (like the Heap Sort) is fast for all data sets. However, it does require a moderate amount of overhead (4n bytes).
[bookmark: 8_3_5_Quicksort]8.3.5 Quicksort
The Quicksort algorithm, if not the most popular sorting algorithm, is certainly the one most written about. A recent search of the internet with a popular browser revealed that there were 3.8 million more hits for information on this algorithm than the combined hits for all the other algorithms discussed in this chapter. Its popularity is based on the simplicity of its recursive implementation (it can be coded in 20 executable Java statements) and its average speed. Still, there are data sets for which the other sorts we have studied far outperform it.
During each pass through this algorithm, the data item in the middle of the unsorted array is chosen to be a pivot value. By the end of the pass the item is positioned into its proper sorted place in the array, partitioning it into two parts. In addition, the other items in the array have been positioned such that the values of the items to the left of the pivot value are all less than it, and the values to the right of the pivot are all greater than it. To complete the algorithm, the left and right partitions are considered unsorted arrays, and the algorithm operates each of them (I hope you guessed it) recursively.
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[bookmark: Figure_8_18_Data_Set_after_One_P]Figure 8.18 Data Set after One Pass Through the Quicksort
Figure 8.18 shows an array of integers before and after the first pass through the algorithm. The integer in the middle of the original data set, 30, was chosen as the pivot value. When the pass is complete, 30 is in its final sorted order position. In addition, the integers 21, 93, and 85 have been relocated so that every integer to the left of 30 (said to be in the left partition) is less than it, and every integer that is greater than 30 is to the right of it (said to be in the right partition). As mentioned above, the two partitions are then operated on by the algorithm recursively.
The steps required to reposition the items during a pass is illustrated in Figure 8.19 using the set of integers depicted in Figure 8.18. To start a pass through the algorithm, the pivot value is set to the value of the item in the middle of the array, 30. Two variables i and j are set to the highest and lowest index of the array (0 and 8). For convenience, we will refer to i and j as pointers and say that they are set “pointing to” elements of the array. Thus, initially the pointers are set to point to the items stored in the highest and lowest elements of the array.
After their initialization, the pointers are moved toward each other (i is incremented, j is decremented) until each one is pointing to an item in the wrong partition. (In our case, an item is in the wrong partition if it is ≥ 30 and pointed to by i, or ≤ 30 and pointed to by j.) When both pointers have located an item in the wrong partition (93 and 21), the values are swapped. The contents of the array and the position of the pointers just before the first swap are shown at the bottom of Figure 8.19.
After the swap, the pointers are moved toward each other to locate two other items to be swapped. The contents of the array and the position of the pointers just before the second swap are shown in the middle portion Figure 8.19. This process continues until the pointers cross. The top portion of the figure shows that the movement of the pointers has caused them to cross (i to the right of j), which ends the pass.
As we have stated, the algorithm is unusually simple when expressed recursively. Following our recursive methodology, the original problem is to sort the data contained in an array (items) contained between two given indices (leftIndex and rightIndex). Stated more succinctly,
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Since the problem involves a given number of items to be sorted (rightIndex - leftIndex +1), the base case once again is when there is only one item to be sorted. In this case nothing is done. The reduced problem is to apply the sorting algorithm to the two partitions. The left boundary of the left partition is still leftIndex, and the right boundary of the right partition is still rightIndex. The two other boundaries of the partitions can be seen in the top part of Figure 8.19. Since the algorithm ends when the pointers have crossed, the right boundary of the left partition is j, and the left boundary of the right partition is i. Thus, the reduced problems are:
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[bookmark: Figure_8_19_The_Pointer_Location]Figure 8.19 The Pointer Locations and Swaps during the First Pass of the Quicksort
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The general solution is to build the partitions and then invoke the reduced problems. The pseudocode of the algorithm is given below, which assumes the items to be sorted are stored between the indices leftIndex and rightIndex in the array items.
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Lines 1–3 of the algorithm are the base case which ends the algorithm (Line 3) when the number of items is <= 1. Lines 5–7 determine the pivot value and initialize the left and right pointers, i and j. Lines 10–18 constitute a loop that continues until the pointers cross (Line 18). The pointers are repositioned on Lines 10–13, and the array elements are swapped on Line 15, assuming the pointers have not crossed (Line 14). Line 16 moves the pointers after a swap. Lines 20 and 21 sort the left and right partitions recursively.
[bookmark: Implementation_4]Implementation
The Java implementation of the Quicksort pseudocode is given in Figure 8.20. With the exception of the method heading and the variable declarations on Line 2, it is a line-for-line translation of the pseudocode into Java.
[bookmark: Speed_7]Speed
Now let us consider the speed complexity of the algorithm by examining its sort effort. The total number of comparisons performed by this algorithm can be expressed as the number of passes through the algorithm times the number of comparisons performed during each pass.
When sorting n items, n 2 comparisons are made during each pass though the algorithm. We can see this by examining the first pass shown in Figure 8.19, which is typical of the other passes. The top row of the figure shows the pointers i and j in their final positions. A total of four comparisons were made to position i at 99 (the values 93, 3, 85, and 99 were all compared to the pivot value 30). Similarly, a total of seven comparisons were made to position the pointer j at 30 (the values 40, 107, 21, 50, 30, 99, and 30, were all compared to the pivot value 30). In all, 11 (= 4 + 7) comparisons were made (= n + 2 for our nine item list).
The number of passes made depends on the character of the data set. If the data set is such that the pivot values' correct positions are always in the middle of the partitions, then the left and right partitions will always be the same size (± 1). In this case, one item is positioned on the first pass, two additional items (one per partition) are positioned on the second pass (1 + 2 = 3 in total), four additional items (one per partition) are positioned on the third pass (3 + 4 = 7 in total), eight additional items (one per partition) are positioned on the fourth pass (7 + 8 = 15 in total), etc. Assuming that p is the pass number, this means that a total of 2p − 1 items are positioned after pass p. Since the sort ends when a total of n items are positioned, the sort ends when n = 2p − 1. Solving this for p we find that p = log2(n − 1). Therefore, when the character of the data set is such that the pivot value's correct position is always in the middle of the partitions, log2(n − 1) passes are made through the algorithm.
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[bookmark: Figure_8_20_The_Quicksort]Figure 8.20 The Quicksort
When the character of the data set is such that the pivot values' correct positions are always at one end of the partitions, then one of the partitions will contain one item, and the other will contain all the other items. One item is positioned on the first pass. We will assume it is positioned as the leftmost element of the array, making the length of the left partition one. On the second pass through the algorithm, since the length of the left partition is one, there are no additional items in the left partition to position; therefore, only one additional item (one from the right partition) is positioned on the second pass. Since this is once again positioned at the left end of the partition, the third pass will also position only one item. This one item partition dilemma continues for all subsequent passes through the algorithm. As a result, when the character of the data set is such that the pivot values' correct positions are always at an end of the partition, then n passes are made to complete the sort. Thus the number of passes, p, required by the Quicksort to sort n items is: log2(n − 1) ≤p ≤n.
There is, however, some good news. Empirical studies show that the average number of passes to sort is 1.45 log2n, which means that the data set characteristics that produce the one item partitions do not occur very often. Combining this result with the number of comparisons per pass, we find the average sort effort for the Quicksort, SEQSAvg, to be:
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which is O(nlog2n).
On average, the sort effort of this algorithm approaches the theoretical minimum. When we consider the swaps performed by the algorithm it is reasonable to assume that, on average, only half of the n / 2 items (n / 4 items) distributed over the partitions will need to be swapped during each pass through the algorithm. Remembering that the algorithm requires an average of 1.45 log2 n passes, the total number of swaps is n/4 * 1.45 log2n = 0.25SEQSAvg.
[bookmark: Overhead_1]Overhead
The overhead associated with this sorting algorithm is the storage required to keep track of the ends of the partitions. Specifically, a pair of the algorithm's pointers (i and j) would be allocated on the runtime stack for each level of recursion the algorithm enters. When the data set is such that the number of passes though the algorithm is log2(n − 1), the deepest level of recursion is log2(n − 1). Thus, a total of 2 log2(n − 1)pointers are allocated during the recursive decent to the base case. Adding the two pointers that are allocated before the first recursive invocation, the total number of pointers is 2 + 2log2(n − 1). Assuming 4 bytes per pointer variable, the overhead is 8+8 log2(n − 1) bytes, O(log2n).
Table 8.6 summarizes the performance of the Quicksort algorithm, its speed and memory overhead, and includes the performance of the other sorting algorithms studied in this chapter for comparative purposes. As noted in the comments column, this algorithm is the fastest (for most data sets), its overhead is low, and it is easy to code. These attributes account for its popularity. We must remember, however, that for some rare data sets, the speed of this algorithm is O(n2) and its overhead is 8n.
Subtle but important changes can be made to each of the O(log2n) algorithms to improve their speed. Studies indicate that when these changes are incorporated into the algorithms, the Merge Sort and the Quicksort algorithms emerge as the fastest sorting algorithms with the best performer being dependent on the number of items being sorted and the character of the data set (random, almost sorted, or sorted).
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EXERCISES
[bookmark: Knowledge_Exercises_7]Knowledge Exercises
 
1. Define the term “sorting.”
2. Give two reasons for sorting a data set.
3. Give a condition under which it would not be advantageous to store a set of nodes in sorted order.
4. Give three factors to be considered in selecting a sorting algorithm for a particular application.
5. Define the term “sort effort.”
6. Give an expression for the minimum number of comparisons required to sort n items.
7. My friend has told me that he has discovered an algorithm that performs 5,000,000 comparisons to sort 1,000,000 items, regardless of the character of the data set. Should I believe him, and why?
8. Calculate the time (in minutes and seconds) required to sort 10,000,000 items on a system that performs a comparison in two nanoseconds, assuming the sorting algorithm's sort effort is (don't consider swaps):
a. n
b. n log2(n)
c. n 2
9. To reposition two nodes into sorted order, is it more desirable to perform a shallow or deep copy of the nodes? Why?
10. Under what conditions is the Binary Tree Sort fast?
11. Calculate the minimum and maximum number of comparisons required to sort 1,000,000 items using the Binary Tree Sort.
12. Give the times, (in minutes and seconds) to perform the sort described in the previous exercise on a machine that performs one comparison in one-half nanosecond (don't consider swaps).
13. The integers 65, 80, 70, 18, 86, 6, and 37 are to be sorted using the Binary Tree Sort. Assume the integers are processed by the algorithm in the order given.
a. Show the binary tree that results from sorting.
b. As the integers are placed in the tree, count the number of comparisons made. What is the total number of comparisons?
14. Repeat parts (a) and (b) of the previous exercise, but this time process the integers in the order 86, 80, 70, 65, 37, 18, and finally 6.
15. Why is the variable flip included in the Bubble Sort algorithm?
16. The integers 65, 80, 70, 18, 86, 6, and 37 are stored sequentially in an array with 65 stored in element 0 and 37 stored in element 6. The Bubble Sort is used to sort them. Trace the execution of the sort by constructing a table similar to the one presented in Figure 8.7. Shade the elements being compared.
17. Count the number of comparisons made on each pass through the sort performed in the previous exercise and present the result as a tabulation of pass number vs. number of comparisons.
18. If a Bubble Sort does not end early, how many comparisons are required to sort n items?
19. What is the minimum number of comparisons necessary to sort n items using the Bubble Sort?
20. Give an example of a 10-item data set that would be sorted quickly by the Bubble Sort.
21. True or false? The memory overhead associated with the Binary Tree Sort is less than that of the memory overhead associated with the Bubble Sort.
22. The integers 65, 80, 70, 18, 86, 6, and 37 are stored sequentially in an array with 65 stored in element 0 and 37 stored in element 6. Draw the binary tree represented by the array.
23. Define the term “heap.”
24. Is the tree discussed in Exercise 20 a heap? If not, identify the contents of the array that is preventing it from being a heap.
25. How does the Reheap Downward algorithm get its name?
26. The integers 65, 80, 70, 18, 86, 6, and 37 are stored sequentially in an array with 65 stored in element 0, and 37 stored in element 6. The Reheap Downward algorithm is used to arrange the integers into a heap. Trace the execution of the algorithm by drawing a sequence of trees similar to the ones depicted in Figure 8.11. In your figures, shade the elements being compared.
27. Show the changes to the array discussed in the previous exercise in a table similar to the one shown in Figure 8.12.
28. Draw the tree representation of the array shown in column t of Figure 8.14.
29. Show the changes made to the tree drawn in the previous exercise in order to sort the remaining four integers (7, 3, 2, and 1) using the Heap Sort.
30. Show the changes to the array of integers shown in column s of Figure 8.14 that reflect the changes to the trees drawn in the previous exercise. Produce a table similar to the one shown in Figure 8.14.
31. A 16 element array stores the integers 81, 16, 2, 89, 54, 23, 76, 25, 37, 107, 1, 74, 45, 16, 31, and 58 in elements 0 through 15, respectively. They are to be sorted using the merge sort.
a. How many passes will be performed to complete the sort?
b. Show the contents of the array at the beginning of the sort and after each pass.
c. Count the number of comparisons that were made to sort the 16 items.
d. Count the number of swaps made to complete the sort of the 16 items.
 
e. Compare your answers in parts (c) and (d) of this question to results obtained when the formulas presented in Table 8.6 are used.
32. What characteristic of a data set makes the Quicksort slow?
33. The array described in Exercise 31 is to be sorted using the Quicksort.
a. How many passes will be performed to complete the sort?
b. Show the contents of the array at the beginning of the sort and after the first two passes.
c. How many partitions will there be after pass three?
d. Give the total number of comparisons and swaps performed by the algorithm using the formulas presented in Table 8.6.
[bookmark: Programming_Exercises_7]Programming Exercises
34. Code the Bubble Sort in a static method whose parameter is an array of integers to be sorted. Provide a driver program to demonstrate that the method functions properly.
35. Modify the method described in the above exercise so that it counts and outputs the number of comparisons and swaps performed during each pass through the algorithm.
36. Code the Reheap Downward algorithm in a static method and code a driver program to demonstrate that it functions properly. The array to be built into a heap should be passed to the method. Use the tree shown in Figure 8.13b and e (less item 100) as test data for your driver program.
37. Modify the Reheap Downward method coded in the previous exercise so that the index of the root node of the tree and the size of the array are passed to the method as parameters: reheapDown(int [] array, int root, int size). Provide a driver program to demonstrate that the method functions properly. Use the arrays shown in Figure 8.12c and Figures 8.14b and f as test data for your method. In each case, output the contents of the array before and after the method is invoked. The invocations for the three test cases should be:
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38. Code the Heap Sort algorithm and provide a driver program to demonstrate that it functions properly. (Hint: complete the previous exercise first.)
39. Code the Merge Sort in such a way that it outputs the number of comparisons and the number of swaps performed when sorting a random set of items. Then use it to sort 1000, 5000, 10,000, and 100,000 integers. Tabulate the results and compare it to the number of comparisons and swaps calculated using the formulas given in Table 8.6.
40. Repeat Exercise 39 for the Quicksort.
 
41. Write a GUI application that demonstrates the changes to a six-element array of integers as it is sorted by the Bubble Sort (see Figure 8.7). The user should be able to enter the initial data set and be able to interact with the program using GUI buttons to perform the follow functions:
a. Initiate the sort from the beginning of any pass to completion.
b. Step through the sort, one comparison at a time, from the beginning of any pass to the sort's completion.
c. Reset the sort to its initial condition.
42. Write a GUI application that demonstrates the changes to an eight-element array of integers as it is sorted by the Heap Sort (see Figures 8.12 and 8.14). The changes to the heap tree should also be depicted (see Figures 8.11 and 8.13). The user should be able to enter the initial data set and be able to interact with the program using GUI buttons to perform the follow functions:
a. Initiate the sort from the beginning of any pass to completion.
b. Step through the sort, one comparison at a time, from the beginning of any pass to the sort's completion.
c. Reset the sort to its initial condition.
43. Write a GUI application that demonstrates the changes to a sixteen-element array of integers (and the temporary array) as the integers are sorted by the Merge Sort (see Figure 8.16). The user should be able to enter the initial data set and be able to interact with the program using GUI buttons to perform the follow functions:
a. Initiate the sort from the beginning of any pass to completion.
b. Step through the sort, one comparison at a time, from the beginning of any pass to the sort's completion.
c. Reset the sort to its initial condition.
44. Write a GUI application that demonstrates the changes to an eight-element array of integers as it is sorted by the Quicksort (see Figure 8.19). The user should be able to enter the initial data set and be able to interact with the program using GUI buttons to perform the follow functions:
a. Initiate the sort from the beginning of any pass to completion.
b. Step through the sort, one comparison at a time, from the beginning of any pass to the sort's completion.
c. Reset the sort to its initial condition.
45. Implement a Priority Queue structure using a heap. Provide an application that demonstrates your structure functions properly.
1 If the highest level of the tree is not full, the number of levels should be rounded to the next highest integer: ceil ((log2(n + 1))
2 The term “remaining items” means the items not yet positioned into their sorted order location (or “proper” position) in the array by Step 3.1 of the algorithm.
3 As nodes are put into their proper place in the tree, the number of levels the root node moves down decreases.
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Graphs
 
OBJECTIVES
The objective of this chapter is to familiarize the student with the features, implementation, and uses of graph structures. More specifically, the student will be able to
[image: images] Understand that trees and linked lists are subsets of graphs, and understand the characteristics of trees and linked lists that restrict them to subsets.
[image: images] Understand the standard graphics used to depict graphs, the terminology of graphs, and the mathematics of graphs.
[image: images] Understand the array-based, linked, and hybrid memory models programmers use to represent graph structures, and the advantages and disadvantages of these representations.
[image: images] Be able to determine the best representation for a particular graph.
[image: images] Understand the differences between digraphs and undirected graphs, weighted and unweighted graphs, and their uses in problem modeling.
[image: images] Understand the modes used to access nodes stored in graphs and the basic operations performed on graphs, including depth-first and breadth-first traversals.
 
[image: images] Implement a fully encapsulated version of a graph structure that includes a traversal operation, and use the implementation in an application program.
[image: images] Understand, and be able to explain, the concepts related to graph connectivity and path (including spanning trees and minimum spanning trees), and be familiar with a set of problems that involve these concepts.
[image: images] Understand and be able to implement the classic graph algorithms related to connectivity and path (Warshall's algorithm, spanning and minimum spanning tree algorithms, Dijkstra's algorithm, and Floyd's algorithm), and be able to identify applications of these algorithms.
[bookmark: 9_1_Introduction]9.1 Introduction
To put the material of this chapter into the context of what we have discussed so far in this text, graphs are very similar to trees and linked lists. In fact, trees and linked lists are subsets of the broader topic, graphs.
Like trees and linked lists, graphs are composed of a collection of nodes, which are called vertices in graph theory. Vertices, like the nodes of trees and linked lists, store information. In trees and linked lists there is an ordering to the nodes that implies certain nodes are adjacent to other nodes. For example, in a tree, the adjacency relationship is expressed as a parent-child relationship, while in linked lists, the adjacency relationship is a predecessor-next relationship. The vertices of a graph also have an ordering to them, and the relationship is called adjacency. If two nodes that are positioned in a tree as parent and child were to appear in a graph, they would be said to be adjacent vertices. In the case of trees and linked lists, adjacent nodes are depicted with lines or arrows drawn between them. Similarly, depictions of graphs use lines and arrows between adjacent vertices. In graphs, these lines and arrows are called edges.
Where graphs differ from trees and linked lists has to do with the graph's edges. As we will see, in a graph there are no restrictions on which vertices can be adjacent. An edge can connect any two distinct vertices in the graph.1 That was not the case for trees and linked lists. For example, two siblings in a tree could not be adjacent (have an edge between them), and at least one of the nodes in a tree had to have no children (be a leaf node). In addition, the edges in a graph can also contain a piece of information, called the edge weighting, that is not relevant to a tree or a linked list.
To illustrate the similarities and differences between graphs, trees, and linked lists consider the six graphs depicted in Figure 9.1. Figure 9.1a depicts a graph that is also a tree and a linked list. Viewing it as a tree, its root node would be node A, and B would be A's left child. Viewing it as a linked list, we could consider A to be the first node in the list, and B the last node in the list. Figure 9.1b adds another edge and another vertex, C, to the graph. This graph is no longer a linked list since there are now two nodes after node A. However, it is still a tree with vertex A being the parent of vertices B and C. Figure 9.1c depicts the graph with another edge added to it between vertices B and C. This graph is no longer a tree because B does not have a unique predecessor. For example, we can reach B from A or C. However, in a graph, an edge can connect any two nodes, so connecting B and C is valid.
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[bookmark: Figure_9_1_Six_Graphs__Two_Trees]Figure 9.1 Six Graphs, Two Trees, and One Linked List
Figures 9.1d,e, and f depict three more valid graphs in which the edges possess features that cannot be present in trees or linked lists. In Figure 9.1d, the arrows representing the edges have been replaced with lines. Although this looks like a tree, it is not, because a line connecting two vertices in a graph eliminates the parent-child relationship essential to all trees.2 Node A can no longer be considered a parent node. Figure 9.1e illustrates the concept of an edge weighting, which is not a concept used in trees or linked lists. In this graph, the edge between C and B carries more weight then the other two edges in the graph (i.e., 9 > 5 and 6). Finally, in Figure 9.1f the edge between vertices A and B, and the edge between vertices B and C have been eliminated. In a graph, unlike a tree or a linked list, a vertex need not have an adjacent vertex.
Of the problems in computer science whose solutions use graphs, many do not need the additional edge properties that are not available in trees and linked lists. We have seen examples of these problems in the preceding chapters that discussed these structures. However, there is a set of very interesting and important problems whose solutions are greatly simplified when they are modeled using these additional properties. For example, a GPS navigation system uses graphs in the algorithm that determines the shortest route to a destination. The road intersections are represented as the graph's vertices, and its edges represent the roads between the intersections. The distances between the intersections are the weightings. A similar problem is the determination of the cheapest way to fly from Indianapolis to Miami. In this problem, the hub airports would be represented by the graph's vertices, the edges would represent the flights between them, and the edge weightings would be the cost of the flights.
In the 18th century, the mathematician Leonard Euler examined one of the earliest problems involving graph theory. In this problem, known as the Bridges of Koningsberg, the residents of the town wanted to know if there was a way to stroll across all seven bridges that connected an island to the rest of the town, and return to the starting point, without crossing the same bridge twice (see Figure 9.2). Euler modeled the problem using the graph shown in the left portion of Figure 9.2, using the vertices to represent the land masses and the graph's edges to represent the bridges. Then, using graph theory, Euler was able to prove that because of the arrangement of the bridges and the land masses, the stroll was impossible. In fact, he produced a more general solution that states that a stroll like this is possible if and only if the number of edges incident on (leading to) each vertex is even. Since an inspection of the graphical representation of the problem shown in the left portion of Figure 9.2 reveals that this is not the case (e.g., the number of edges incident on vertex D is 3), the Koningsberg stroll is impossible.
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[bookmark: Figure_9_2_The_Seven_Bridges_of]Figure 9.2 The Seven Bridges of Koningsberg and its Graphical Representation
Before proceeding to a discussion of how graphs are represented in memory and the algorithms used to operate on them, it is necessary to gain an understanding of the depictions and terminology of graphs, and also two mathematical implications of the terminology.
[bookmark: 9_1_1_Graphics_and_Terminology_o]9.1.1 Graphics and Terminology of Graphs
[bookmark: Standard_Depiction_of_a_Graph]Standard Depiction of a Graph
In the standard depiction of a graph the vertices are represented by circles and the edges are represented by either lines or arrows drawn between two vertices. Figures 9.1 and 9.2 present examples of the standard graph depictions, which typically contain either all arrows or all lines to represent the graph's edges. Arrows and lines are never mixed in a depiction of a graph. Arrows are used to indicate the allowed one way direction of travel between the two vertices the edge connects. Lines indicate that bidirectional travel is allowed along the edge.
[bookmark: Graph]Graph
A graph is a set of vertices and a set of edges that connect pairs of vertices.
[bookmark: Undirected_Graph]Undirected Graph
An undirected graph is a graph in which all edges permit bidirectional travel. In these graphs the edges are depicted as lines (not arrows). The graphs shown in Figures 9.1d and Figure 9.2 are examples of undirected graphs. The wires and solder joints on a printed circuit board form an undirected graph (the solder joints being the graph's vertices and the wires being the graph's edges) because electricity can flow between the solder joints in either direction.
[bookmark: Directed_Graphs__Digraphs]Directed Graphs (Digraphs)
A directed graph, also known as a digraph, is a graph in which all of the graph's edges permit travel in only one direction. To depict the direction of travel, the edges of a digraph are drawn as arrows in their graphical representation. With the exception of Figure 9.1c, all of the graphs shown in Figure 9.1 are examples of directed graphs. The one-way grid of streets in a large city would be an example of a digraph with each street being an edge of the graph and the intersections being its vertices. It could be the case that travel is permitted in both directions between two vertices in a digraph. When this is the case, the vertices are considered to have two distinct edges represented by two opposite-facing arrows in their graphical depiction. An example of this would be a large city in which some of the streets were two-way streets. In much of the literature, the undirected graphs are referred to simply as graphs, and directed graphs are referred to as digraphs.
[bookmark: Weighted_Graphs]Weighted Graphs
A weighted graph is a directed or undirected graph in which each edge has a weighting factor assigned to it. The graph depicted in Figure 9.1e is a weighted graph. The weighting factors could be used to represent the lengths of the interstate highways between the points at which they intersect.
[bookmark: Adjacent_Vertices]Adjacent Vertices
Two vertices are said to be adjacent if there is an edge between them. All of the vertices in the graphs depicted in Figures 9.1a-e have at least one adjacent vertex. However, vertices B and C in Figures 9.1b and 9.1d are not adjacent, nor are the vertices A and B, or vertices B and C in the graph depicted in Figure 9.1f.
 
[image: images]
[bookmark: Figure_9_3_An_Undirected_Graph]Figure 9.3 An Undirected Graph
[bookmark: Path]Path
A path is a sequence of edges that connects two vertices in a graph. Referring to the undirected graph depicted in Figure 9.3 whose eleven edges have been named a, b, c, d, e, f, g, h, i, j, and k, the edges c,f,g are a path from vertex E to vertex H, as are the edges c,k,e,f,j.
[bookmark: Simple_Path]Simple Path
A path in which all vertices encountered along the path, except possibly the first and last vertices, are distinct. Referring to Figure 9.3, the path c,f,g is a simple path, as is the path a,h,i,j,k. However, the path c,k,e,f,j is not a simple path because the vertex C is encountered twice.
[bookmark: Cycle]Cycle
A cycle is a path in which the first and last vertex is the same. The path a,h,i,j,k in Figure 9.3 is a cycle, beginning and ending with vertex A, as is the path a,c,f,g,j,k.
[bookmark: Simple_Cycle]Simple Cycle
A simple cycle is a simple path in which the first and last vertex is the same. The path a,h,i,j,k in Figure 9.3 is a simple cycle beginning and ending with vertex A. However, the path a,c,f,g,j,k is not a simple cycle because the path is not simple (vertex C is encountered twice).
[bookmark: Path_Length]Path Length
In an unweighted graph, path length is the number of edges that make up a path. Referring to Figure 9.3, the path length of the path a,c,j,i is 4. In a weighted graph, path length is the sum of the weighting factors of the edges that make up a path. Referring to Figure 9.1e, the path length from vertex A to vertex B is either 5 or 15 depending on whether we go through C to reach B.
[bookmark: Connected_Vertices]Connected Vertices
 
Two vertices are said to be connected if there is at least one path between them. All pairs of vertices in the graphs depicted in Figure 9.1 are connected, except for vertices B and C in Figure 9.1b, d, and f, and vertices A and B in Figure 9.1f. All pairs of vertices in the graph depicted in Figure 9.3 are connected.
[bookmark: A_Connected_Graph]A Connected Graph
A graph is a connected graph if, given any two of its vertices vi and vj, there is a path between them. The graphs depicted in Figure 9.2 and 9.3 are connected, as are the graphs shown in Figure 9.1, except for the graph shown in Figure 9.1f.
[bookmark: A_Complete_Graph]A Complete Graph
A graph is said to be complete if the path length between any two distinct vertices is 1. The graph in Figure 9.3 is not complete because there is no edge connecting vertex A to B, H to B, etc. The two graphs depicted in Figure 9.4, are complete. Stated another way, for an undirected graph to be complete there must be an edge connecting every vertex to every other vertex. For a directed graph to be complete there must be two edges connecting every vertex to every other vertex, so that the path length from vertex vi to vj is 1, and the path length from vj to vi is also 1. Thus, a complete digraph with n vertices will have twice as many edges as a complete undirected graph with n vertices. Both of these situations are depicted in Figure 9.4.
To derive an expression for the number of edges in a complete undirected graph with n vertices, we simply draw all the edges and count them. Beginning our count at any vertex (call it vertex A), we count n − 1 edges emanating from it to make its path length 1 to each of the other n − 1 vertices. Moving to any other vertex, B, and ignoring the edge between A and B which has already been counted, we would count another n − 2 distinct edges connecting it to the other n − 2 vertices. Continuing in this way, and only counting edges that have not been already counted, the sum of the edges would be (n − 1) + (n − 2) + (n − 3) +….. 1 = n(n − 1) / 2. Therefore, in a complete undirected graph containing n vertices, there are n(n − 1) / 2 edges. Since (as we have already observed) a complete digraph with n vertices will have twice as many edges as a complete undirected graph with n vertices, a complete graph must contain n(n − 1) edges (= 2 * n(n − 1) / 2). Thus we have:
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[bookmark: Figure_9_4_Complete_Graphs]Figure 9.4 Complete Graphs
 
The Number of Edges in a Complete Graph
[bookmark: equation_9_1][image: images]
[bookmark: equation_9_2][image: images]
These equations can be verified for n = 4 by counting the edges in the graphs depicted in Figure 9.4. The directed graph in the figure has six edges (= 4(4 − 1) / 2), and the digraph has 12 edges (= 4(4 − 1)).
[bookmark: 9_2_Representing_Graphs]9.2 Representing Graphs
As we have discussed, a graph is composed of vertices and edges that are incident on the vertices. Stated a bit more formally, a graph G is a set of vertices V, and a set of edges, E. Thus, to represent (or store) the graph in memory we must store the set of vertices and the set of edges.
[bookmark: 9_2_1_Representing_Vertices]9.2.1 Representing Vertices
The set of vertices are often stored as an array of reference variables each pointing to a vertex object. The vertex object stores the information contained in the vertex. For example, if the vertices represent cities, the vertex objects could be String objects each containing the name of a city. The scheme is depicted in Figure 9.5a for a graph containing five vertices that represent cities. Being array-based, the maximum number of vertices would have to be specified at the time the graph structure is created. When the structure is implemented in the key field mode, an integer variable next is included to keep track of the next place to add a new vertex.
If it is impossible to accurately predict the maximum number of vertices the graph will contain, or if the number of vertices in the graph varies over a wide range during the application, the array can be expanded dynamically as the application proceeds. As discussed in Section 2.4, the expansion is most efficiently accomplished in Java with the API arraycopy method. Sometimes, depending on the application and the implementation language, it is more efficient to represent the vertices using a singly linked list with each node in the list referencing a vertex object. This scheme is depicted in Figure 9.5b for a graph containing five nodes. It should be kept in mind, however, that the noncontiguous memory representation of linked list-based structures always makes their Fetch and Delete operations slower than array-based structures.
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[bookmark: Figure_9_5_Array_Based_and_Linke]Figure 9.5 Array-Based and Linked Representations of Graph Vertices (That Are Cities)
[bookmark: 9_2_2_Representing_Edges]9.2.2 Representing Edges
The edges of a graph are represented using two different schemes. The choice of which representation is used often depends on the operations that will be performed on the graph. One scheme is called an adjacency matrix, and the other scheme is called an adjacency list. We will examine them separately starting with the adjacency matrix.
[bookmark: Adjacency_Matrix]Adjacency Matrix
An adjacency matrix is a square matrix in which each element stores one edge of the graph. The matrix is represented in memory as a two-dimensional array consisting of n rows and n columns, where n is the number of vertices in the graph. This scheme can be used when the vertices are represented using an array, as in Figure 9.5a, but is not used when the vertices are represented using a linked list as in Figure 9.5b. The rows of the adjacency array are considered parallel to the vertex array in that all of the edges that emanate from the vertex stored in element 0 of the vertex array, are stored in row 0 of the adjacency array. The column numbers are the vertex numbers that the edges are incident on. Thus, the element in row 3, column 5 of the adjacency array stores the information for the edge going from vertex 3 to vertex 5. Since a vertex in a graph cannot have an edge to itself, the elements along the diagonal from element [0][0] to element [n-1][n-1] are not used. An entry of 1 in element [i][j] of the matrix indicates that the edge from vertex i to vertex j is present in the graph. Otherwise, the element is set to 0. Figure 9.6 depicts a five vertex graph and its corresponding adjacency matrix.
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[bookmark: Figure_9_6_An_Undirected_Graph_a]Figure 9.6 An Undirected Graph and its Adjacency Matrix
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[bookmark: Figure_9_7_A_Digraph_and_its_Adj]Figure 9.7 A Digraph and its Adjacency Matrix
Since, in an undirected graph, the travel along the edges is bidirectional, if element [i][j] is 1, element [j][i] is also 1. Consequently, the adjacency matrix for an undirected graph is always symmetric (see Figure 9.6). This fact can save some time in algorithms that process undirected graphs because only half the array elements need to be fetched from memory. The values of the other half of the elements can be determined from those by reversing the indices (i.e., edge [i][j] = edge [j][i]).
Travel along the edges of a digraph is not bidirectional and, therefore, the adjacency matrix of a directed graph is usually not symmetric. The matrix of a digraph is symmetric only when there are two edges between pairs of vertices. Figure 9.7 depicts a digraph and its adjacency matrix.
The combination of a graph's vertex array and its adjacency matrix would be a complete representation of the graph. The complete representation of the graph depicted in Figure 9.6 is shown in Figure 9.8. The variable edge stores a reference to the two-dimensional edge array.
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[bookmark: Figure_9_8_A_Graph_Object_Repres]Figure 9.8 A Graph Object Representing the Graph Depicted in Figure 9.6 Using an Adjacency Matrix to Represent the Edges
[bookmark: Adjacency_List]Adjacency List
Aside from the four basic operations (Insert, Fetch, Delete, and Update) a common operation performed on graphs is to determine which vertices are adjacent to a given vertex, for example, vertex vi. To accomplish this in an undirected graph, we simply examine the elements of row i of the adjacency matrix.3. If there is a nonzero entry stored in element [i][j] of the array, then the graph contains an edge from vi to vj, and the two vertices are adjacent. Although the algorithm is straightforward, it does perform n memory accesses for a graph with n vertices; the algorithm is O(n). Thus, even if there were only one edge emanating from a vertex in a graph that contained 1000 vertices, the algorithm would perform 1000 memory accesses to locate the adjacent vertex.
From a space complexity viewpoint an adjacency matrix can be an inefficient way to represent a graph. Consider the case when each of the 1000 vertices in a directed graph has two adjacent edges. In this case only 2000 of the 1,000,000 elements of the matrix would contain a 1. The remaining 998,000 elements would store a 0. A matrix such as this, in which most of its elements contain a default value (in our case 0, to represent no edge) is called a sparse matrix. From a space (and time) complexity viewpoint, sparse matrices are better represented as a set of linked lists. Enter the adjacency list.
An adjacency list is a set of n linked lists, one list per vertex, which are considered parallel to the vertex array. The first linked list stores the edges emanating from vertex 0, the second linked list stores edges emanating from vertex 1, etc. Each node on the linked list contains at least two pieces of information, the vertex number of the edge it is incident upon and, of course, the location of the next node in the linked list. Figure 9.9 shows the adjacency list for the undirected graph depicted in Figure 9.6, and Figure 9.10 shows the adjacency list for the directed graph depicted in Figure 9.7.
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[bookmark: Figure_9_9_The_Adjacency_List_fo]Figure 9.9 The Adjacency List for the Graph Depicted in Figure 9.6
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[bookmark: Figure_9_10_The_Adjacency_List_f]Figure 9.10 The Adjacency List for the Digraph Depicted in Figure 9.7
To determine which vertices are adjacent to a given vertex under this representation of the edges, we simply traverse the vertex's linked list. Two memory accesses are required at each node in the linked list, one to fetch the adjacent vertex number and one to fetch the location of the next node in the list. Assuming there are an average of nl vertices adjacent to each vertex in the graph, the linked lists will contain (on the average) nl nodes; therefore, 2nl memory accesses are required to determine the adjacent vertices. Since the adjacency matrix scheme requires n memory accesses to locate adjacent vertices, the speed of the two schemes are equivalent when n = 2nl or nl = n / 2. Thus, for values of nl < n / 2 the adjacency list scheme provides better speed performance. In a complete graph that contains n vertices, nl would be equal to n − 1 (each vertex would be adjacent to the other n − 1 vertices). In this case, nl = n − 1 > n / 2 and the adjacency matrix scheme would be the better scheme. However, since most graphs are far from complete, nl is usually significantly less than n / 2 and the adjacency list is, therefore, usually the favored scheme.
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[bookmark: Figure_9_11_A_Dynamic_Adjacency]Figure 9.11 A Dynamic Adjacency List for the Graph Depicted in Figure 9.9
When the vertices of a graph are represented using a singly linked list as depicted in Figure 9.5b, the edges are always represented using an adjacency list. Consistent with the conditions that dictate the choice of a linked representation of the vertices, the array edges, depicted in Figures 9.9 and 9.10, are replaced with a singly linked list. This allows the number of adjacency lists to grow dynamically as the number of vertices grows. Figure 9.11 shows the linked version of the adjacency list depicted in Figure 9.9. The linked list used to store the headers of the adjacency lists is considered parallel to the linked list used to represent the vertices, in that the nth node in both linked lists is dedicated to vertex n.
Figure 9.12 summarizes the three combinations of vertex and edge representations most often used to represent graphs. The two schemes on the left side of the figure use arrays that must be expanded at run-time if the maximum number of vertices in the graph cannot be accurately predicted. Of these two schemes, the lower scheme is preferred when the average number of adjacent vertices in an n vertex graph is less than n / 2. When the maximum number of vertices in the graph cannot be accurately predicted and the implementation language does not support a fast array copy operation, the dynamic structure on the right side of Figure 9.12 is used to represent the graph.
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[bookmark: Figure_9_12_Array_Based_and_Link]Figure 9.12 Array-Based and Linked Representations of a Graph's Vertices and Edges
[bookmark: 9_3_Operations_Performed_on_Grap]9.3 Operations Performed on Graphs
 
The operations performed on graphs expand the basic operation set performed on the previous structures we have studied. The reason for expanding the operation set is that, not only do the nodes hold information (i.e., client listings) but, as we have discussed, the edges also hold information. Typical information held “in” the edges include which vertices they connect, which direction of travel is allowed, and the weighting factor of the edge. In addition, the ability to traverse a graph is so fundamental to many graph applications that it is usually considered a basic operation. A typical set of fundamental operations, therefore, provides the ability to operate on both vertices and edges, and to perform a traversal operation.
Turning our attention first to vertex operations, the functionality of the Insert, Fetch, and Update operations is the same as that of the previous structures presented in this text. They are used to add a vertex to the structure and store information in it (Insert), retrieve the information stored in a vertex (Fetch), and modify the information stored in a vertex (Update). The Delete operation, however, extends the functionality of the previous structures, in that, when we delete a vertex from a graph, the edges emanating from it, and incident upon it, must also be deleted. Edges must connect two vertices.
The operations performed on the edges of a graph typically include an Insert operation that adds an edge between two existing vertices, a Delete operation that eliminates an edge that connects two vertices, and a Fetch operation that returns the edge's weighting factor. The Update operation is used to change the value of an edge's weighting factor.
As far as access modes are concerned, graphs can be accessed in the key field mode or in the node number mode. Generally speaking, when the node number mode is used, the client specifies the number of the node to be operated on. In the case of a graph, the vertex number would be specified, and we will refer to this mode as the vertex number mode. A typical client invocation to insert the Listing object P into the graph g as vertex 2 would be g.insertVertex(2, P), and the client's statement g.fetchVertex(2) would be used to fetch back a reference to the information. Many applications that utilize graph structures lend themselves to node number mode access. Alternately, if the key field mode is used, the invocations become g.insertVertex(P) and g.fetchVertex(targetKey), assuming targetKey is the contents of the key field of the information to be retrieved.
To begin with, we will develop and implement the pseudocode of just the Insert operation on the vertices and edges in the vertex number mode. The graph will be assumed to be an unweighted digraph. Then we will expand the set of operations to include a traversal operation. The implementations that include the remaining operations, access in the key field mode, and a dynamic expansion of the structure is left as an exercise for the student.
In the interest of simplicity, the vertices will be represented as a one-dimensional array and we will store the edges in an adjacency matrix (see Figure 9.12a). Assuming the vertex and edge arrays are named vertex and edge, respectively, and that the graph can initially store a maximum of five vertices, Figure 9.13 is a depiction of a graph object after it is initialized.
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[bookmark: Figure_9_13_A_Graph_Object_that]Figure 9.13 A Graph Object that can Contain Five Vertices in its Initialized State
To insert a vertex into the structure we simply set a reference to a deep copy of the information into the vertex array. Assuming the vertex number specified by the client is v and the listing to be inserted is referenced by newListing, the pseudocode is simply:
The Insert Vertex Algorithm (Assumes a Figure 9.13 graph representation)
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Assuming the graph is a directed graph and its edges are unweighted, the pseudocode to insert an edge from vertex from, to vertex to is simply:
[image: images]
 
If the graph was an undirected graph, the statement edge[to][from] = 1 would be added to the algorithm after Line 3.
[bookmark: 9_4_Implementing_Graphs_in_the_V]9.4 Implementing Graphs in the Vertex Number Mode
Figure 9.14 presents a class called SimpleGraph, which is the Java implementation of the graph representation scheme depicted in Figure 9.12a and the previous pseudocode insert algorithms. The code initializes the graph to the state shown in Figure 9.13; however, the maximum number of vertices the graph will contain is specified by the client and a data member, numberOfVertices, has been added to keep track of the number of vertices the graph contains. In addition, the class includes methods to output the information stored in a vertex and to output the incident vertex numbers of all of a vertex's edges.
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[bookmark: Figure_9_14_The_Implementation_o]Figure 9.14 The Implementation of a Simple Directed Graph in the Vertex Number Mode
 
The class SimpleGraph is a fully encapsulated data structure whose vertices store objects in a class named Listing. When a graph object is created, the client passes the maximum number of vertices the graph will contain into the class' constructor, Line 5. Lines 6, 7, and 8 then allocate and initialize the vertex array, the adjacency matrix array, the vertex count, and save the maximum number of vertices. The methods insertVertex and insertEdge, that begin on Lines 10 and 16, respectively, are the Java equivalent of the pseudocode versions of these algorithms previously discussed, except that Line 13 of the insertVertex method increments the vertex count.
The vertex and edge output methods (showVertex and showEdges) are coded as Lines 22–24 and Lines 25–30, respectively. The vertex method outputs the contents of a Listing object (a vertex) by implicitly invoking the toString method (Line 23) of the Listing class. The edge output method indexes its way across the columns of a given vertex's row in the adjacency matrix (Line 26) outputting the incident vertex number (the adjacency matrix column number) on Line 28 whenever a 1 is encountered in the row.
An airline hub application that demonstrates the use of the class SimpleGraph is presented in Figure 9.15 and the output it generates in shown in Figure 9.16. The application uses the graph's vertices to represent the airline's hub cities, and the connections between the cities are represented by the graph's edges. The airline's routes are given in Figure 9.7, with hubs in Philadelphia (vertex 0), New York (vertex 1), Boston (vertex 2), Los Angeles (vertex 3), and Houston (vertex 4). Consistent with the coding of the class SimpleGraph, the definition of the hub city objects stored in the vertices is given in a class named Listing (presented as Figure 9.17). The Listing class has one String data member used to store the hub city's name.
Lines 4–21 of the application loads the hub airport names and routes into the SimpleGraph object flyUS declared on Line 3. Lines 22–27 output the hubs and the routes that originate from them.
[bookmark: 9_5_Traversing_Graphs]9.5 Traversing Graphs
In general, traversing a data structure is the process of performing a processing operation on each item in the structure, once and only once. When we perform the processing operation on an item, we are said to have visited the item. Typical processing operations are to modify the contents of a particular field, output all the fields, or to count the items to determine how many are in the structure.
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[bookmark: Figure_9_15_An_Airline_Hub_Appli]Figure 9.15 An Airline Hub Application That Uses a SimpleGraph Object to Store the Hub Cities and Routes
Of the structures we have examined in previous chapters, array-based structures and linked list structures are the simplest to traverse. The linear nature of these data structures allow us to traverse them using a loop construct that sequentially indexes through the elements of the array, or that moves through the members of a linked list until a null reference is found. As we have seen in Chapter 7, the algorithm for traversing a binary tree structure is not as simplistic because a binary tree is, generally speaking, not a linear structure. Most often, there is more than one node, or subtree, succeeding a node. Therefore, after visiting a node in a tree, a decision has to be made as to which subtree to enter next. In the case of the NLR traversal, the left subtree is entered next, while in the case of the NRL traversal the right subtree is entered next.
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[bookmark: Figure_9_16_The_Output_generated]Figure 9.16 The Output generated by the Airline Hub Application Shown in Figure 9.15
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[bookmark: Figure_9_17_The_Class_Listing_fo]Figure 9.17 The Class Listing for the Airline Hub Application Shown in Figure 9.15
When we traverse graphs, the decision process is more complicated because in a graph that contains n vertices there could be as many as n − 1 edges emanating from each vertex. The two most common traversal techniques for graphs are the depth-first traversal (DFT) and the breadth-first traversal (BFT). In both of these traversals any one of the graph's vertices can be designated to be visited first. Then, in a depth-first traversal for each vertex visited, all of its adjacent vertices (its descendents) are visited before any of its siblings are visited. In the context of graph traversals, siblings are vertices that have an edge from a common vertex, assuming the common vertex was the vertex previously visited.4. Thus, if vertex 0 in Figure 9.18 has just been visited, then vertex 1's siblings would be vertices 3 and 4. Conversely, in a breadth-first traversal all of a visited vertices' siblings are visited before any of its decedents are visited.
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[bookmark: Figure_9_18_An_Undirected_Graph]Figure 9.18 An Undirected Graph and its Adjacency Matrix
[bookmark: 9_5_1_Depth_First_Traversal]9.5.1 Depth-First Traversal
To illustrate the depth-first traversal process, consider the tree depicted in Figure 9.18 (which also shows its adjacency matrix). We will assume that vertex 3 (V3) was arbitrarily selected to be visited first. Its descendents are its adjacent vertices V0, V 1, and V4, easily determined by indexing our way through row 3 of the adjacency matrix. One of these vertices will be visited next. Although the choice is arbitrary, in the interest of speed and to simplify the coding process, the one chosen is usually the vertex with the highest vertex number, in our case V4.5.
To see why this vertex is selected we must recall that the decedents of the selected vertex (V4) will be visited before any its siblings (V1, V 0) are visited, which necessitates “remembering” these unvisited siblings while we visit V4's descendents. In the case of a DFT, for reasons we will mention later, a stack is used to remember the unvisited siblings. As we index our way across row 3 of the adjacency matrix, we push all the siblings onto the stack in the order encountered: first V0, then V1, and finally V4. Then, to determine the next vertex visited we simply pop the stack, and since V 4is at the top of the stack, it is visited next.
The reason a stack is used in this algorithm is that if V 4 has descendents (adjacent nodes that are not siblings), in a DFT they must be visited before V4's siblings (V0 and V1). Adding them to a stack guarantees that they will be visited before V0 and V1 since they are pushed onto the stack after V 0and V1, and the vertices are visited as they are popped from the stack. For example, if V 4 had two more adjacent vertices that were not adjacent to any other vertex in the graph, these vertices would be visited before V0 and V1.
[image: images]
[bookmark: Figure_9_19_A_Depth_First_Traver]Figure 9.19 A Depth-First Traversal of A Graph Beginning at Vertex V3
Figure 9.19 presents the order in which the vertices of the graph presented in Figure 9.18 are visited, using the depth-first traversal process, assuming vertex 3 is the first vertex visited. It also shows the progression of the stack as the traversal takes place, and the operations performed on the stack after a vertex is visited.
First V3 is visited and row 3 of the adjacency matrix is examined to determine V3's descendents, found to be V0, V 1, and V4. These vertex numbers are pushed onto the stack. Next, V 4 is popped off the stack and visited, and row 4 is examined to determine V4's descendents. However, V 4's descendents, V 0 and V3, are either already on the stack (V0) or already visited (V3). When this is the case, the descendent vertices are not pushed onto the stack because we do not want to visit a vertex twice.
 
Next, V 1 is popped off the stack and visited, and row 1 is examined to determine V 1's descendents. The only descendent of V 1 that has not been already pushed onto the stack (or not already visited) is V 2, so it is added to the stack. Then V 2 is popped off the stack and visited. V2's descendent, V 1, has already been visited so it is not pushed onto the stack. Finally, V 0 is popped from the stack and visited. Since all of V 0's descendents (V1, V 3, and V 4) have been visited, nothing is pushed onto the stack. The stack is now empty, which signals the end of the algorithm.
The pseudocode version of this process follows. For convenience, the first node to be visited is pushed onto the stack before it is visited. It is assumed that the graph is represented, as shown in Figure 9.12a, using arrays named vertex and edge. Also, each vertex has the ability to store a record of whether or not it has been pushed onto the stack in a Boolean data member named pushed (see Line 2 of the algorithm). The name of the stack object used in the algorithm is stack and the number of the first vertex visited is stored in the variable firstVertex. When reading the algorithm it is helpful to remember that the row and column numbers of the adjacency matrix, edge, represent vertex numbers.
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The time complexity of the above algorithm is O(n2) because the inner and outer loops on Lines 6 and 3 each execute n times.
[bookmark: Implementation_5]Implementation
 
Figure 9.20 presents the implementation of a class SimpleGraphDFT, which is the code of the class SimpleGraph presented in Figure 9.14, expanded (see Lines 11–32) to include a method DFT that performs the depth-first traversal. On Line 13, the DFT method declares an object stack that is an instance of the class Stack defined the package java.util (see Line 1). This generic class implements a traditional stack (LIFO) structure.
Lines 15–18 set the data member pushed (of all the Listing objects the vertices represent) to false. This data member, and the methods that set and fetch its value, are part of the client's class Listing2, which is presented in Figure 9.21 (see Lines 4, 15, and 18). This class is an expanded version of the class Listing, shown in Figure 9.17, that also includes a method visit() to perform the client defined operation on the vertex being visited (Line 21). In this case, the Listing2 object stored at the vertex is simply output.
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[bookmark: Figure_9_20_The_Extension_of_the]Figure 9.20 The Extension of the Class SimpleGraph (Presented in Figure 9.14 to Include a Depth-First Traversal Operation
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[bookmark: Figure_9_21_An_Expansion_of_the]Figure 9.21 An Expansion of the Class Listing Presented in Figure 9.17 to Include a Data Member and Methods Necessary to the DFT Method of the Class SimpleGraphDFT
 
The remainder of the code of the DFT method (Lines 19 through 32) is the Java equivalent of the pseudocode version of the depth-first traversal presented above. The first vertex to be visited is passed to the method DFT as an argument (Line 11).
An application that demonstrates the use of the method and the output it produces is presented in Figure 9.22. The graph used in the application is the graph presented in Figure 9.19. It performs a traversal of the graph starting at vertex 3 (Line 30).
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[bookmark: Figure_9_22_An_Application_that]Figure 9.22 An Application that Performs a Depth-First Output Traversal and its Output
 
It should be noted that SimpleGraphDFT is coded in a generic way, in that it can perform any client defined operation on the nodes stored in the graph during its traversal operation as long as the node definition class, Listing2:
• Contains a Boolean data member, and the methods setPushed, and getPushed to set and return its value.
• Contains a method visit that carries out the operation to be performed on each vertex during the traversal.
[bookmark: 9_5_2_Breadth_First_Traversal]9.5.2 Breadth-First Traversal
In a breadth-first traversal, for each vertex visited all of its siblings are visited before any of its adjacent vertices (descendents) are visited. In the contexts of graph traversals, siblings are vertices that have an edge from a common vertex, assuming the common vertex has just been visited.6
To demonstrate this traversal technique, we will use the graph depicted in Figure 9.23 and assume the traversal starts at vertex V3. V 3 is visited, and since V3 has no siblings (no other node has been visited), we move to its descendents V0, V 1, and V4. One of these will be visited next and the others will be remembered on a to-be-visited list and visited later. Let us assume that V0 will be visited next and that V1 and V4 are remembered by placing them on the to-be-visited list. After V0 is visited, its descendents must be remembered since they will be visited after V0's siblings (V1 and V4) are visited. To insure the correct order of visitation (siblings before descendents) the descendents of the visited vertex must be placed on the to-be-visited list after the siblings. This is easily done if the list is a queue. Therefore, a breadth-first traversal replaces the stack used in a depth-first traversal with a queue. Otherwise, the two algorithms are identical.
Figure 9.23 presents the order in which the vertices of the graph presented in Figure 9.19 are visited using the breadth-first traversal process, assuming vertex 3 is the first vertex visited. It also shows the progression of the queue as the traversal takes place and the operations performed on the queue after a vertex is visited.
The implementation of a breadth-first traversal is left as an exercise for the student.
[bookmark: 9_6_Connectivity_and_Paths]9.6 Connectivity and Paths
Two vertices in a graph are said to be connected if there is a way of reaching one from the other by traveling along the graph's edges. The sequence of edges we travel along from one vertex to another is called a path. Vertices 2 and 4 in the directed graph presented in Figure 9.24a are connected by path b,e,f. In the graph presented in Figure 9.24b, these two vertices are connected by several paths, e.g., edges b,e,f; edges b,a,d; and edges b,a,c,f.
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[bookmark: Figure_9_23_A_Breadth_First_Trav]Figure 9.23 A Breadth-First Traversal of a Graph Beginning at Vertex V3
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[bookmark: Figure_9_24_A_Directed_and_an_Un]Figure 9.24 A Directed and an Undirected Version of a Graph
 
An undirected graph, and a directed graph whose edge directions are ignored, is said to be connected if, given any two vertices, there is a way of reaching one from the other by traveling along the graph's edges. The graph shown in Figure 9.24a and 9.24b are both connected graphs. If a graph is not connected it is said to be disjoint. The graph shown in Figure 9.1f is disjoint.
A directed graph is said to be strongly connected if, considering the direction of its edges, and given any two vertices, there is a way of reaching one from the other by traveling along the graph's edges. The directed graph show in Figure 9.24a is not strongly connected because, when we consider the direction of the edge between vertex 2 and 1, there is no way to reach vertex 2 from vertex 1 (or from any other vertex in the graph). This type of connected digraph is said to be weakly connected. If we were to delete vertex 2 from the graph, then it would be strongly connected.
In an unweighted graph, the path length is the number of edges that make up the path connecting two vertices. The length of the path from vertex 2 to 4 in Figure 9.24a is 3. In a weighted graph, the path length is the sum of the weighting factors of the edges that make up the path. The path length between vertex A and B in the graph depicted in Figure 9.1e is either 5 or 15 depending on which path is taken to reach vertex B.
Many interesting problems involve the consideration of connectivity and path. For example, suppose we are building roads between towns in an isolated area. Once constructed, we may ask:
• “Can any town be reached from any other town?” (The Connected Undirected Graph problem.)
• “Can we still reach every town if some of the roads are changed to one way streets?” (The Strongly Connected Directed Graph problem.)
• “Which roads can be closed for repair such that travelers will still be able to reach every town?” (The Spanning Tree problem.)
• “Which roads can be closed for repair such that every town can be reached and the total road mileage is minimized?” (The Minimum Spanning tree problem.)
• “What is the route that minimizes the mileage traveled between two towns?” (The Shortest Path problem.)
• “What is the route that minimizes the number of roads traveled?”
• “Is there a route we can travel such that we pass through each town once but never visit a town twice?” (The Hamiltonian Path problem.)
• “Are there routes that travel across all the roads just once, and is there one of these routes that will return to the starting point?” (The Bridges of Koningsberg problem.)
• And finally, “what is the shortest route to visit all towns once and return back to the starting town?” (The Traveling Salesman problem.)
These problems are not only applicable to roads connecting towns but also to a variety of other problems in electronics, computer science, operations research, and many other fields.
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[bookmark: Figure_9_25_A_Connected_and_a_Di]Figure 9.25 A Connected and a Disjoint Undirected Graph
[bookmark: 9_6_1_Connectivity_of_Undirected]9.6.1 Connectivity of Undirected Graphs
Let us begin our study of connectivity and paths by considering the first problem in our list of questions, the problem of determining if any town can be reached from any other town by traveling along bidirectional roads that connect the towns. If the towns are represented by the vertices of an undirected graph, and the roads by its edges, then the problem becomes one of determining if the directed graph formed by the vertices and edges is connected. If it is, then any town can be reached from any other town. We can determine if an undirected graph is connected by simply traversing the graph (using either a DFT or a BFT) starting at any of the graph's vertices, and if all the graph's vertices have been visited, the graph is connected. Otherwise, the traversal identifies the vertices that are connected.
Consider the two graphs shown in Figure 9.25. A simple inspection reveals that any of the “towns” represented by the vertices of the connected graph on the left, can be reached from any other, but that is not the case for the towns represented by the disjoint graph on the right side of the figure (e.g., Towns 1 and 2 cannot be reached from Towns 0, 3, and 4, and vice versa). The depth-first traversal of the graph on the left side of the figure that begins (arbitrarily) at vertex 1, visits the vertices 1, 3, 4, 0, and finally, 2. Since this list includes all the vertices, the graph is connected. However, the depth-first traversal of the graph on the right side of the figure that begins (again arbitrarily) at vertex 1, visits the vertices 1, then 2. Since vertices 0, 3, and 4 are not on the “visited” list, the graph is not connected (disjoint).
[bookmark: 9_6_2_Connectivity_of_Directed_G]9.6.2 Connectivity of Directed Graphs
Now let us consider the case where the roads connecting our towns are one-way streets. Again, the towns will be represented as vertices of a graph and the roads will be represented as the graph's edges. Since the direction of travel along the roads is not bidirectional, the vertices and edges form a digraph and, therefore, any town can be reached from any other town if and only if the graph is strongly connected. To determine if the graph is strongly connected, it is not sufficient to perform a DFT (or a BFT) beginning at any vertex and then checking to see if all the vertices are visited. This is easily demonstrated by performing a depth-first traversal on the graph shown in Figure 9.26 beginning at vertex 1. The traversal visits all the vertices in the order, vertex 1 followed by vertex 3, 4, 0, and finally, vertex 2. Yet there is no way to travel from vertex 2 to another vertex in the graph. Therefore, a DFT beginning at any vertex is not sufficient to determine if a digraph is strongly connected.
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[bookmark: Figure_9_26_A_Weakly_Connected_D]Figure 9.26 A Weakly Connected Digraph and its Adjacency Matrix
There is hope, however. If a traversal is initiated at every vertex in a directed graph and each of these traversals visit every vertex in the graph, then the digraph is strongly connected. For the graph depicted in Figure 9.26, the DFT initiated at vertex 2 would only visit vertex 2 demonstrating that the graph is not strongly connected. For a graph containing n vertices, the speed of an algorithm that performs n depth-first traversals is O(n3) since the traversal algorithm is itself O(n2). In addition, as we have discussed, each of the n traversals must be examined to determine if all n vertices were visited, which is an O(n2) operation.
[bookmark: Warshall_s_Algorithm]Warshall's Algorithm
Warshall's Algorithm presents an alternative method for determining if a directed graph is strongly connected and, if it is not, also affords a rapid way of determining which vertices have paths connecting them. The algorithm begins by copying the array that represents the graph's adjacency matrix into another array, t. Then, it modifies t by placing a 1 in column j of row i if there is a path from vertex i to vertex j. The path could be a single edge (a path length of 1, which would already be present in the adjacency matrix) or the path could consist of a sequence of edges (a path length > 1 which would not appear in the adjacency matrix). The resulting modified version of the matrix t is called the transitive closure or reachability matrix. A 1 in row i, column j of the adjacency matrix indicates that there is an edge between vertices vi and vj, however, a 1 in the corresponding element in the transitive closure matrix indicates that there is a path from vertex vi to vertex vj.
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[bookmark: Figure_9_27_A_Directed_Graph_s_A]Figure 9.27 A Directed Graph's Adjacency and Transitive Closure Matrices
For example, the transitive closure matrix for the graph depicted in Figure 9.26 is shown in Figure 9.27, along with its adjacency matrix and the graph itself. Warshall's Algorithm has changed the 0 in columns 2 and 4 of row 0 of the adjacency matrix (which indicates that there is no edge from vertex 0 to vertex 2 or 4), to a 1 in the transitive closure matrix (which indicates that there is a path from vertex 0 to vertex 2, and a path from vertex 0 to vertex 4). Other rows of the transitive closure matrix reflect similar changes. The only row unchanged is row 2, since there are no paths from it to any other vertex in the graph.
After generating the transitive closure matrix for a graph, we can determine if the graph is strongly connected by examining its elements. If all the elements of the matrix are 1, except for the elements along the main (upper-left-to-lower-right) diagonal, then the graph is strongly connected. In addition, if the graph is not strongly connected, we can rapidly determine if there is a path from vertex i to vertex j by simply testing t[i][j] to determine if it is 1. If so, a path exists between the two vertices.
The basis of Warshall's Algorithm is the transitive property in mathematics: if a = b and b = c, then a = c. The algorithm reasons that if there is a path from vertex vb to vertex vc then there is a path to vc from every vertex that can reach vb. Consistent with this reasoning, the algorithm examines each element of the adjacency matrix working its way across the columns beginning with row 0. When it finds an element with a value of 1, (e.g., vertex[b][c] = 1, indicating a path exists from vertex vb to vertex vc), it indexes its way down column b of the matrix to find the vertices with a path to vb; e.g., vertex[a][b] = 1, indicating that there is a path from va to vb. If this is the case, there must be a path from va to vc (through vertex vb) so vertex[a][c] is set to 1. Provisions are made in the algorithm to not place a 1 along the main diagonal of the matrix.
Figure 9.28 presents the code of the method transitiveClosure which implements Warshall's Algorithm. It returns the transitive closure of the array adjacency passed to it as a parameter (Line 2). The parameter n is the number of rows (and columns) in the adjacency matrix. Lines 4–6 copy the adjacency matrix into the transitive closure matrix, t. Lines 8–19 is the coding of Warshall's Algorithm. Line 8 indexes through each vertex in the graph. For each vertex, b, Lines 9–10 find a vertex, c, it is connected to. Then Lines 11–13 locate all the vertices, a, connected to b, and mark a path in the transitive closure matrix from a to c.
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[bookmark: Figure_9_28_A_Method_that_Determ]Figure 9.28 A Method that Determines the Transitive Closure Matrix of a Given Matrix
Figure 9.29 presents an application that determines the transitive closure matrix of the graph depicted in Figure 9.27. The program output (shown at the bottom of the figure) is the returned transitive closure matrix, t (which is also shown in Figure 9.27).
The three nested loops on Lines 8, 9, and 11 of Figure 9.28 make the speed complexity of Warshall's Algorithm no better than performing n depth-first traversals to determine if a directed graph is strongly connected. However, Warshall's Algorithm provides an additional piece of information: a permanent record of all the possible paths via the transitive closure matrix.
[bookmark: 9_6_3_Spanning_Trees]9.6.3 Spanning Trees
A simple cycle is a simple path in a graph that begins and ends at the same vertex. The paths a,c,e; c,d,f; and d,f,e,a in Figure 9.30a are simple cycles. A tree is a connected graph that does not contain simple cycles. Eliminating the edges c and f from the graph depicted in Figure 9.30a make it a tree because it is still connected and has no simple cycles. For simplicity, we will refer to simple cycles as cycles.
A graph's spanning tree is a tree that contains all of the vertices of the graph connected by a subset of the graph's edges. The edges are chosen such that is there is a path from each vertex to every other vertex, and (since it is a tree) there are no cycles. Most graphs have more than one spanning tree. Two of the spanning trees for the graph shown in Figure 9.30a are shown in Figure 9.30b.
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[bookmark: Figure_9_29_A_Program_to_Demonst]Figure 9.29 A Program to Demonstrate the Use of the Method transitiveClosure
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[bookmark: Figure_9_30_An_Undirected_Connec]Figure 9.30 An Undirected Connected Graph and Two of its Spanning Trees
 
There is always one, and most often more than one, spanning tree for every connected undirected graph. Since there are no cycles in a spanning tree, or trees in general, they always contain one less edge than the number of vertices in the graph. Thus, the spanning tree of an undirected connected graph is a subgraph that contains the minimum number of the graph's edges and still allows a path from any vertex to any other.
These characteristics give spanning trees an important role in many applications. Consider the problem of deciding which bidirectional roads connecting towns to plow first after a major snowstorm so that all of the towns could be reached. If the towns are represented as the vertices of a graph and the roads its edges, then any spanning tree of the graph presents a solution. For this problem, a more interesting solution would be the spanning tree that offers the shortest plow route. As we will see, a spanning tree exhibiting this characteristic is called a minimum spanning tree. In the remainder of this section, we will examine the techniques for determining a graph's spanning trees and its minimum spanning trees.
To find a spanning tree of a connected undirected graph we can simply use a depth-first traversal and record the edge between each node visited and its descendents as the descendents are pushed onto the algorithm's stack. Since the vertices are only pushed onto the stack once, only one edge to each vertex will be recorded, and since all the vertices are pushed onto the stack, the edges will include an edge to each vertex. These edges will be the edges of the spanning tree. Alternately, a breadth-first traversal could be used and then we would record the edge to each vertex added to the queue used by the BFT algorithm. Since, when building a spanning tree, we don't actually operate on the nodes, we eliminate the code that visits the nodes from the DFT and BFT traversals.
The pseudocode to find a subset of a graph's edges that are included in one of its spanning trees follows. It is a modification of the DFT pseudocode presented earlier in this chapter, which assumed that the graph is represented using a vertex array named vertex and an adjacency matrix named edge (see Figure 9.13). These, as well as the starting vertex number, firstVertex, are supplied to the algorithm. It produces an adjacency matrix, st, that represents the edges of the spanning tree. The modifications to the DFT algorithm are to eliminate the traversal's visit of a node (Line 5 of the DFT algorithm) and to add two lines (the following Lines 9 and 10), which place the edge to a descendent vertex into the spanning tree's adjacency matrix, st.
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The implementation of the spanning tree algorithm is left as an exercise for the student. As presented, it, like the implementation of the DFT algorithm, would be coded as an operation method in a class that defines a graph object. The most efficient way of doing this would be to extend the class SimpleGraphDFT (shown in Figure 9.20). The new class would support both depth-first traversals and the generation of spanning trees.
[bookmark: Minimum_Spanning_Trees]Minimum Spanning Trees
Minimum spanning trees are spanning trees that consider an additional piece of information associated with the edges of a connected undirected graph. That piece of information is called an edge weighting. For example, consider the graph whose vertices represent towns and whose edges represent the roads between the towns. A typical edge weighting could be the length of the roads. Other edge weightings could be the toll charged to travel along the roads, or the amount of snow on the roads. A graph whose edges carry weightings is called a weighted graph.
In the typical depiction of a weighted graph (see Figure 9.31), the values of the weighting factors are shown along the graph's edges. In this graphical depiction, no attempt is made to make the relative length of the edges correspond to their relative weights. For example, the edge with the highest weight that connects vertex 3 and 0 is not the longest edge in the graph. As shown in Figure 9.31, the weights are stored in a matrix using the same row and column assignment scheme used in the adjacency matrix. That is, the weight of the edge from vertex vi to vertex vj is stored in row i, column j of the weight matrix. Nonexistent edges (e.g., between vertex 0 and 2) are represented by an impossibly low or impossibly high value of the weighting factor depending on the application. Most programming languages provide a predefined constant that can be used (e.g., Java's Integer.MIN_VALUE and or Integer.MAX_VALUE). For convenience, the impossibly low value of the weight for the graph depicted in Figure 9.31 is 0.
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[bookmark: Figure_9_31_A_Weighted_Graph_and]Figure 9.31 A Weighted Graph and its Weight Matrix
A minimum spanning tree is the spanning tree whose edges are selected to minimize the sum of the weighting factors of the edges that make up the tree. It can be shown that, if there are no two edges in a weighted graph with the same weighting factor, then there is only one minimum spanning tree for the graph.
To find a minimum spanning tree of a connected undirected graph, we begin by placing vertex 0 in the tree. Then we consider all the vertices currently in the tree (initially only vertex 0), and select the edge emanating from them with the minimum weight. This edge, and its incident vertex, is added to the tree and the process is repeated until all the vertices are added. During the process, an edge to a vertex already in the tree is not considered. Figure 9.32 illustrates the process of generating the minimum spanning tree for the graph depicted in Figure 9.31. The vertices that have been added to the tree are shown as gray circles, and the edges added to the tree are shown as colored lines.
First, vertex 0 would be added to the tree (Figure 9.32a). Then the edges emanating from vertex 0 would be considered (dashed edges in Figure 9.32b) and the edge with weight 5 (the minimum of weights 8, 9, and 5) would be selected. It and its incident vertex, vertex 4, would be added to the tree. Next, the edges emanating from vertices 0 and 4 would be considered (dashed edges in Figure 9.32c), and the edge with weight 2 (the minimum of weights 8, 9, and 2, with 5 not considered since it is a weighting of an edge to a vertex already in the tree) would be selected. It and its incident vertex, vertex 3, would be added to the tree. Then, the edges emanating from vertices 0, 4, and 3 would be considered (dashed edges in Figure 9.32d) and the edge with weight 3 (the minimum of weights 8 and 3 with 9, 2, and 5 not considered since they are weightings of edges to vertices already in the tree) would be selected. It and its incident vertex, vertex 1, would be added to the tree. Finally, the edge emanating from vertices 0, 4, 3, and 1 would be considered (dashed edge in Figure 9.32e) and the edge with weight 1 would be selected (the edges with weights 2, 3, 5, 8, and 9 are not considered since they are the weightings to vertices already in the tree).
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[bookmark: Figure_9_32_Process_of_Building]Figure 9.32 Process of Building a Minimum Spanning Tree
 
Having added all the vertices to the tree, the algorithm ends. The minimum spanning tree it generated is shown in the lower right portion of Figure 9.32. The sum of the weightings of the edges of the tree is 11. This means that if the edge weights represented the length of the roads connecting five towns, the shortest plow route to make all the towns accessible after a snow storm would be the 11 mile route shown in Figure 9.32f. In addition, the best place to locate a snow plow garage would be town 0 or town 2.
The pseudocode version of the process that generates a minimum spanning tree follows. It uses three arrays. One array, verticesIncluded, stores the vertices of the graph added to the tree as the algorithm proceeds; another array aCopy is assumed to be initialized to the graph's weight matrix; the third array mst is the product of the algorithm, the weight matrix of the graph's minimum spanning tree; noEdge is an impossible high weighting value.
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Lines 1–4 of the pseudocode perform an initialization. Vertex 0 is added to the tree (Line 1), and then the variable numVerticesIncluded is set to 1 (Line 2) to indicate that one vertex has been added to the tree. Lines 3–4 eliminate all the edges to Vertex 0 by setting their entry in the array aCopy to noEdge, a value selected to be higher than any of the edge weightings in the graph. The edges to a vertex are eliminated from the array aCopy when a vertex is added to the minimum spanning tree because once a vertex is added to the tree, we no longer have to consider edges that lead to the vertex; it is already part of the tree. Figure 9.33 shows the contents of the arrays verticesIncluded and aCopy after the initialization performed by Lines 1–4 is complete.
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[bookmark: Figure_9_33_Arrays_of_the_Minimu]Figure 9.33 Arrays of the Minimum Spanning Tree Algorithm in their Initialized State (* is the impossibly high edge weight)
It also shows the array mst in its initial state. In the figure, an asterisk in an element of a matrix indicates that the element has been set to the impossibly high value of the weighting factor, noEdge.
Line 5 begins a while loop that terminates on Line 15 after all the vertices have been added to the tree. Figure 9.34 shows the changes to the contents of the arrays as the loop executes. The progression of the array aCopy is shown in the center portion of the figure with the arrays mst and verticesIncluded on the right and left. The first row of arrays in the figure depicts the array contents during the first pass through the while loop, with subsequent passes shown sequentially in the rows below it. The status of the array, verticesIncluded, before each pass through the loop begins, is shown on the left side of each row.
During each pass through the loop, a vertex and an edge is added to the minimum spanning tree. Line 6 uses a method findMinWeightedEdge (assumed to exist) to locate the minimum weighted edge emanating from those vertices currently included in the tree (initially just vertex 0), and returns the row (rowMin) and column (colMin) of that edge's weighting in the array aCopy. It also returns the value of the edge's weighting factor (weightMin).
The rows of aCopy searched each time through the loop by the method appear in color in the leftmost depiction of the array in Figure 9.34, and the minimum weighted edge located by the method each time through the loop is colored in the center depiction of aCopy. Lines 8–10 eliminate the minimum weighted edge, and all the other edges leading to the vertex added to the tree from the array aCopy. It does this by setting the vertex's column of the array to the value noEdge (see the colored column of the rightmost depiction of the array aCopy in Figure 9.34). As stated above, all these edges are eliminated because once a vertex is added to the tree we no longer have to consider edges that lead to the vertex; it is already part of the tree.
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[bookmark: Figure_9_34_Array_Contents_durin]Figure 9.34 Array Contents during the Minimum Spanning Tree Algorithm's while Loop Execution (* is an impossibly high edge weight)
 
Before the loop ends, Lines 11–12 include the minimum weighted edge in the minimum spanning tree's weight matrix, mst, (as shown on the right side of Figure 9.34). Then, Line 13 adds the vertex's number the edge is incident upon, to the list of vertex numbers included in the tree (see the left side of the next row of Figure 9.34). Finally, Line 14 increments the number of vertices included in the tree.
The coding of the minimum spanning tree algorithm and the method findMinWeightEdge is left as an exercise for the student. Both methods could be added to the class SimpleGraph presented in Figure 9.14. Assuming the name of the method that implements the minimum spanning tree algorithm is minSpanningTree its signature would be:
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The returned two-dimensional array would be the weight matrix of the minimum spanning tree. Thus, the client invocation to determine the minimum spanning tree of a SimpleGraph object g would be:
[image: images]
where minTree is a two-dimensional integer array reference.
[bookmark: 9_6_4_Shortest_Paths]9.6.4 Shortest Paths
There are many applications in which we would like to know the shortest path length from one vertex of a graph to another. For example, suppose the vertices of the graph shown in Figure 9.33 represent cities and we want to know the shortest trip between the two cities represented by vertex 0 and vertex 1. Assuming the graph's edges represent the roads connecting the cities and the edge weightings represent the miles between them, the shortest trip would be along the eight mile road connecting the two cities. On the other hand, the shortest trip between the cities represented by vertex 0 and vertex 3 would be the indirect trip of seven miles that would pass through the city represented by vertex 4.
Often, when students are introduced to the problem of determining the shortest path between two vertices, they believe the solution is to travel along the edges of the graph's minimum spanning tree; especially if they have just concluded a study of minimum spanning trees (ring any bells?). However, the minimum spanning tree algorithm produces the shortest route connecting all cities, which may not include the shortest route between two cities. For example, the minimum spanning tree for the graph presented in Figure 9.33 is the tree whose edges are represented by the bold lines in Figure 9.34. The roads included in it are the roads from vertex 0 to 4, vertex 4 to 3, vertex 3 to 1, and, finally, from vertex 1 to 2. Therefore, the trip from vertex 0 to 1 would be a 10 mile trip passing through vertices 4 and 3 before arriving at vertex 1. However, as we have previously discussed, it is clear that the shortest trip from vertex 0 to 1 is the eight mile trip along the edge connecting them. Since this edge is not included in the minimum spanning tree, it is apparent that we will need another algorithm to determine the shortest path between any two vertices. Enter Edsger Dijkstra. In 1959, Edsger Dijkstra discovered an algorithm that determines the shortest path between any two vertices in a connected undirected graph or a connected digraph. The algorithm is aptly named the Dijkstra Shortest Path algorithm. As we will see, the algorithm not only determines the shortest path from any vertex A to any other vertex B, but it also determines the shortest path from vertex A to all the other vertices in the graph, and the path lengths along these paths. The tree comprised of all the vertices of the graph and the edges that form the shortest path from vertex A to all the other vertices, is called the shortest path tree from vertex A.
[bookmark: Dijkstra_s_Algorithm]Dijkstra's Algorithm
Dijkstra's Shortest Path algorithm is very similar to the minimum spanning tree algorithm. They both begin by placing the starting vertex into the tree. Then they consider all the vertices currently in the tree (initially only the starting vertex), and select an edge emanating from them based on a “consideration” of the edge weightings. The selected edge, and its incident vertex are then added to the tree and the process is repeated until all the vertices are added. During the process, an edge to a vertex already in the tree is not considered.
Where the algorithms differ is in the consideration of the edge weightings used to determine which edge to add to the tree. As we have seen, to build a minimum spanning tree, the edges emanating from the vertices currently in the tree with the minimum weighting is selected. In the Shortest Path algorithm the edge emanating from the vertices currently in the tree that produces the shortest path length to the vertex it is incident upon is selected.
For example, suppose we are to build a minimum spanning tree (MST) starting at vertex 0, and a shortest path tree (SPT) from vertex 0 for the graph depicted in Figure 9.32a. Let us assume that the vertices 0, 3, and 4 and the edges 5 and 2 have been added to both trees as shown in Figure 9.32d. The next edges to consider for both trees are the edges not already in the tree, emanating from these three vertices that are incident upon vertices not already in the tree. Thus, as depicted in Figure 9.32d, the edges with weightings 3 and 8 would be considered (because vertex 1 is not in the tree) and the edges with weightings 2, 5, and 9 would not be considered (because vertices 0, 3, and 4 are already in the tree).
Now things get different. In the case of the minimum spanning tree, the edge with minimum weighting, 3, is selected for inclusion in the tree. In the case of the shortest path tree the edge with weighting 8 would be selected, because if 3 were selected the path length from the starting vertex (0) to vertex 1 would be larger than 8, i.e., 10 = 5 + 2 + 3. Figure 9.35 shows the graph depicted in Figure 9.32a along with its minimum spanning tree and the shortest path tree from vertex 0.
The complete process of building the shortest path tree from vertex 0 for the graph depicted in Figure 9.35 is illustrated in Figure 9.36. The vertices that have been added to the tree are depicted as gray circles, and the edges added to the tree as colored lines. The dotted lines are edges under consideration for inclusion into the tree.
First, vertex 0 (the starting vertex) is added to the tree (see Figure 9.36a). Then the edges emanating from vertex 0 would be considered (the dashed edges in Figure 9.35b) and the edge with weight 5 (the minimum path length of the paths from vertex 0 to vertices 1, 3, and 4) would be selected. It and its incident vertex, vertex 4, would be added to the tree. Next, the edges emanating from vertex 0 and 4 that are incident upon vertices not yet in the tree (vertices 1 and 3) would be considered (see Figure 9.35c). The edge with weight 2 would be selected because it would complete a path from vertex 0 to vertex 3 whose length is 7, which is shorter than the direct path length 9 to vertex 3, or 8 to vertex 1. Thus, the edge with weight 2 and its incident vertex, vertex 3, would be added to the tree. Next, the edges emanating from the tree's vertices 0, 4, and 3 that are incident upon vertices not yet in the tree (vertex 1) would be considered (see Figure 9.32d). The edge with weight 8 would be selected because it gives a path length from vertex 0 to vertex 1 of 8 which is shorter than 10 (= 5 + 2 + 3 the path from vertex 0 to 4 to 3 to 1). It and its incident vertex, vertex 1, would be added to the tree. Finally, the edges emanating from vertex 0, 4, 3, and 1 that are incident upon vertices not yet in the tree (vertex 2) would be considered (see Figure 9.32e). The edge with weight 1 would be selected (the edges with weights 2, 3, 5, 8, and 9 are not considered because they are either already in the tree or incident upon vertices already in the tree). Having added all the vertices to the tree, the algorithm ends.
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[bookmark: Figure_9_35_A_Graph_s_MST_and_SP]Figure 9.35 A Graph's MST and SPT (from Vertex 0)
The shortest path tree from vertex 0 generated by the algorithm is shown in Figure 9.35f. The tree gives the minimum paths from vertex 0 to any other vertex in the tree. This means that if the edge weights represent the length of the roads connecting five towns, the roads included in the graph would be the shortest routes to any town from the starting point (the town represented by vertex 0).
The pseudocode version of the algorithm, which is a modification of the pseudocode version of the minimum spanning tree algorithm, is presented below. The algorithm not only determines the shortest path tree, but also the path lengths of the shortest paths between the starting vertex and each of the tree's other vertices. It uses four arrays. Three of these arrays serve the same function as in the minimum spanning tree algorithm. The array verticesIncluded stores the vertices of the graph added to the shortest path tree as the algorithm proceeds; the array aCopy is initialized to the graph's weight matrix, and the array spt (named mst in the minimum spanning tree algorithm) is the weight matrix of the shortest path tree produced by the algorithm.
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[bookmark: Figure_9_36_The_Process_of_Build]Figure 9.36 The Process of Building a Shortest Path Tree from Vertex 0
 
The fourth array, minPathLengths, has been added to the algorithm to store the path lengths of the shortest paths between the starting vertex and each of the tree's other vertices as these path lengths are generated by the algorithm. The path lengths in this array are initialized to an impossibly high value, noPath. When the algorithm ends, the shortest path length from the starting vertex to vertex 0 will be in element 0 of the array, the shortest path length from the starting vertex to vertex 1 will be in element 1, etc.
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Lines 1 to 7 of the pseudocode generalize the initializations performed by the minimum spanning tree algorithm so that any vertex, whose vertex number is contained in the variable startVertex, could be the starting vertex. Line 1 adds the starting vertex to the list of vertex numbers included in the tree, and then Line 2 sets numVerticesIncluded to 1 to indicate that one vertex has been added to the tree. Lines 3 to 6 is a loop that initializes the path lengths, (Line 4), to an impossible value (noPath), and eliminates all the edges to the starting vertex (Line 5) by setting their entry in the array aCopy to noEdge, an impossible value of the of the edge weightings. The edges to a vertex are eliminated from the array aCopy when a vertex is added to the shortest path tree because once a vertex is added to the tree we no longer have to consider edges that lead to the vertex; it is already part of the tree. Line 7 completes the initialization process by setting the path length to the starting vertex (from the starting vertex) stored in the array minPathlengths to 0. The four arrays verticesIncluded, aCopy, spt, and minPathlengths are shown in their initialized state in Figure 9.37. The figure depicts the values of noPath and noEdge as an as asterisk, and vertex 0 is assumed to be the starting vertex.
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[bookmark: Figure_9_37_Arrays_of_the_Shorte]Figure 9.37 Arrays of the Shortest Path Tree Algorithm in their Initialized State
Line 8 of the algorithm begins a while loop that terminates on Line 19 after all the graph's vertices have been added to the tree. During each pass through the while loop, a vertex and an edge is added to the shortest path tree. Figure 9.38 shows the changes to the contents of the arrays as the loop executes. The first row of arrays in the figure depicts the array contents during the first pass through the loop, with subsequent passes shown sequentially in the rows below it. The status of the array verticesIncluded before each pass through the loop begins, is shown on the left side of each row.
Line 9 of the algorithm uses a method findMinPath (assumed to exist) to determine the minimum of the path length from the starting vertex to the vertices adjacent to those vertices currently included in the tree (initially just vertex 0). It returns the location in the array aCopy (rowMin and colMin) of the edge that completes the minimum of these paths. It also returns the value of the edge's weighting factor (weightMin) and the minimum path length (minPath) from the starting vertex to the incident vertex (colMin).
The rows of aCopy searched by the method each time through the loop appear in color in the leftmost depiction of the array aCopy in Figure 9.38. These are the rows that store the edge weightings from the vertices already included in the tree. The minimum of the sum of each of these edge weightings and the path length to each vertex (stored in the corresponding row of the array minPathLengths and intialized to noPath) determines which edge is added to the tree each pass through the loop. The weighting of the edge added to the tree is colored in the center depiction of the array aCopy.
[image: images]
[bookmark: Figure_9_38_Array_Contents_durin]Figure 9.38 Array Contents during the Shortest Path Tree Algorithm's while Loop Execution (* is an impossibly high edge weight or is an impossibly high path length)
Lines 11–13 eliminate all the edges leading to the vertex included in the tree from the array aCopy. It does this by setting the vertex's column in the array to the value noEdge (see the colored column of the rightmost depiction of the array aCopy in Figure 9.38). As stated, all of these edges are eliminated because once a vertex is added to the tree we no longer have to consider edges that lead to the vertex; it is already part of the tree.
Lines 14 and 15 add an edge to the tree by writing its weighting into the tree's weight matrix, spt, (as shown on the right side of Figure 9.38). Line 16 places the path length to the vertex added to the tree during this pass through the while loop into the minPathLength array (see the colored entry on the far right of Figure 9.37).
Finally, Line 17 adds the incident vertex to the tree by writing its vertex number into the list of the tree's vertices (see the left side of the next row of Figure 9.38), and Line 18 increments the number of vertices included in the tree.
The coding of the shortest path algorithm and the method findMinPath is left as an exercise for the student. Both methods could be added to the class SimpleGraph presented in Figure 9.14. Assuming the name of the method that implements the shortest path algorithm is shortestPath, its signature would be:
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The returned two-dimensional array would be the weight matrix of the shortest path tree containing the edges that produce the shortest paths from the starting vertex. The first parameter would be used by the client to specify the starting vertex number. The second parameter returns the shortest path lengths from that vertex to all the other vertices after the method completes its execution. Thus, the client invocation to determine the shortest path tree from vertex 1 of a SimpleGraph object g would be:
[image: images]
where shortestPathTree is a two-dimensional integer array reference and minPathLength is a one-dimensional integer array reference.
[bookmark: Floyd_s_Algorithm]Floyd's Algorithm
As we have seen, Dijkstra's algorithm determines the shortest path from one vertex to all the other vertices in the graph. During the period from 1959 to 1962, Bernard Roy and Robert Floyd developed a remarkably simple algorithm that took the determination of the shortest paths in a graph to a higher level, in that the algorithm determines the shortest path between all the pairs of vertices in a directed weighted graph. In addition, its speed is equivalent to the speed of Dijkstra's algorithm.
The algorithm is most commonly known as Floyd's Algorithm, although it is also referred to as the Roy-Floyd Algorithm, or the All-Pairs Shortest Path Algorithm. While it is true that Floyd's Algorithm does not determine the weight matrix that describes the edges involved in the shortest path as Dijkstra's Algorithm does, its ability to treat every vertex as a starting vertex in one pass through the algorithm makes it a very useful algorithm for many applications.
 
The basis of the algorithm is the idea that the shortest path length from vertex A to C is the shortest of the following two path lengths:
1. The path length from A to C;
2. The path length from A to B plus the path length from B to C, for all B.
In other words, the algorithm looks for an intermediate vertex, B, to travel through on its way to C, such that the sum of the path lengths from A to B, and B to C, is shorter than the path length from A to C.
As an example, consider the graph shown in Figure 9.38 and suppose we want to find the shortest path from vertex 0 to 3. The edge connecting them has a path length of 9. If we consider the intermediate vertex to be vertex 1, the total path length would be 11 (= 8 + 3) which is longer than 9, and so vertex 1 would not be accepted as an intermediate vertex for the trip from 0 to 3. However, when vertex 4 is considered the intermediate vertex, the path length is 7 (= 5 + 2) so the algorithm would, from this point forward, consider the path length from vertex 0 to vertex 3 to be 7. The 9 in row 0, column 3 of the weight matrix would be overwritten with a 7.
Proceeding in this way, the algorithm considers each vertex to be a candidate intermediate vertex for every possible point-to-point trip. When a path length that includes an intermediate vertex B is found to be shorter than the entry in the weight matrix for the path length between vertices A and C, the shorter path length is written into the Ath row and Cth column of the weight matrix. This process eventually transforms the weight matrix into the all-points shortest path matrix.
Figure 9.39 shows a weighted graph, its weight matrix, and the all-points shortest paths matrix generated by Floyd's Algorithm. This algorithm once again uses an impossibly large value of an edge weight to indicate the nonexistence of an edge between two vertices (e.g., Java's Integer.MAX_VALUE). In the interest of simplicity, Figure 9.39 uses an * symbol as the impossibly large value. The entries in the shortest paths matrix, the product of the algorithm, are the shortest paths between each pair of vertices in the graph. For example, the shortest path between vertex 3 and vertex 2 is 6 (the colored element of the matrix). The path is from vertex 3, to 4, to 1, to 2 (although this path is not produced by Floyd's Algorithm).
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[bookmark: Figure_9_39_A_Graph_and_its_All]Figure 9.39 A Graph and its All-Pairs Shortest Path Matrix (* is an Impossibly High Edge Weight)
 
The generation of the all-pairs shortest paths matrix for the graph depicted in Figure 9.39 is illustrated in Table 9.1. The leftmost column of each row of the table contains the number of the intermediate vertex, B, that was used for the point-to-point paths identified in the other 16 cells of the row.7. For example, the first intermediate-vertex considered is vertex 0, and the first point-to-point path examined is the path from vertex 1 to vertex 1 (denoted as 1 → 1 in the table's first row and second column). In some cells of the table there is a number below the path entry. This indicates that the path between the two vertices that included the intermediate vertex was shorter than the path between the two vertices currently stored in the weight matrix. The value in the cell is the path length between the two vertices that includes the intermediate vertex. The current (longer) path length stored in the weight matrix is overwritten with this value.
Let us again consider the trip indicated in the first row and second column of the table, from vertex 1 to vertex 1 with vertex 0 as the intermediate vertex. This is the first case processed by Floyd's Algorithm, and so the weight matrix is in its initialized state as depicted in Figure 9.39. Since the path length for this trip (from A = 1 to C = 1) in the weight matrix is initially impossibly high (* in row 1, column 1 of the weight matrix) and the trip through the intermediate vertex (B = 0) is 20 (the path length from vertex 1 to 0 is 10, and the path from vertex 0 to 1 is 10), the * in the weight matrix is overwritten with the shorter path length 20. The 20 in the first row and second column of the table reflects the overwriting process. The 20 is highlighted in the table, to indicate that it is also overwritten later in the algorithm, first in row 3, column 7, and then again in row 5, column 7.
Next the algorithm considers the trip from vertex 1 to vertex 2, with vertex 0 as an intermediate vertex (see the first row, third column of the table). Examining the weight matrix, the path length from vertex 1 to 2 is currently 3. For the alternate trip, the trip that travels through the intermediate vertex 0, the path length of the trip from 1 to 0 and 0 to 2 is 15 (= 10 + 5). Since this is greater than the current value of the path length stored in the weight matrix (3 in row 1, column 2) the value is not overwritten. Thus, there is no path length entry in the second row, third column of the table.
 
[bookmark: table_9_1][image: images]
 
In total, 33 new path length values are written into the weight matrix, with 18 of them overwritten (see the 18 highlighted path lengths in the table) by shorter path lengths as the algorithm proceeds.
One of the attractive things about Floyd's Algorithm is that it is amazingly simple to code. For an intermediate vertex, B, the algorithm simply compares the path length from A to C, for all A and C, to the path length from A to B to C. The minimum of these two path lengths is written into the weight matrix as the (shortest) path from A to C. This process is repeated with B set to each vertex in the graph. The pseudocode of the algorithm, including the initialization of a copy of the weight matrix, aCopy, is given below. When the algorithm ends, the shortest path between all pairs of vertices is stored in the weight matrix, aCopy.
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Line 1 generates all possible intermediate vertices, b. Lines 2 and 3 generate all starting vertices, a, and all destination vertices, c. Line 4 compares the path length currently stored in the weight matrix aCopy from vertex A to C to the path length from vertex A to B to C. When the latter path length is shorter, Line 5 stores it in the array aCopy. The coding of the algorithm is left as an exercise for the student.
It should be noted that Floyd's Algorithm can be used to find the all-pairs shortest paths in an undirected or in a directed graph. In a directed graph, it could be the case that a path does not exist between two vertices. The directed graph shown in Figure 9.40 illustrates this point in that there is no way of reaching vertex 2 from any other vertex in the graph, and vertex 3 can only be reached from vertex 2. In addition, none of the vertices can be reached from vertex 3. When a path does not exist between two vertices in a directed graph, Floyd's Algorithm leaves the impossibly high value of the weighting factor in the shortest paths matrix, as indicated by the colored elements of the matrix on the right side of Figure 9.40.
 
[image: images]
[bookmark: Figure_9_40_A_Directed_Graph_and]Figure 9.40 A Directed Graph and All-Pairs its Shortest Path Matrix (* is an impossibly high edge weight or path length)
EXERCISES
[bookmark: Knowledge_Exercises_8]Knowledge Exercises
1. Draw a binary tree that contains six nodes. Then modify the figure so that it is no longer a tree but it is:
a. A connected graph.
b. A disjoint (unconnected) graph.
2. Draw a singly linked list that contains four nodes. Then modify the figure so that it is no longer a singly linked list but it is:
a. A connected graph.
b. A disjoint (unconnected) graph.
3. Define the terms:
a. Graph
b. Undirected graph
c. Directed graph
d. Path
e. Path length
f. Unconnected (disjoint) graph
g. Cycle
h. Complete graph
i. Simple path
j. Strongly connected digraph
 
4. Calculate the number of edges in a complete graph containing five vertices, and then draw the graph and count the edges to verify your calculation assuming the graph is:
a. An undirected graph.
b. A digraph.
5. Give the adjacency matrix for the graphs A and B shown below.
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6. Give the adjacency list representation of the graphs A and B, shown above, assuming:
a. The number of vertices is fixed.
b. The number of vertices can expand to a potentially large value and expanding arrays is a slow operation.
7. Draw the graph whose edges are represented by the following matrices. Assume the vertices are named V0 through V4.
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8. Consider the graphs in the previous exercise. Which of them are:
a. Disjoint?
b. Directed?
c. Weighted?
d. Undirected?
9. The number of vertices and edges for two undirected and two directed graphs are given in the following table. Fill in the last column of the table to indicate which representation presented in Figure 9.12 would be the best performing representation for each graph from a time-complexity viewpoint. Assume array expansion is slow.
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10. Assuming that an undirected, unweighted graph is represented as shown in Figure 9.12a and that operations are performed in the vertex number mode, give the signature and describe the actions of a method that:
a. Deletes an edge from the graph.
b. Deletes a vertex from the graph.
c. Updates an edge in the graph.
11. Repeat the previous exercise assuming the graph is:
a. Directed and unweighted.
b. Undirected and weighted.
12. Assume a graph is represented as shown in Figure 9.13 and that operations are performed in the vertex number mode. Give the errors that could occur during:
a. An insert vertex operation.
b. An insert edge operation.
c. A show vertex operation.
13. Give the changes to the code presented in Figure 9.14 so that it could store a digraph rather than an undirected graph.
14. Is an NLR traversal of a binary tree a depth-first or breadth-first traversal?
15. Which traversal algorithm uses a queue, breadth-first, or depth-first, and why?
16. Assuming vertex 1 in graph A of Exercise 5 is visited first, give the order in which the vertices of the graph are visited if the traverse is a:
a. Depth-first traversal.
b. Breadth-first traversal.
17. In a connected undirected graph, there is always a path from vertex A to B, for all A and B. True or false?
 
18. In a connected digraph, there is always a path from vertex A to B, for all A and B. True or false?
19. Identify an algorithm for determining if an undirected graph is connected.
20. Identify an algorithm for determining if a digraph is strongly connected.
21. Given a digraph's transitive closure matrix, how can we determine if there is a path from vertex vi to vj, and a path from vertex vj to vi?
22. State the difference between a spanning tree and a minimum spanning tree.
23. It is possible to have more than one minimum spanning tree for a graph, true or false?
24. What does Dijkstra's Algorithm do that Floyds Algorithm cannot do?
25. What does Floyd's Algorithm do that Dijkstra's Algorithm cannot do?
26. Dijkstra's Algorithm is to operate on a graph containing n vertices. Using Big-O notation, give the speed of the algorithm.
27. Floyd's Algorithm is to operate on a graph containing n vertices. Using Big-O notation, give the speed of the algorithm.
28. Draw the graph obtained when Dijkstra's Algorithm operates on the following graph, assuming vertex 4 is the starting vertex.
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29. Give the contents of the returned array when Floyd's Algorithm operates on the graph shown in Exercise 28.
30. True or false, Floyd's Algorithm can only operate on directed graphs?
31. Of the algorithms we studied, which would be used to determine the two-way roads to close a connecting group of towns, and still allow access to all towns?
32. Of the algorithms we studied, which would be used to determine the toll roads to travel to minimize the tolls when traveling from a given town to all other towns?
33. Of the algorithms we studied, which would be used to determine if there is a way to pass through all towns connected by one-way streets?
34. Of the algorithms we studied, which would be used to determine the cheapest fares between all the cities that an airline flies to?
[bookmark: Programming_Exercises_8]Programming Exercises
 
35. Extend the class SimpleGraph, shown in Figure 9.14, so that it expands the size of the arrays whenever necessary. Write a simple application to demonstrate it functions properly.
36. We wish to expand the class SimpleGraph, shown in Figure 9.14, to include methods to delete a vertex, delete an edge, fetch a vertex, fetch an edge, update an edge, update a vertex.
a. Give the pseudocode of the methods' algorithms.
b. Extend the code of the class SimpleGraph, to include the new methods and write a simple application to demonstrate they function properly.
37. Modify the class SimpleGraph so that it can store a weighted graph and expand its methods to include those mentioned in Exercise 36.
38. Change the class SimpleGraph, shown in Figure 9.14 so that the access mode of the revised class is the key field mode. Write a simple application to demonstrate it functions properly.
39. Revise the class SimpleGraph, shown in Figure 9.14, so that it represents a graph using the scheme depicted in Figure 9.12b. Write a simple application to demonstrate it functions properly.
40. Revise the class SimpleGraph, shown in Figure 9.14, so that it represents a graph using the scheme depicted in Figure 9.12c. Write a simple application to demonstrate it functions properly.
41. Add a method to the class SimpleGraphDFT, shown in Figure 9.20, that performs a breadth-first traversal. Write a simple application to demonstrate it functions properly.
42. Add a method to the class SimpleGraph, shown in Figure 9.14, that implements Warshall's Algorithm. Write a simple application to demonstrate it functions properly.
43. Modify the spanning tree method presented in this chapter so that the client can specify the starting vertex. Write a simple application to demonstrate it functions properly.
44. Add a method to the SimpleGraph, shown in Figure 9.14, that implements the minimum spanning tree algorithm. Write a simple application to demonstrate it functions properly.
45. Implement the minimum spanning tree algorithm for the graph representation depicted in Figure 9.12b. Write a simple application to demonstrate it functions properly.
46. Implement Dijkstra's Algorithm for the graph representations shown in Figures:
a. 9.12a
b. 9.12b
c. 9.12c
Write a simple application to demonstrate your implementation(s) function properly.
47. Implement Floyd's Algorithm for the graph representations shown in Figures:
a. 9.12a
 
b. 9.12b
c. 9.12c
Write a simple application to demonstrate your implementation(s) function properly.
48. We wish to supply water to a group of n villages. Given the distances that separate each village from every other village, write a program that determines the minimum total length of water pipe that can be run between the villages, such that each village will be supplied water.
49. A set of roads connect towns with multiple routes available from each town to the others. Write a program that determines the minimum plowing time necessary to clear the roads after a snowstorm so that any of the area residents will be able to travel to all towns. The snow plow travels 20 miles an hour, less 1 mile per hour for each 6 inches of snow on the road. The number of towns, the roads that connect them, the distance between the towns, and the amount of snow (in inches) on the roads will input to the program. You may assume that the residents will stay off the roads until the roads are plowed.
50. Given the flight times for a set of connecting flights between n cities, write a program to determine and output the maximum flight times between all pairs of cities.
1 This implies the edge does not begin and end at the same vertex.
2 It is only for graphical convenience that standard tree graphics (like those presented in Chapter 7) do not use arrows. Rather, the parent-child relationship between two nodes is implied by their relative position in the graphic.
3 In a directed graph, the elements in column i would also have to be examined.
4 This implies that the first vertex visited has no siblings unless the graph is a forest (see Figure 9.1f).
5 When an adjacency list is used to represent the vertices, the next node visited is usually the last vertex along the visited vertex's adjacency list.
6 This implies that the first vertex visited has no siblings unless the graph is a forest (see Figure 9.1f)
7 For a five-vertex graph there are a total of 25 point-to-point trips: 0 to 0, 0 to 1, 0 to 2, 0 to 3, 0 to 4, 1 to 0, 1 to 1, etc. Only 16 of these are shown in each row of Table 9.1 because for the trips that begin or end with the intermediate vertex, the indirect trip can only be longer than the direct trip. For example, consider the trip from 0 to 1 with 0 as the intermediate vertex. The trip from 0 to 0 plus the trip from 0 to 1 must be longer than the trip from 0 to 1. Similarly, consider the trip from 1 to 0 with 0 as the intermediate vertex. The trip from 1 to 0 plus the trip from 0 to 0 must be longer than the trip from 1 to 0. Thus, the following 9 trips can be eliminated from the search for an indirect shorter trip when vertex 0 is the intermediate vertex (row 1 of the table): 0 to 0, 0 to 1, 0 to 2, 0 to 3, 0 to 4, 1 to 0, 2 to 0, 3 to 0, and 4 to 0.
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APPENDIX A
ASCII Table
  
(First 127 Unicode characters)
(ASCII = American Standard Code for Information Interchange)
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APPENDIX B
Derivation of the Average Search Length of a Nondirect Hashed Data Structure
  
The derivation will be based on the following assumptions:
• There are n nodes in the structure, and the size of the primary storage area is N.
• All N primary storage area locations are equally probable to be generated each pass through the collision algorithm.
The easiest way to present the derivation for average search length is to consider the search for an unused location in which to perform an Insert operation. By our first assumption, n of the N locations are used. Therefore, the probability of hashing into an occupied location is n/N. For example, if there are 700 nodes in the structure, and the size of the primary storage area array is 1000, then n/N is 0.70, meaning there is a 70% chance that we will hash into an occupied location. Under our second assumption, every probe into the primary storage area has the same probability, n /N, of hashing into an occupied location. This implies that the previously hashed location is just as likely as any other to be hashed into.
As an aside, if the collision algorithm were sophisticated enough to not revisit a location after it was found to be occupied (as some are), then the probability of a collision would decrease after each pass through the collision algorithm. The collision probability of the first pass would still be n/N, but since the location probed would no longer be considered, the total number of remaining occupied spots would be one less, and the total of the primary storage area would also be one less. Therefore, the probability of a collision on probe two would be (n − 1)/(N − 1), on the third pass (n − 2)/(N − 2), and on the ith pass (n − i − 1)/N − i − 1). Since N is greater than n, this expression approaches zero as i increases.
Under our second assumption however, the probability of the hashing and collision algorithms calculating an occupied location is n/N, for every probe into the primary storage area. Since a location can only be occupied or not occupied, the sum of the probability of finding the location occupied, po, and unoccupied, pu, must be equal to 1. Thus po + pu = 1, or pu = 1 − po. Therefore, the probability of finding an unoccupied location on any probe is (1 − n/N). Returning to our example, if the probability of a collision is 0.70 (70%), then the probability of finding an unused location (a noncollision) is 0.30 (30%).
The probability of finding an empty spot by the ith probe, means that the first i − 1 probes resulted in a collision, while the ith probe resulted in a noncollision. The probability of the first i − 1 probes resulting a collision is (n/N)probe1* (n/N)probe2 *….* (n/N)probei−1 = (n/N)i−1.
The probability of finding an empty spot on the ith probe is therefore:
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which is the probability of i − 1 collisions, followed by a noncollision. Returning to our example again, the probability of finding an open spot on the fourth probe is:
[image: images]
 
The average search length, for a group of operations, is the total number of memory accesses to perform the operations divided by the number of operations. To determine a formula for the average search length, it is useful to consider a case where 10 Insert operations are performed. Three of these find an empty spot with no collisions, and so the number of memory accesses for each of these operations is one. Four inserts resulted in one collision each, and so the number of memory accesses for each of these inserts is two. Finally, three inserts resulted in two collisions, and so they each take three memory accesses. The average search length, Lavg, per operation is:
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Examining the above equation, we observe for this example:
3/10 is the probability of finding an open location on the first probe,
4/10 is the probability of finding an open location on the second probe,
3/10 is the probability of finding an open location on the third probe,
and that the multiplier of these probabilities are the probe numbers. Generalizing this observation we have:
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or, in general,
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where: P1 is the probability of finding an empty spot on the first probe
P2 is the probability of finding an empty spot on the second probe, etc.
From our earlier result, Pi = (n/N)i − 1 * (1 − n/N), and so the above can be written as:
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But since i * (n/N)i − 1 is positive, extending the summation from zero to infinity will produce a larger result. Therefore,
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Since the summation in the above equation can be shown to be1 equal to 1/(1 − n/N)2 the average search length is:
[image: images]

1 In the absence of a proof, use an Excel® spreadsheet to calculate  and compare it to 1/(1 − [image: images]n/N)2 for any n <N.
Here's the proof (thanks to David Holtzman of St. Joseph's College, New York):
Let n/N = x. Note that the right-hand side becomes 1/(1 − 2x + x2). Let us cross-multiply the infinite sum on the left by the quadratic denominator on the right with the hope of getting 1. This would prove the identity.
Now
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Here we have just collected the coefficients of each power of x from 2 up to infinity. (Note that the linear terms of 2x and −2x cancel out.)
Now observe that i − 2i − 2 + i + 2 = 0. Thus, we end up with 1, as desired.
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APPENDIX C
Proof That If an Integer, P, Is Not Evenly Divisible by an Integer Less Than the Square Root of P, It Is a Prime Number
  
Preliminary Proof
Given:
R = the square root of P.
Prove:
If P = H * L, either H = L = the square root of P, or H or L is < R and the other is > R.
Proof:
If both were > R, then their product would be greater then P, and if both were less than R, their product would be less than P.

Desired Proof
Given:
There are no integers less than R (the square root of P) that divide evenly into P.
Prove:
There are no integers greater than R that divide evenly into P.
Proof:
Assume:H is an integer > R and that H divides evenly into.
Then: Define Las L = P / H.
L is an integer, since L = P / H and H divides evenly into P
L must divide evenly into P since H is an integer and H = P / L.
Since P = H * L and H > R, then L < R (as per preliminary proof).
The assumption implies L is an integer that divides evenly into P and is less than R, which contradicts the given fact. Therefore, the assumption cannot be true.
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APPENDIX D
Calculations to Show That (n + 1) (log2(n + 1) − 2) Is the Minimum Sort Effort for the Binary Tree Sort
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A
Abstract data type A set of data and the operations that can be performed on the data.
Abstraction The idea of knowing how to use something without the underlying knowledge of how it functions.
Access specifier A key word in a language that determines the scope of an entity.
Access mode See key field mode or node number mode.
Adjacency list A set of linked lists, one list associated with each vertex in a graph, in which each one of the nodes in a list stores information about one of the edges emanating from the vertex it is associated with. The information includes the adjacent vertex number and, in a weighted graph, the edge's weight.
Adjacent vertices The vertices in a graph that have an edge between them, or in the case of a digraph, two edges between them (one from vertex a to b, and another from vertex b to a).
 
Adjacency matrix A square matrix in which each element stores one edge of the graph.
ADT Abstract Data Type (see data abstraction).
Algorithm A step-by-step solution to a problem that a computer can execute.
Algorithm complexity A measure of the efficiency of an algorithm. See time and space complexity.
Ancestor In a tree, a node's ancestor is any of the nodes encountered in moving from the root to the node, including the root node.
Ancestor class See parent class.
Application code In the context of data structures, it is the code that declares an object in the data structure class.
Arc A directed edge in a graph.
Argument A piece of information passed to a method.
Array A technique for naming groups of memory cells that share a common first name and a unique last name. In Java, the unique last name, called an index, must be a literal integer or a variable that stores an integer. From a data structures perspective, an array is a data structure whose major design goal was speed. It is stored in contiguous memory, accessed in the node number mode, and supports the Fetch and Delete operations.
Array-based structures Those data structures that utilize an array as their underlying structure (at their lowest level).
ASCII A merican Standard Code for Information Interchange. ASCII is a table of characters and the bit patterns that represent them.
AVL tree A self-balancing binary search tree that is always balanced to within one level.
B
Balanced binary tree A binary tree in which all the levels of the tree below the highest level are filled.
Base case The base case is the known portion of a recursive problem solution. It is often called the escape clause.
Base class See parent class.
BFT See breadth-first traversal.
Big-O analysis An analysis technique that approximates the upper bound of a function. It is used to determine the complexity of an algorithm.
Big-O notation O(n2) is read as order n2.
Binary search A search technique used on a sorted list of n data items in which the middle item is accessed, half the list is discarded, and the list is replaced with the remaining half of the list. This process is repeated until the item being searched for is found. Its speed complexity is O(log2n).
Binary search tree A binary tree in which the nodes are arranged such that, for every node in the tree, all the keys in a node's left subtree are less than its key, and all the keys in a node's right subtree are greater than its key.
Binary tree A tree in which every node in the tree has, at most, two children.
Bit Binary digit. A single on-off switch of storage, which, when on is designated 1, and when off is designated 0.
Boolean A variable type that can assume one of two values, true or false.
Breadth-first traversal A graph traversal technique; for each vertex visited all of its siblings are visited before any of its descendents are visited. In a graph, siblings are vertices that have an edge from a common vertex, assuming the common vertex has already been visited.
Bubble sort A sorting technique that compares adjacent items in a list and exchanges them when they are not in their proper sorted position relative to each other. During each pass through the algorithm at least one item is positioned in its final sorted position in the list.
Bucket Elements of the primary storage area in a hashed structure that are not used to store references to a single node, but rather to multiple nodes. For example, they are used as a header of a singly linked list of nodes or a reference to an array of nodes.
Built-in data type A data type that is defined as part of a language standard.
Byte Eight contiguous bits of storage.
C
Ceiling x Rounding a floating point value x up to the next highest integer.
Child class A class that inherits from (or is derived from) another class.
Child node A child node is a node that comes directly after a node in a tree. Any node in a tree that is not the root node.
Circuit A cycle that passes through every vertex of a graph once.
Circular doubly linked list A doubly linked list in which the forward link field of the last node references the first node, and the back link field of the first node references the last node.
Circular singly linked list A singly linked list in which the forward link field of the last node references the first node.
Class A programming construct that permits the programmer to define a type consisting of data definitions and the methods that operate on that data. A template for an object.
Client code The code that declares an instance of an ADT, or invokes a method.
Clone A newly created object whose data fields contain the same values as an existing object.
 
Clustering The tendency of nodes in a hashed data structure not to be randomly distributed over the primary storage area.
Collision When two keys map into the same position in the primary storage area of a hashed structure.
Collision resolution The process of finding an alternate position in a hashed structure after a collision has occurred.
Compile time That point in time when the correctness of a program's syntax and semantics is verified and, if correct, the program is translated into a lower-level language.
Complete tree A tree that contains the maximum number of nodes for its height.
Complete graph A graph is said to be complete if the path length between any two distinct vertices is 1.
Complexity See algorithm complexity.
Connected graph A graph is a connected graph if, given any two of its vertices vi and vj, there is a path from vi to vj, ignoring the direction of the edge.
Constructor A method in a class that has the same name as the class and is used by a client to create an object.
Contiguous Adjacent; side-by-side.
Cycle A path in a graph that begins and ends with the same vertex.
D
Data Information.
Data abstraction The idea that we need not know the details of how data is stored in order to access it.
Data encapsulation Utilizing compiler-enforced protocols to restrict access to the data that a program processes.
Data member A variable definition that is part of a class. Each instance of the class will be allocated storage for the variable.
Data structure A data structure is an organization of information, usually in memory, for better algorithm efficiency.
Data type A name that defines a set of values and the operations that can be performed on them.
Descendent class See child class.
Deep copy The process of copying the contents of all of the data members of one object into the data members of a second object.
Default constructor A constructor with no parameters that sets a newly created object's data members to default values.
 
Delete A fundamental operation performed on data structures that removes a node from the structure.
Depth-first traversal A graph traversal technique in which for each vertex visited all of its adjacent vertices (its descendents) are visited before any of its siblings are visited. In a graph, siblings are vertices that have an edge from a common vertex, assuming the common vertex has already been visited.
Dequeue An operation performed on a queue that fetches and deletes the node that has been in the queue the longest amount of time.
Derived class See descendent class.
Descendent class A class that inherits from another class.
Descendent of a node A node encountered in a path from the node.
Digraph A graph for which the direction of travel along the graph's edges is specified.
Directed edge An edge for which the direction of travel is specified.
Directed graph See digraph.
Disjoint graph A graph that is not connected.
Division Hashing function A hashing function in which the key is divided by an integer and the remainder is used as the key's home address.
Doubly-linked list A linear linked list in which each node contains the address of its successor node and its predecessor node.
Dummy node A node in a data structure that will not be used to store client information.
Dynamic memory allocation The allocation of storage for variables at run-time.
Dynamic structure A data structure that can expand or contract at run-time via dynamic memory allocation.
E
Edge A bidirectional path between two vertices in a graph.
Edge weight A value assigned to an edge in a weighted graph.
Encapsulation The concept of combining data and the operations that operate on the data as one entity. Access to the data is restricted, normally by compiler-enforced protocols, to the use of the encapsulated operations.
Enqueue An operation performed on a queue that inserts a node at the end of the queue.
Exponential complexity Algorithm complexity that is a function of the power of the number of items (n) being processed, denoted O(cn).
Exception An out-of-the-ordinary event that occurs during the execution of a program.
 
F
Factorial of n The product of the integers from n to 1 . Denoted n!.
Factorial complexity Algorithm complexity that is a function of the factorial of the number of items (n) being processed, denoted O(n!).
Fetch A fundamental operation performed on data structures that returns a node from the structure.
Fibonacci sequence A sequence in which each term's value is the sum of the values of the two terms before it, with the exception of the first two terms whose values are 1.
Floor x Rounding a floating point value x down to the next lowest integer.
Field An indivisible piece of data.
First-in-first-out (FIFO) The idea that the first item added to a data structure will be the first item fetched from the data structure.
Flag A variable used by a program to indicate that an event has occurred.
Floating point number A number with a fractional part; a real number.
Flowchart A graphical representation of an algorithm aimed at depicting execution path.
Folding The process of dividing a key into groups of bits and then arithmetically adding the groups to produce a pseudokey.
Fold shifting A folding algorithm.
Four-k-plus-three prime A prime number that, when reduced by 3 and then divided by 4, produces an integer value.
Front of a queue The position of the next item to be fetched (and deleted) from a queue.
Function A method that returns a value via a return statement.
G
Garbage collection The process of returning memory assigned to a program, or to a data structure, that is no longer in use to an available memory pool.
General solution The part of a recursive algorithm that uses the reduced problem to solve the original problem.
H
Hashed structure A data structure that uses a hashing algorithm to locate a node.
Hashing A process in which a node's key is used to determine the node's probable location in a data structure without searching through memory.
Hashing function A function that maps keys into node locations.
Header The reference variable that stores the location of the first node in a linked list.
 
Heap A binary tree in which the key of each node in the tree is larger than the keys of both of its children.
Heap sort A sorting algorithm that transforms a list of items to be sorted into a heap. Then it repeatedly swaps the root into its correct sorted position and rebuilds the heap out of the remaining items.
Height balanced See balanced binary tree.
Height of a tree The number of nodes in the longest path from the root to any of the leaf nodes.
Home address The location produced by preprocessing and hashing a key.
I
Indegree The number of directed edges incident upon a vertex of a graph (or node of a tree).
Index An item (an integer in Java) used to specify a particular element of an array.
Infix notation A technique used for writing mathematical expressions in which the operator is placed between the two operands it operates on.
Inheritance The object-oriented concept of incorporating all of the member data and methods of an existing class into a new class. The new class can add additional methods and data.
Inline function The inclusion of a copy of the executable code of a method into a program's executable module wherever the method is invoked (as opposed to transferring the execution to a single copy of the method at run-time).
Inner class A class that is defined inside of another class.
Inorder traversal A binary tree traversal technique in which a node's entire left subtree is visited before the node, then the node is visited, and then the node's entire right subtree is visited recursively.
Insert A fundamental operation performed on data structures that adds a node to the structure.
Integer A number without a fractional part.
Interface A Java construct that specifies the signatures of methods, not their code. It is a “promise” to the translator that methods with these signatures will be written in the future. Once the interface is defined, the methods can be invoked on instances of the interface without a compile error, and an instance of a class that codes the methods can be referenced by an interface reference.
Instance of a class An object in a class (created with the new operator in Java).
Instantiation The process of creating an object.
Iteration A single pass through a loop construct.
Iterative solution An algorithm whose solution involves loop(s), not recursion.
Iterator An item that moves sequentially through a linear list and retains its position between moves.
J
Java An object-oriented language whose design goal was platform independence.
 
K
Key field A designated field in a node whose contents is used to identify the node.
Key field mode An access mode in which the contents of the key field is used to specify which node in a data structure is to be operated on.
L
Last-in-first-out (LIFO) The idea that the last item added to a data structure will be the first item fetched from the data structure.
Leaf A node in a tree that has no children.
Left child In the standard depiction of a binary tree, the node that is below and to the left of a node.
Left subtree In the standard depiction of a binary tree, all of the nodes in a binary tree below and to the left of a node.
Level of a node The number of nodes in the path from the root to the node (not counting the node).
Level of recursion The number of times a recursive method has invoked itself.
Linear collision algorithm A collision algorithm that adds 1 to the current primary storage area location to determine the next location to be examined (usually using modulo arithmetic).
Linear list A set of nodes in which there is a unique first and last node, and every other node has a unique predecessor and successor.
Linear Quotient collision algorithm A collision algorithm that adds the quotient obtained by dividing the key by the size of the primary storage area to the current primary storage area location to determine the next location to be examined (usually using modulo arithmetic). When the quotient is an even multiple of the size of the primary storage area, a predetermined 4k + 3 prime is used in place of the quotient.
Link field A field in a node that stores the address of (reference to) another node in the structure.
Linked list A linear list in which each node contains at least one reference to another node in the list.
List An ordered set of nodes.
LNR traversal See inorder traversal.
Loading factor The ratio of the number of nodes in a hashed structure to the size of the primary storage area.
Logarithmic complexity Algorithm complexity that is a function of the base-two logarithm of the number of items (n) being processed, denoted O(log2n).
M
Member method A method that is coded inside the definition of a class.
Merge sort A sorting technique that divides a list into two halves, sorts each half, and then merges the two sorted lists into one sorted list. The merge is performed by indexing through each list, comparing their members, and copying the smaller member into the sorted list. Each half of the list is sorted the same way.
Method A programming language construct (or subprogram) that consists of a sequence of instructions to perform a specific task (or set of tasks). The transfer of the execution path to and from it, and the transfer of the information shared between it and the invoking code, is provided for by the compiler.
Minimum Spanning Tree A spanning tree of a weighted graph whose edges are chosen such that the sum of their weightings is minimized.
Modulo operator An operator that determines the remainder of division.
N
NLR traversal Stands for node-left subtree-right subtree. See preorder traversal.
Node A collection of related fields.
Node number mode An access mode in which the number of a node is used to specify which node in a data structure is to be operated on. A node's number usually corresponds to its position in a linear structure.
Null The value stored in a reference variable when it does not reference an object.
O
Object A particular occurrence of a class. The memory allocated for the data members and the associated methods of the class.
Open Addressing collision algorithm A collision algorithm that resolves collisions by producing an alternate position in the primary storage area (as opposed to a position in a linked list, or an index into an array referenced by the primary storage area).
Operand The item in an expression on which an operation will be performed.
Operator The item in an expression that specifies the action to be performed on one or more of the operands in the expression.
Outdegree The number of directed edges emanating from a vertex of a graph (or node of a tree).
Outer class A class that has another class (an inner class) defined inside it.
Overflow The error that occurs when an attempt is made to insert an item into a full restricted structure.
P
Package ac cess The default Java access specifier (i.e., public, private, or protected is not specifically declared) for a class' member data and methods. Their scope is the code of any class in the same package.
Parameter The type of a piece of shared information and the name used to refer to the information while a method (subprogram) is in execution.
 
Parent class A class that is inherited from.
Parent of a node A node's unique predecessor in a tree.
Path A sequence of edges that connect two vertices in a graph.
Perfect Hashed structure A hashed structure that uses a Perfect Hashing function.
Perfect Hashing function A hashing function that maps each key, or pseudokey, into a unique location in the primary storage area.
Pivot value The item in a list of items to be sorted by the Quicksort algorithm, which will divide the partitions used by the algorithm.
Pointer Another name for a reference variable (used in C and C++).
Polynomic complexity Algorithm complexity that is a function of the number of items processed, n, raised to a power (e.g., O(n2), O(n3),…).
Pop An operation performed on a stack that fetches and deletes the node that has been in it the shortest amount of time.
Postfix notation A technique used for writing mathematical expressions in which the operator is placed after the two operands it operates on.
Postorder traversal A binary tree traversal technique in which a node's entire left subtree and then its entire right subtree is visited before the node is visited, recursively.
Predecessor node Generally speaking, the node that comes before a node in a structure. In a linked list, the node that contains the address of a node is its predecessor. In a directed graph, the vertex whose directed edge is incident upon a vertex is its predecessor.
Prefix notation A technique used for writing mathematical expressions in which the operator is placed before the two operands it operates on.
Preorder traversal A binary tree traversal technique in which a node is visited, and then its entire left subtree is visited, and then its entire right subtree is visited, recursively.
Preprocessing The action performed on a key in a hashed data structure to convert it to the type of the hashing function's independent variable, or to more evenly distribute nodes over the primary storage area, or both.
Prime number A number that is only evenly divisible by 1 and itself.
Private access Limiting the scope of a class' data members or methods to code of the class' methods.
Primary clustering In a hashed structure, when the nodes that map into the same home address are located in close proximity to the home address.
Primary storage area In a hashed data structure, the storage indexed by the home address generated by the hashing function. The storage is usually implemented as an array, and often it is referred to a hash list or a hash table.
Primitive data type In Java, the built-in types boolean, byte, short, int, long, char, float, and double.
 
Primitive variable A named memory cell that stores the value of a primitive data type.
Priority queue A restricted data structure that fetches (and deletes) nodes in an order based on a priority assigned to each node.
Probe In a hashed structure, one “look” into the structure.
Procedural abstraction The concept of knowing how to use a method (subprogram) without knowing the underlying algorithm or implementation.
Programmer defined data type A data type whose definition is specified as part of a program (as opposed to a built-in data type).
Pseudocode A sequence of statements used to specify an algorithm that resembles a programming language but exhibits less precise syntax.
Pseudokey The result of processing a key through a preprocessing algorithm.
Pseudorandom preprocessing A preprocessing algorithm that attempts to introduce more randomness into the keys before they are processed by a hashing function. The objective is to reduce clustering and thereby reduce the search length.
Public access Setting the scope of a class' member method or data to the code of any method in a program.
Push An operation performed on a stack that inserts a node into the stack.
Q
Quadratic collision algorithm A collision algorithm that adds the square of the probe number to the current primary storage area location to determine the next location to be examined (usually using modulo arithmetic).
Quadratic complexity Algorithm complexity that is a function of the number of items processed (n) squared, denoted O(n2).
Query An inquiry.
Queue A restricted data structure that operates on a first-in-first-out basis.
QuickSort A sorting technique in which a list of items is partitioned into two sublists divided by a pivot item. Then, the items in the left and right sublists are repositioned such that each of the items in the left and right partitions are less than and greater than the pivot value, respectively. This process is applied to each of the partitions recursively.
R
Random number A number chosen from a set of numbers under the condition that each number in the set has an equal probability of being chosen.
Real number A number with a fractional part.
Real-time Processing events at the time they occur, usually so rapidly that the processing appears to be instantaneous.
 
Rear of a queue The position in a queue where the next node inserted will be placed.
Recursion Defining the solution to a problem, at least partially, in terms of similar problems that are closer to a known solution.
Recursive method A method x is a recursive method if it invokes itself, or if it invokes a method that eventually leads to an invocation of method x.
Recycle See garbage collection.
Recurrence relation An algorithm for generating the terms of a sequence by using the terms previously determined. See the Fibonacci sequence.
Reduced problem In a recursive algorithm, a problem similar to a problem to be solved that is closer to the base case and eventually becomes the base case.
Red-Black tree A self-balancing binary search tree that assigns a color (red or black) to each node in the tree as part of its balancing algorithm.
Reference variable A variable that stores a memory address.
Restricted structure A set of data structures whose operations and access modes are severely restricted. Among other restrictions, the Fetch and Delete operations are combined, key field mode access and Update are not allowed, and node number mode is restricted.
Return A programming language statement that terminates the execution of a nonvoid method and returns a value to the invoking method.
Right child In the standard depiction of a binary tree, the node below and to the right of a node.
Right subtree In the standard depiction of a binary tree, all of the nodes below and to the right of a node.
Root The unique first node in a tree (that has no predecessor).
Rotation A repositioning of nodes performed by AVL and Red-Black trees as part their balancing algorithms.
Run-time The time during which a program is in execution.
S
Scope of an item That part of a program in which the item can be accessed.
Search tree A tree whose nodes are positioned to facilitate the operations performed on them (e.g., binary search trees, AVL trees, Red-Black trees).
Secondary clustering In a hashed structure, when nodes with the same home address (although scattered throughout the primary storage area) generate the same sequence of collision addresses.
Sentinel A signal.
Sentinel value An unrealistic value of a data item.
Sentinel loop A loop that terminates when a sentinel value is detected.
 
Sequential search A search technique in which the items of a linear list are searched in item number order.
Shallow copy The process of copying the address of an object from one reference variable to another. Both variables then refer to the same object. A new object is not created.
Shortest path The path between two vertices in a directed graph that the minimizes the sum of the edge weights.
Siblings In a tree, nodes with the same parents. In a graph, siblings are vertices that have an edge from a common vertex, assuming the common vertex has already been visited.
Simple cycle A simple path in which the first and last vertex is the same.
Simple path A path in which all vertices encountered along the path, except possibly the first and last vertices, are distinct.
Singly linked list A linked list in which each node in the list contains one link field.
Software engineering A branch of computer science that deals with the techniques of developing software products that are fault free, within budget, delivered on time, and satisfy the clients' needs now and in the future.
Software eng ineer A programmer that utilizes the techniques of software engineering to develop a software product.
Space complexity The efficiency of an algorithm from a memory overhead viewpoint.
Spanning tree The set consisting of a graph's vertices and a subset of its edges chosen such that each vertex can be reached from every other vertex and there are no cycles.
Stack A restricted data structure that operates on a last-in-first-out basis.
Stack frame The collection of information on a stack maintained by an operating system that is particular to a specific invocation of a method (subprogram).
Strongly connected digraph Given any two vertices in a digraph there is a way of reaching one from the other by traveling along the graph's edges, considering the direction of the edges.
Subclass See child class.
Subtree of a node All of the nodes in a tree whose root is a child of the node.
Successor Generally speaking, the node that comes after a node in a structure. In a linked list, a node's successor is the node whose address is stored in its link field. In a directed graph, vertex a is vertex b's successor if there is a directed edge from vertex b to vertex a.
Super class See parent class.
Symmetric matrix A matrix, in which, for every pair of elements aij and aji, a ij = aji.
Synonym Two keys that map into the same home address of a hashed structure's primary storage area.
T
Time complexity The efficiency of an algorithm from an execution speed viewpoint.
Token An item in a string delimited by white space.
 
Top of a stack The position in a stack were the next pop will be performed.
Traversal The process of locating and visiting each node in a structure once and only once.
Tree A connected graph with no cycles.
U
Underflow The error that occurs when an attempt is made to fetch (and delete) an item from an empty restricted structure.
Undirected graph A graph in which bidirectional travel is permitted along its edges.
Update A fundamental operation performed on data structures that changes the contents of the fields of a node stored in the structure.
User The person interacting with a program while it is executing.
Unicode A table of characters and the 16 bit patterns that represent them. The ASCII characters are the first 128 entries in the Unicode table with eight zero's added to the high order side of the ASCII bit representations. Java represents characters internally (i.e., in storage) using the Unicode table.
V
Variable A named memory cell that stores a specific type of information, and whose contents can change during the execution of a program.
Vertex A node in a graph.
Visiting a node The process of performing an operation on a node in a data structure.
Void method In Java, a method that does not return a value. In other programming languages, a method that does not return a value by way of a return statement.
W
Wall time The passage of time as measured by a clock (on the wall).
Weakly connected graph A connected digraph that is not strongly connected.
Weighted graph A graph whose edges are each assigned a value.
Weight of an edge See edge weighting.
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compared to trees and linked lists
connectivity (see graph connectivity)
definition of
depiction of
depth-first traversal
implementation using arrays
maximum number of edges
minimum spanning tree
operations (see graph operations)
representing edges (see graph representations)
representing vertices (see graph representations)
shortest path (See also Dijkstra's and Floyd's algorithms)
spanning tree
terminology (see graph terminology)
transitive closure matrix (see also Warshall's algorithm)
traversing (see traversing graphs)
H
hashed structures. See also direct hashed structure and LQHashed structure
advantages of
direct hashed
dynamic (see dynamic hashed structures)
LQHashed structure
non-perfect LQHashed structure (see also non-perfect hashed structures)
operation algorithms
perfect (see also perfect hashed structures)
performance of
primary storage area
primary storage area size
schemes
hashcode method
hashing. See also non-perfect hashed structures
access function
alphanumeric keys (see preprocessing algorithms)
buckets
collisions (see collision resolution algorithms)
current loading factor
linear probing (see collision algorithms)
linear quotient probing (see collision algorithms)
loading factor
maximum loading factor
numeric keys (see preprocessing)
open addressing (see collisions)
perfect (See also perfect hashed structures and direct hashed structure)
preprocessing (see preprocessing)
process
quadratic probing (see collision algorithms)
hashing access functions
direct
division
perfect
Hashtable class
client code
constructors
encapsulation (lack of)
equals method
generic nature of
hashCode method
key types
methods
use of
hasNext method
header
heap
array representation
definition of
examples
implications of
heap sort
algorithm
definition of a heap
highest-level right-most parent
initial heap
initial heap process
overhead
performance
performance comparison
re-heap down algorithm
sort effort
sorting the heap
sorting the heap process
speed complexity
swap effort
hashed structures
height of a tree
heterogeneous data set
in a generic structure
high probability of access ordering
homogeneous data set
homogeneous structure
and generics
I
imbalanced trees
implementations
binary search tree
graph
generic optimized array
generic stack
hashed structure
iterator
optimized array
queue
singly linked list
stack
implements key word
index
indirect recursion
information bytes
inheritance
initial heap
initialization of structures
array-based
binary trees
graphs
hashed structures
linked list
queues
stacks
inner classes
inorder traversal
input method
insert operation
inserting edges
inserting nodes
array-based structures
binary search trees
graphs
hashed structures
linked structures
queues
stacks
interfaces
Comparable
KeyMode
GenericNode
interface
iterative solutions
iterator
advantages of
client side multiple iterators
client side single iterator
external
implementation of multiple iterators
implementation of single iterator
internal type
Java's ListIterator class
methods
multiple iterators
objects
operations
performance improvements
singly linked list iterator classes
J
Java API data structure classes. See API classes
Java built in types
Java character representations
Java code. See also methods and classes
array-based structure
binary search tree structure
deep copy
depth-first traversal
factorial
Fibonacci sequence
graph structure
hashed structure
initial data base loading
merge sort
node definition classes
queue
Quicksort
shallow copy
singly linked list node class
singly linked list structure
singly linked list structure with Iterator
stack
Java generic typing. See also Java review-generics
Java Interface construct
Java memory manager
garbage collection
Java methods
arraycopy
in ArrayList class
compareTo
in Hashtable class
hasMoreTokens
length
in LinkedList class
in ListIterator class
nextToken
in Stack class
in TreeMap class
Java primitive types
Java review
arrays of objects
arrays of primitives
classes
clones (see deep copy)
containership
deep copies
generics
get methods
inheritance
input method
method naming prefixes
objects
return
set methods
void and non-void methods
K
key
key field
key mode access
Knights Tour problem
L
last-in-first-out (LIFO)
leaf
deletion of
left subtree
length of an array
levels of a binary tree
levels of recursion
LIFO. See last-in-first-out
linear collision algorithm
linear complexity
linear list
access function
linear logarithmic complexity
linear probing. See linear collision algorithm
linear-quotient collision algorithm
default prime
example of
multiple accesses
primary clustering
secondary clustering
speed complexity
link field
linked hashed structures
buckets
collision resolution
density
hybrid
performance
performance comparison
primary storage area size
speed considerations
linked implementation of
graphs
hashed structures
queues
singly linked list
stacks
trees
linked list nodes. See singly linked list
linked lists
algorithm discovery methodology
circular singly linked
double ended singly linked
doubly linked
iterators (see iterators)
multi-linked
non-contiguous memory
performance of
singly linked (see singly linked list)
sorted singly linked
linked representation of trees
linked structures
advantages of
LinkedList class
client side
list iterator. See also iterators
advantages of
Listing class
Listing2 class
ListIterator class
client side
LNR
loading factor
direct hashed structures
LQHashed structure
optimum
logarithmic complexity
LQHashed structure
alphanumeric key preprocessing
collision resolution algorithm
default prime
delete algorithm
density
use of dummy node
fetch algorithm
generic considerations
getKey method
hashing algorithm
insert algorithm
implementation
implementation restrictions
loading factor
operation algorithms
performance
performance comparison
performance degradation
preprocessing
primary storage area sizing
ShowAll method
speed complexity
update method
LRN
M
macro level of a program
maximum loading factor
memory fragmentation
memory model
arrays
array of objects
array of primitives
containership
deep copy
dynamic hashed structures
objects
shallow copy
merge sort
algorithm
implementation
merging process
overhead
performance
performance comparison
speed complexity
sort effort
sorting process
swap effort
merging sorted sublists
method naming conventions
prefixes
methods
arrayCopy
compareTo
deepCopy
fourKplus3 prime generator
fibonacci
findNode
getAge
getKey
getPushed
Hanoi
hashCode
input
LNRoutputTraversal
mergeSort
nFactorial
outputIntegerArray
outputNumericArray (generic)
quickSort
setAddress
setPushed
setWeight
showAll
showEdges
showVertex
stringReverse
stringToInt
toString
transitiveClosure (Warshall's algorithm)
xToN
minimum spanning tree
algorithm
algorithm process
algorithm trace
application of
client side code
definition of
modularization
modulo arithmetic
multiple access problem
N
n factorial
friends analogy
iterative method
non-recursive definition
performance
recursive definition
recursive method
trace of method
nanosecond
new operator
action of
next field
nextToken method
nlog2n complexity
NLR
node
in binary tree
child
depiction of
in doubly linked list
dummy
leaf
parent
reference
root
in singly linked list
visiting
Node class
node deletion. See deleting nodes
node fetch. See fetching nodes
node insertion. See inserting nodes
node update. See updating nodes
node width
non-access instruction
non-open addressing
non-perfect hashed structures. See also LQHashed structure
alphanumeric keys
collisions
collision resolution algorithms
the delete problem
density
general flow
hashing functions
implementation of (see alsoLQHashed structure)
optimum loading factor
preprocessing algorithms
primary storage area optimum sizing rule
primary storage area sizing issues
prime number generator
search length
use of prime numbers in
non-void methods
null reference
in error detection
O
object
accessing (.operator)
arrays of
and classes
creating
deep copy of
memory allocation
reference to
shallow copy of
sorting
speed vs.primitives
Object class
open addressing
linear probing
linear quotient probing
problems with
quadratic probing
operators
dot (.)
new
optimized array-based structure. See UnsortedOptimized array-based structure
optimizing compiler
optimum loading factor
order of magnitude analysis. See Big-O
overhead
calculation of
definition of
example
fixed vs.variable
overflow
P
package access
parameters
parent
class
node
parent and child object references
parsing strings
StringTokenizer class
partition pointers
partitions
path
peek operation
perfect hashed structures. See also direct hashed structure
definition of
overhead
perfect hashing
minimum hashing function
static key set
and subtraction preprocessing
unique mapping
performance. See also data structure performance;algorithm complexity
pivot value
pointer
polynomial complexity
pop operation. See also stack array-based; stack linked based
post-fixed notation
evaluation algorithm
post-order traversal
preorder traversal
preprocessing
preprocessing algorithms
alphanumeric key method
digit extraction
fold shifting
pseudorandom
subtraction
primary clustering. See clustering
primary storage area
schemes
primary storage area sizing
direct hashed structure
LQHashed structure
non-perfect hashed structures
prime numbers
four-k-plus-3 (4k + 3)
generator algorithm
generator method
table of
use in hashed structures
primitive data types. See also built-in arrays of
priority queue
private access
probability of operations
procedural abstraction
program
standard for goodness
pseudo key
pseudo loading factor
pseudorandom preprocessing
public access
push operation. See also stack array-based; stack linked based
Q
quadratic complexity
quadratic probing
clustering
multiple accesses
short comings
Queens Eight problem
queue
analogy
applications of
array based
in breadth-first traversals
circular
dequeue
empty
enqueue
expanded features
FIFO
front
full
link based
operations and errors
overflow
performance
performance comparison
peek operation
priority queue
rear
representation of
vs.stack
queue array-based
client code
density
dequeue algorithm
encapsulation
enqueue algorithm
front
garbage collection (recycling)
implementation
initialized state
memory model
numOfNodes
overflow condition
performance
rear
size
speed
underflow condition
Queue class
Quicksort
algorithm
implementation
overhead
partition pointers
partitions
performance
performance comparison
pivot value
popularity of
speed complexity
sort effort
sorting process
swap effort
R
reachability matrix. See transitive closure matrix
record
recurrence relation
recursion
base case
binary search tree traversal
definition
domino analogy
direct
dynamic programming
flow chart of
formulating recursive algorithms
general solution
indirect
iterative alternative
levels of
merge sort
methodology
nfactorial
performance considerations
performance comparison vs.iteration
practice problems
problems with
quicksort
reduced problem
run-time stack implications
Towers of Hanoi
recursion practice problems
Fibonacci sequence
reverse a string of length n
table of problems
table of solutions
Towers of Hanoi
xn
recursive algorithms
backtracking
Fibonacci sequence
findNode
merge sort
nfactorial
quicksort
reverse a string of length n
Towers of Hanoi
tree traversal
xn
red-black trees
deletions
extent of imbalance
fetch algorithm (see binary search tree insert)
inserts
maximum number of levels
ordering conditions of nodes
performance vs.AVL
re-balancing condition
rotations
reduced problem
for several problems
reference variables
null references
re-heap down algorithm
re-initialize operation
relative speed
case study
methodology
representing graphs. See graph representations
requirements phase
restricted structures
application subset
difference in the fetch-delete operation
queue (see queue)
restrictions on operations
restrictions on access
stacks (see stack)
retrieve operation. See fetch operation
return statement
right child
right subtree
root
of a heap
of a tree
rotations
in AVL trees
in red-black trees
row-major order
run-time stack
S
searching
arrays
binary trees
binary search
graphs (see sequential search;linked lists; traversing graphs)
linked lists
sequentially
search length
linear quotient collision algorithm
at optimum loading factor
secondary clustering. See clustering
seed value
self-balancing trees
AVL trees
red-black trees
sequential search
performance of
setAddress method
set prefix
shallow copy
in a data structure
syntax
water analogy
shortest path. See Dijkstra's shortest path algorithm;Floyd's algorithm
showAll method
sibling
node (children of same parent)
vertex
singly linked list
algorithm discovery methodology
client side
defined
delete algorithm
delete traversal
density
dummy node
fetch algorithm
fetch traversal
header
implementation
implementation level graphic
initialization
insert algorithm
l field
linked Nodes
next field
Node (inner) class
Node objects
operation algorithms
overhead
performance
performance comparison
showAll method
speed complexity
stack
standard graphic
traversals
update algorithm
skewed tree
problems with
remedies
software cost
software engineering
sorted array. See also sorted array-based structure
binary search
Sorted array-based structure
binary search (see alsobinary search)
delete algorithm
density
encapsulation of
errors
fetch algorithm
garbage collection
initialization
insert algorithm
operation algorithms
performance
speed complexity
update algorithm
sorted linked list
sorting. See also sorting algorithms
comparisons
minimum sort effort
minimum time to sort nitems
motivation for
performance
sort effort
sorting objects
swaps
sorting algorithms
Binary Tree (see alsobinary tree sort)
Bubble (see alsobubble sort)
Heap (see alsoheap sort)
Merge (see alsomerge sort)
performance comparison
Quicksort (see alsoquicksort)
sorting algorithm performance
sorting the heap
space complexity
spanning tree. See also minimum spanning tree
algorithm
application of
definition of
determination of
examples of
implementation guidelines
sparse matrix
Stack class
stack
applications
analogy
array-based
expanded features
frame
in depth-first traversals
last-in-first-out
LIFO
operations and errors
overflow
peek operation
performance
performance comparison
pop operation
push operation
in post-fixed evaluation
vs.queue
use in recursion
run-time
top
underflow
stack array-based
client code
density
encapsulation
garbage collection
generic implementation
implementation
initialized state
memory model
overflow condition
performance
pop algorithm
push algorithm
speed
top
size
underflow condition
Stack class
generic implementation
Java's API class
stack link based
as singly linked list
using SinglyLinkedList class
Standard abstract data
Standard Template Library
state of the machine
static methods
String class
string preprocessing
StringTokenizer class
subarray
subscripted variables
subtraction preprocessing
subtree
super class. See parent
super key word
swapping
in fetch algorithms
in sorting algorithms
System class
T
telephone information request case study
node description
time complexity
token
top
toSting method
total bytes
Towers of Hanoi
trade-off process
criteria (see alsodensity vs.node width)
factors
speed
transitive closure matrix. See also Warshall's algorithm
traversing graphs
breadth-first
depth-first
use in determining connectivity
traversing lists
traversing trees. See binary tree traversals
TreeMap class
client side
Comparable interface
trees. See also binary trees;binary search trees
advantages of
array based representation
AVL
balanced (see binary trees)
binary tree
binary tree traversals
directed
graphical depiction
height of
implementation of
levels
linked representation
operation algorithms
red-black
skewed
terminology
triangular series
2i + 1, 2i + 2 rule
type place holders
U
unbalanced trees. See imbalanced trees
underflow
undirected graphs. See also graphs
Unicode
ASCII subset
Unsorted array-based structure
delete algorithm
density
encapsulation of
errors
expansion of
fetch algorithm
garbage collection
initialization
insert algorithm
operation algorithms
performance
speed complexity
update algorithm
Unsorted-Optimized array-based structure
client code
delete algorithm
delete optimization
density
encapsulation of
errors
expansion of
fetch algorithm
fetch optimization
garbage collection
implementation (baseline)
implementation (with utilities)
initialization
insert algorithm
operation algorithms
performance
showAll method
sorted on probability of being fetched
speed complexity
update algorithm
utility methods
updating nodes
V
vertex
adjacent
descendent
insert
operations on
representing
siblings
visiting
vertices (see alsotraversing graphs)
visiting a node (see alsotraversing graphs)
void (vs.non-void) methods
W
Warshall's algorithm
algorithm
client side code
implementation
speed complexity
transitive closure matrix
transitive property in mathematics
weighted edges
weighted graphs
wrapper classes
implementation of
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Unsorted Array Insert Algorithm
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Unsorted Array Delete Algorithm

1. 1 access the node (assumss the node Is In the structure)
2 1=0;
. while(targetiKey 1= data[(lkey) 1 SargetKey not found
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Unsorted Array Fetch Algorithm

1. 1 access the node (assumss the node Is In the structure)
2 1=0

. while (targetkey |- data[llkey())

4 s

}
6. /1 return a copy of the nods o the dlient:

return data[l) deepCopy():
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Unsorted Array Update Algorithm

1. Invoke the Delete operation o delete the nade with the key field targetkey.
2. Invoke the Insert operation to Insert the node newNode.
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Fetch Alg

1. access the node using a binary search (assumes the node s In the structure)
2 lw=0;

3. high= next—1;

4 1= (low+ igh) / 2;

5. while (targetkey |- data{ll key)

6. { H(targetkey < datalJkey &4 high = low)

7. {hgh=1—% /I move bighdown to climinate the upper half of the array
8 dee

9. {low=1+} /I move lowup 1o eliminate the lower haf of the array
0. 1= (low+ high) / 2;

"oy

12. return data[l) deepCopy():
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Sorted Array Delete Algorithm

1. access the node using a binary search (assumes the node Is In the structure)
2 lw=0;

3. high= next—1;

4. 1= (low-+ high) 1 2;

&, while (targetkey |= data{l] key && high I= low)

6. { H(targetkey < data[Jkey)
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7. {high=1-%}  // move high down to eliminate the upper half of the array
8 cee

9. {low=I+t}  //move low up to eliminate the lowsr half cf the array

0. 1= (low+ high) / 2;

"oy

12. /1 move all the references up to delete the nod and collect the garbage
18, for(j = ] < next— T o)

14, { data[[] = data[] + 1}

.}

16. next = next —

17. data[next] = null;
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Sorted Array Insert Algorithm

1. 1 assumes targetKey s the key of the node to be Inserted
2. //find the node's place In sorted order using a binary ssarch
3. low=0;
4. high

et —1
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. I= (low + high) / 2;
6. while I(targetkey < data[l] && targetKey > datall ~ (Lkey)
7. { W(targetkey < data[Jkey)
B
a.

{ high=1—1} 1/ move high down to eliminate the lower half of the array
clee

10, { low=1+%} /1 move low up to clivinate the lower half of the array

N 1= (hgh+low) 125

3

. J/ move al the nodes down to"open up" a spat;for the new node
4, for(] = nexts >= §|-)

. { datalf] = datal) -1}

6.}

7. et = et + 1

1B. 1/ add a decp copy oF the new node 1o the structiro

19, datall] = newNods.deepCopy();
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Unsorted-Optimized Fetch Algorithm

1. access the node (assumss the node Is In the structure)
2 1=0;

. while (targetkey I= data{ll key)

4 s

}

node = datalf] deepCopy(); /! copy the node before It i relocated

o
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7. (1= 0) // move the node reference up one position
8. { temp = data[1 T}

9. data[l—1)= datall}:

10, data[l] = temp;

"oy

12. return node; // retum a copy of the node
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Unsorted-Optimized Delete Algorithm

1. 1 access the node (assumss the node Is In the structure)
2 1=0;

. while (targetkey |- data{ll key)

4 s

;2

11 move the last node Into the deleted nade's position
datall) = data[nact — 1
next = next —1;

N®
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Unsorted-Optimized Insert Algorithm with Error Checking

H(next == size) // the structure Is ful
return falsc;
datalnext]= newNode.deepCopy() /! store a desp copy of the node Inserted, newhlods.
next = next + ; /1 prepares for the next Insert
return true; // the node was Inserted

LIENCENES
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1
2
3.
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s.
e
7.
B
a.

11 access the node

i=0;

while (1 < next & targetKey |= data[(]key)

{hn

;3

H(1== next) // node not found

return null

o = datall deopCopy(); / copy the nod
1 move the node reference up one position

i

{ tomp = datafi ~1);
datal|—1] = datall}
datall] = temp;

}

reburn node;

/ return a

the node.
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im with Error Checking

1. 1 access the node.
2 1=0;
. while (1 < next 84 targetkey I= data[[] key)
4 s

}

6. (1= next) // node not found
7. retur falec;

8./ move the last node Into the deleted node's position
9. datall] = data[next — 1)

10, next
. return true; // node found and delzted

ot —1;
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1
2
3.
4.

B

Unsorted-Optimized Upd:

fales) // node ot In the structure

Igorithm with Error Checl

1 (delete(targetKey)
return falsc;

elee (insert(newNods)
return falec;

elec

falee) // Insuffcient memory

return true; // node found and updated
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23.
24,

public class Listing
« private String nane; // key field
private String address;
private String nunber;
public Listing(String n, String a, String num)
. nane = n;
adaress
nunber

i

public String toString()

{ return(“Nane is * + nane +
*\nAddress is * + address +
*\nhumber is * + number + *\n*);

i

public Listing deepCopy()

{ Listing clone = new Listing(nane, address, nunber);
return clone;

i

public int compareTo(String targetKey)

{ return(nane.conpareTo(targetKey)) ;

public void setAddress(String a) // coded to denonstrate
11 encapsulation

{ address = a;

} 1/ end of setAddress method

25.} // end of class Listing
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Inser Bob's Node
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unsortedOptimizedArray boston = new unsortedOptimizedArrayi ),




92_2.jpeg
poolean success = poston.insert(bill);
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boston
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p1ll.setAddress( "2nd street” )
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p1ll.setAddress( "2nd street’ );
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boston before delete boston afier delete
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public
public
public
oublic

‘boolean insert(Nodelype newlode)
NodsTyps feteh(keyType targetkey)
boolean delste(keyType targetkey)
boolean update(keyType targetKey, NodeType newContents)
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1.
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3
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5.
6.
7

a

public cl

s MainunsortedOptinizedArray
public static void main(String(] args)

UnsortedOptinizedarray boston = new Unsortedoptiizedarray();
Listing temp;

11 Test of the constructor

Listing bill = new Listing(*Bill", "First Avenue’, *345 7474°);
Uisting mary = new Listing(*Mary", “Second Avenue’, 123 4567
Uisting ton = new Listing(*Ton, ‘Third Avenue®, *999 9999°);

1/ Test of the insert and fetch methods. Outputs true, true, null,
17 8111 ang uary

Systen.out.println(***+ Test of the insert and fetch methods *+*);

Systen.out println(boston. insert (bill)
Systen.out println(boston. insert (ary)
Systen.out println(boston. fetch(*Toa")
temp = boston. fetch(*B111°)

Systen.out .println(tenp. toString());
temp = boston. fetch(*Mary");
Systen.out..printin(tenp. tostring());

11 Test of encapsulation. Output Mary's new listing, then the
1] encapsulated listing (which should be unchanged)
Systen.out.println(**** Test of the data encapsulation
mary.5etAddress(*Ninth Avenue®); // will not change the
71 encapsulateq listing
Systen.out.printin(sary. toString());
temp = boston. feten(“Mary*)
Systen.out . println(tenp. tostring());

11 Test of the Delete method. Next three outputs should be false,
17 true, and aul1

Systen.out.printin(**+* Test of the delete method
Systen.out println(boston.delete(*Ton"));
Systen.out println(boston.delete(*Bill"));
Systen.out.println(boston. fetch(*Bi11*));

1/ Test of the Update method. Output should be false, true, and
77 nul, followed by Bill's updated listing (Toa's listing)
Systen.out.println(*\n*+* Test of the update method *+*");
Systen.out println(boston.update(*ton", mary));

boston. nsert (bill);

Systen.out. println(boston.update(*Bill", tom));

Systen.out println(boston. fetch(8111°));

tomp = boston. fetoh(“Toa"

Systen.out .println(tenp. toString());
Systen.exit(0);

} /1 end of main method

} 71 end of class MainUnsortedoptinizedArray
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“** Test of the insert and fetch methods

true
true

null
Name is Bi
Addressis First Avenue
Number is 345 7474

Name is Mary
Address s Second Avenue
Number is 123 4567

*** Test of the data encapsulat
Name is Mary

Address s Ninth Avenue
Number is 123 4567

Name is Mary
Address i Second Avenue
Number is 123 4567

*** Test of the delete method ***
false
true
null

*** Test of the update method ***
false

true

null

Name is Tom

Address is Third Avenue

Number is 999 9999
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for(int i = 0; i < 50; i++)

{ newListing.input();
boston. insert (newlisting) ;

}
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{ private String name; // key field
private String addres:
private String nunber;

{ name

1
2
3
.
5. public Node(String n, String a, String nun)
6
7
8

address = a;

. number = nun;

9.}

0. public String toString()

11, { return(*Name is ° + name +

12. “\nAddress is * + address +

13. “\number s * + number + "\n°);

oy

5. public Node deepCopy()

16, { MNode clone = new Node(name, address, number);

17. return clone;

8. )

19, public int compareTo(String targetKey)

20 { return(nane.conpareTo|targetKey));

21, )

22, public void setAddress(String a) // coded to denonstrate
/1 encapsulation

23 { address = a;

24, )

25.  public void input()

26, { name = JoptionPane.showInputdialog(“Enter a name®);

27. address = JOptionPane. showInputDialog(*Enter an address');

28, number = JOptionPane. showInputDialog(*Enter a number*);

20, } // end of inputhiode method
0.} // end of class Node
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public class UOAUtilitics

{ private int next;
private int sizo!
private Node[) data;

public UOAUtA1itios()
{onext =0

size = 100

data = now Node[size];
} /1 nd of constructor

public UOAUt1lities (int 5)

{next =0
data = now Nodo[s];

} /1 ond of constructor

public boolean inssrt (Node nowliods)
U ##(noxt >= size) |/ the structure is full
roturn false:
data(next] = newNode.despCopy ()3 // store a daep copy of the
11 clionts nodo

1f(datafnext]
roturn false:
next = noxt + 1 // prepare for the next insert
Feturn true;
} 11 ond of indort mothod

= nu11)

public Node fotch(String targotkey)
. Node nodo:
Node temp;
11 access the nods using a sequential search
nt 1= 0;
whilo(1 < next &4 I (data1].compareTo(targstKey) =
O e
}
1#(4 == next) // nods not found
roturn null;
11 deep copy the node’s information into the client's node
node = data[1].doepCopy ();
1/ move the nodo up ono position in the array, unless it is the
11 first nods
£(1 1= 0) // bubblo-up accessed nods
{ tomp = datali - 1);
datas - 1] = datalil;
datafi] = tomp

o)

¥
feontrues)
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return node;
} /1 ond of fetch method

public boolean delste(String targstKey)
L /1 access the node using a sequential search
nt1=0;
while(i < noxt & I(data[i].conpareTo(targotkey) == 0))
farte
¥
(i = next) // nods not found

return false;
1/ mova the last node into tha deletad noda’s position
data[d] = datalnext - 11;

datafnext - 1] = null;

next = next - 1;

Feturn true; // node found and delsted

} /1 ond of the delete method
public boolean update(String targstKey, Node nowNiode)
{ if(dolote(targetkey) == false) [/ fiods not in the structurs
return false;
olse if(insort (newhode) == false) // insufficient menory
return fals:

olse
Foturn true; // nodo found and updated

} /7 ond of updats method

pubLic void showALl()

{ for(int i=0; i < next; irs)

Syston.out.println(data(i] .toString()) ;
¥ /1 ond of showAll method
.} /1 ond of class UDAUtilities
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SFEALLLEARE BOSTON = MW CESUESIET TN 4 10O |
boston.showAll():
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A Java Array Copy Algorithm

1. tomp = data; I/ set temp 1o reference the array to be expanded, data
2. data = larger; I/ both data and larger now reference the expanded array
5.1 the code to copy the contents of temp Into data Is coded here
4.

emp = null; / send the original array to the systems memory manager
larger= null; // only data should reference the expanded array
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public boolean insert (Nodelype newNode)
oublic NodeType fatch (int nodeNumber)
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FOFLAle & = B = 8 ThEp.SMgtnsly a1t
data[i] = temp[i]:
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system.arraycopy(temp, 0O, data, O, temp.length);
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JOA boston <Listing> = new UOA();
newYork <Node> = new UOA():
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public class UDA<T>
{ private int next
private T(] data
private int size

public UOA()
 next = 0;

size = 100;

data = (T[]) new Object(100];

} /1 end of constructor

public UOA(int s)

 next = 0;
data = (T[]) new Object(s];
size

} /1 end of constructor





ch02fig32.jpeg
public boolean ins
{ Keylode node

f(next >= size
return false;
data[next)
1f (data[next]
return false;
next = next + 1
roturn true; |
} /1 end of insert

ert(T newlisting)
(Keylode) newListing;
)

11 check for too many listings

(T) node.deepCopy();

null) // check for insufficient memory

I insert perforned
method
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PHESSE JHCRPTACS hbywoas

{  public abstract Keylode deepCopy(); // perforns a deepCopy of the
/1 invoking object

}
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public Keyllode fetch(0bject targstkey)
{ KeyMode node = (Keylode) data[0];
17 access the node using a sequential search
T tenp;
int i< 0;
while(i < next & node.compareTo(targetkey) 1= 0)
O iees
node = (Keyode) data(il;
)
1f(1 == next) // the node with the given key was not found
roturn null;
11 deep copy the nodes information into returned node
node = node.deepCopy () ;
17 move the node up one position in the array, unless it is the
11 first node
4#(3 1= 0) // bubble-up accessed node
( temp = aatali - 1
data(i - 1) = data[il;
datal1) = temp;

)
return node;
} 1/ end of the fetch method
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{ public abstract Keylode deepCopy(); // perforns a deepCopy of th
11 invoking object
public abstract int compareTo(Object other); // returns 0 for equality
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66.

public boolean delete(Object targetkey)
{ Keylode node = (Keylode) data[0];
11 access the node using a sequential s
nt 1= 0;
while (i < next & node.conpareTo(targetkey) != 0)
Py
node = (Keylode) datalil;

reh

)
1f(3 == next) // the node was not found
return false;
// move the last node into the deleted node's position
data[i] = datalnext - 1];
datalnext - 1] = null;
next = next - 1;
return true;
} /1 end of delete method
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public boolean delete(int nodelumber)
oublic boolean update(int nodeNumber, NodeType newContents)
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public boolean update(Object targetkey, T newtiode)
{ 1f(delete(targetkey) == false)
return fals
else if (insert(newlode) == false)

roturn false;
else
return true;
} /1 end of update method
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public class UOA<T>

1

private int next;
private T(] data;
private int size;

public UOA()
O next
data

(TL1) new Object[100];

contnues)
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0.} /7 end of constructor

2] public WoA(int 5)
18 next

14, data = (T(]) new Object(s];
is. size = 5

16, } /7 ond of constructor

17,

18.  public boolean insert (T neulisting)
9. { Keyllodo nodo = (Koyllodo) newlisting;

20, if(naxt >= siza)
21 roturn falso; // check for too many listings
22 data[next] = (T) node.deopCopy ();

1 (data(noxt]
roturn false;

null) // check for insufficient memory

next = next + 1;
return true; /] insart perforned

27} /1 ond of insert method

28

200 public Keyllods fotch(Object targotkey)

30, { // accoss the node using a sequential search, returns null for
17 not found

ar. Keyllode node = (Keyllode) data(0];

a2, T ton

23, int 1= 05

2. while(1 < next 84 nods.conparsTo(targetkey) 1= 0)

as. s

26, node = (Keyllode) datalil;

a7, b

38 1#(1 == next) /7 the nods with the given key was not found

20, return null;

40/ desp copy the nodes information into returned node

. node = nods. deapCopy();

420/ nove the node up one position in the array, unlsss it is the
17 first node

. 4F(3 1= 0) // bubble-up accessed node

s { tomp = datali - 1

5 datafi - 1) = data[i);

6. datali] = tonp;

a7 i

8 return node

490} /7 end of the fotch mathod

50,

5. public boolean dslets(Object targstkey)

52, { KeyModo nodo = (Keyllode) data(0];

3./ access the node using a sequential search

54 int 4 =0

lcontnues)
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while (i < next & node.conpareTo(targetKey) = 0)
frs
node = (Keyllods) datalil;
¥
f(i == next) // the node was not found
roturn false;
1/ move the last node into tha deleted noda’s position
datal1] = datalnext - 1];
datalnext - 1] = null;
next = next - 1;
return true;
} /1 end of delets method

public boolean update (Object targstKey, T newtiode)
{ if (delste (targstkey) == false)
roturn false;
olse if(insart (nawoda)
roturn false;
olse
roturn trus;
} /1 ond of updats method

falsa)

public void showAll()
O for(int 1= 0; 1< next; ir+)
Systen.out.println(data[i] -tostring () ;
} /7 and of toString method
311 end of class UoA





ch02fig37.jpeg
public interface Keylode
{ public abstract Keyllode deepCopy(); // perforns a deepGopy of the
/1 invoking object
public abstract int compareTo(Object targetKey); // returns 0 for
// equality
public abstract String toString(); // added to prevent Objects tostring
11 method from executing,
11 technically not necessary
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UOA <Car> carbealeri = new UOA <tar> (700);
UOA <Car> carDealer? = new UOA <Car> (700):
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carDealert.insert (myTruck) :
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1. public class PhoneListing implements KeyMode // s three methods
2. { private String name; // key ficld

3 private String address;

4. private String number;

5. public PhoneListing(String n, String a, String num)

6  name = n;

7 address

8. number

. )

0. public String toString()

11, { return(*Name is ° + name +

12. “\nAddress is * + address +

13. “\nllumber s * + number + *\n°);

1)

5. public Keyode deepCopy()

16, { PhoneListing clone = new PhoneListing (name, address, number);
17. return clone;

18.

19, public int compareTo(Object targetKey)

20, { String tKey = (String) targetKey; // targetkey is a String
21, return(nane . conpareTo(tKey) ) ;

22, } // end of compareTo method
23.} // end of class PhoneListing
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1. public class MainUOA

2. { public static void main(String(] args)

3. { UDA <PhoneListing> NYC = new UOA<PhoneListing>(500);

a PhoneListing bob = new PhoneListing(*Bob”, "23 1st Avenue',
*183-4573") ;

s PhoneListing roy = mew PhoneListing(*Roy", "421 east 24th Street"
*897-2232") ;

6.

7. NYC. insert (bob) ;

8. NYC. insert(roy) ;

9. Systen.out.println(NYC. fetch(*Roy*) .tostring());

10. Systen.out . println(NYC. fetch(Bob ) . tostring())

11, ) /7 end of main method

12. ) /1 end of class MainUoA

Output:
Name is: Roy

Address is: 421 East 24th Street
Number is: 897-2232

Name is: Bob
23 Ist Avenue
1334573
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UUA carbealeri

new UODA(700) ;
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car myCar = new Car();
carDealert.insert (myCar) ;
Truck myTruck = new Truck();
carDealeri.insert (myTruck):
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ArrayList pboston = new ArrayList(); // initial size detaults to 10 nodes
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‘Some of the Methods Availabl in the API class ArrayList

Basc  Arraylist
Operation | Method Name Coding Examplei®
Insert add  poston.aga(tom); // uses index 0
bostan.aga(nary); // uses ingex |
bostan.aga(2(); // uses index 2
Fetch got tomp = (Nock) boston.get(1) // Faten nary
tomp = (Node) boston.get(0) // fotch <on
int 5 = (Integer) boston.get(2) |/ fatch 21
Delete | remove | boston.renove(t); // nary is delates
Update st boston.set(o, nary); // ton now nary

boston.set(1, 999.80); 1/ 21 now 999,50

A ssumee the code is execnted in the order shown.

Comments

the 21 gets
wrapped

coercion not
necessary for
homogeneous

21 moves up to
index 1

the 999,89 gets
wrapped
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Fourth Coin Inscrcd
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Second Coin Inseried
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Operation Result “The Stack After the Operation

pop() nodeAis returned empry

pop() “*Undelow Fmor® empry

push(nodes) el s stored
push (nodec) PodeC i stored
push(nodeD) nodeD s stored
push (nodet) *#*Ovetlow Error®

e
s
>
e
s
e
e
s
e
s

pop() nodeD s retarned
pop() 0deC i returned
pop() el s returned empry

pop() “Underlow Ermore+ empry
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Update( fom, 16);
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1. if{top == size—1)

2. retum false; // ** overflow error **

3. else

4. {top=top+1

5. data[top] = newNode.deepCopy();

6. retum true; // push operation successful
7.

}
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Full State: The Next Push Generates an Overflow Error
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Htop

else

top=top—1;
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8.

public class Stack
{ private Listing(] data;
private int top
private int size;
public Stack()
{ top = -
size
data

100;
new Listing[100];

}

public Stack(int n)

O top
size = n}
data = new Listing[n];

}
public boolean push(Listing newNode)

 if(top = size - 1)
return false; // ** overflow error **
else
{ top = top + 13
data(top] = newNode.deepCopy();
return true; // push operation successful
)

}
public Listing pop()
{ int topLocation;
1f(top == -1)
return null; // ** underflon error **
olse
{ topLocation = top;
top = top - 1;
return data[topLocation];

i
¥
pubLic void SNoWALL()
{ for(int i = top; 1% 0; 1--)
Systen.out.println(datali].tostring());
} 1/ end of showAll metnod
} /1 end of class Stack
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1. public class Listing
2. ( private String nane;

3. private String address;

4. private String number;

5. public Listing()

6 ¢ name =

7. address

8. number = *

.

10 public Listing(String n, String a, String num)
1. { name = n;

12 address -

13 funber = nun;

u oy

5. public String tostring()

16, { return (*Name is * + name + “\n* +

17 “Address is® + address + "\n* +

18 “Number is® + nuaber + *\n*);
[EN

20, public Listing deepCopy()

21, { Listing clone = new Listing(nane, address, number);
22, return clone;

23. ) // end of deepCopy method
24.} // end of class Listing
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1. public class MainStack
2. { public static void nain(String(] args)

3. { stack s = new stack(3);

4 Listing 1;

5. Listing 11 = new Listing("Bill®, “1st Avenue®, *123 4567°);
6 Listing 12 = new Listing(*AL", ' “2nd Avenve®, 456 3282°)}
7 Listing 13 = new Listing("Wike*, °3rd Avenue®, "33 3333°);
s Listing 14 = new Listing(*Carol*, “4th Avenue®, "44 4444°);
9. /7 an attempt to pop an (empty) stack will return mull

10. Systen.out.println(s.pop());

1. /1 perforn three pushes to fill the stack and then output it
12, Systen.out.println(s.push(11));

13 Systen.out println(s.push(12)

14, Systen.out.println(s.push(13));
15. 5.ShowALL();

16. 11 perforn three pop operations to empty the stack

17. 1= s.pop();

18. Systen.out.println(1.tostring());

19. 1= s.p0p();

20. Systen.out.println(1.tostring();

21, L= s.pop();

22, Systen.out.println(1.tostring());

23, /1 an attenpt to perform a pop on an empty stack will return mull
24, 1= s.p0p();

25. Systen.out.println(1);

2. systen.exit(0);

27.  } // end of main nethod

28.} // end of class Mainstack
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Evaluation of Two Postfixed Arithmetic Expressions 23 +4 * and 234 * +

New Postfixed String.
Postfixed Operator Two Previous (value replaces operator
St Swing Encountered Operands  Value and operands)
1| 23442 + 23 54¢
2 54¢ o 14 2
3 2 none, so
23+4%
evaluates to 20
1| 234%4 » 34 12 212+
2 | 2n+ + 212 1 14
3 14 none, so
2340+

evaluates to 14
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-1) // stack empty,
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Contributions of the Terms of a Function of n, as n Gets Large.
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£ELCRAE
rear

else
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rear = (rear + 1) % size;
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Hf{numOfNodes

i size)

2. retum false; // ** overflow error **
3. else

4. {numOfNodes = numOfNodes + 1;

5. datafrear] = newNodedeepCopy();

6. rear=(rear +1) %size;

7. retum vrue; // Enqueue operation successful
8.

}
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1. H{numOfNodes == 0)

2. retum null; //** underflow error **
3. else

4. { frontLocation = front;

5. front = (front +1) % size;

6. numOfhodes = numOfNodes —1;

7. return dataffrontLocation];
&

}
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1. public class Queve
20 { private Listing(] data;
3. private int size;

4. private int nusOfhoges;
5. private int front;

6. private nt rear;
7. public Queve()

8. { size = 100;
9. nur0fiodes = 0;
10. front = 0

1. rear = 0;

12 data = new Listing[100];

)
140 public Queve(int n)

150 size=n;

16 nur0fodes = 0;

17, front = 0;

18 rear = 0;

19, data = new Listing[n];

)
210 public booles

enque (Listing newiode)

220 { tf(nusOfNodes == size)
2. return false; // ** overflow error +*
2. o

25. 1 nusoftiodes = nusOfhiodes + 1;

26. datarear] = newiode.deepCopy ();

27, rear = (rear + 1) % size;

28, roturn true; 1/ push operation successful
29, )

I

311 public Listing deque()

32, { int frontLocation;

3. #(nuaOfodes == 0)

30 Foturn null; [/ * underflon error ¢
as. e1se

36 { frontLocation = front;

a7 front = (front + 1) % size;

38 nus0fodes = nusoflodes - 1;

39 Feturn datal frontLocation];

0. )

ol

420 public votd snowAll()

430 { dnt i = front;

as. for(int ¢ = 1} ¢ < nusOfiiodes; cv)

a5 { Systen.out printin(data(1].toString();

6. L= (1) % size;
ar. )

48]} 11 end of shawall
490} 1/ end of class Queve

thoa
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1. public class Maindueue

2. { public static void nain(String(] args)

3. { Oueve q = new Oueue(3);

4 Listing 1;

5. Uisting 11 = new Listing(‘Bill", “1st Avenue®, *123 d567°

6 Listing 12 = new Listing(*AL", ' “2nd Avenve®, *456 3282°);

7 Listing 13 = new Listing("Wlike*, °3rd Avenue®, "33 3333°);

s Listing 14 = new Listing(*Carol®, “4th Avenue’, *444 4444");

B 17" an attenpt to perforn a dequeué on an initialized (empty) queve
/7 will return null

10. System.out.printin(q.deave()) ;

1. /1 perforn three enqueues to fill the queue and then output the
17 queue

12, Systen.out.printin(q.enque(11));

1. Systen.out println(q.enque(12)) ;

14 Systen.out println(q.enque(13));

15, Systen.out println(q.enque(14));

16, q.ShowALL();

17, /1 perforn three dequeue operations to empty the queue

18, 1= q.deque();

19, Systen.out.println(1.tostring());

20, 1= q.deque();

21 Systen.out.println(1.tostring());

22 1= q.deque();

23 Systen.out.println(1.toString());

240 // an attempt to perforn a dequeue on an empty queue will return
17 nu1y

25. 1 - q.deque();

26. systen.out.printla(1);

27. Systen.exit(0);

28]} // end of main method

29.} // end of class Queve
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1. public class GenericStack<T>
2. { private T[] data;

3. private int top;

4. private int size;

5. public GenericStack()

6 { top--1;

7 size = 100;

8./ data = newT[100);  data = (T[]) new Object(100];
o )

10, public GenericStack(1nt n)

1 top = -1;

12, size = n;

13, // data = new T(n];  data = (T(I)Inew Object(ni;
oy

15, public boolean push(T newlode)

16, { if(top == size - 1)

1. return false; // % overflos error

18, o1se

19, (top = top + 1;

200 // dataltop] = newNode.decpCopy(); data(top] = (T) in0de.decpCopy() ;
210 return true; // push oporation successful

22! )

230y

24, public T pop()

25, { int toplocation;

26 if(top == -1)

27, return mull; [/ “* underflon error *

28, else
29. { topLocation = top;

30. top = top - 1;

31, return data topLocation];

32, )

3. )

34, public void showAll()

35, { for(int i=top; 1>= 0; i--)

36. Systen.out.println(data(1] .tostring());
37. ) // end of showAll method

38.} // end of class GenericStack
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public interface Generichode
{ public abstract GenericNode deepCopy(); // clones the invoking object
public abstract String toString(); // added to prevent Object’s

/1 tostring method from executing
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GenerichNode node = (GenerichNode) newnNode;
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39.

public class GenericStack<T>
{ private T[] data;
private int top;
private int size;
public GenericStack ()

¢ top = -1;
size = 100;
data = (T(]) new Object(100);
i
public GenericStack(int n)
€ top = -1;
size = n;
data = (T(1) new Object(n];
i

public boolean push(T newliode)
{ Genericlode node = (Genericlode) newhode;

1f(top == size - 1)

return false; // ** overflow error **
else
{ top = top + 1;

data[top] = (T) node.deepCopy();

return true; // push operation successful
¥

i
public T pop()
{int topLocation;

if(top == - 1)
return null; // ** underflow error **
else
{ topLocation = top;
top = top - 1;
return data[topLocation.
¥

i
public void ShowALL()
{ for(int i = top; i >= 0; i--)
Systen.out.println(data[i] .tostring());
} // end of showAll method
} /1 end of class GenericStack
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ostackK<Node> NYL

new Stack<nNode=>() ;
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otack boston = new Stack();
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Table 3.4

Methods Available in the API class stack

Basic
Operaton

Testfor

Empty

Push

Finda
Nodes
Pasition on
the Stack

Pop

Peck

Stack Method
Name.

ompty.

push

search

pop

posk

Coding Examplett

s (boston.omty())
Syston.out.println("boston is sapty);

boston.push(tom); // adds ton to boston
bostan.push(sary) ; // adde mary to boston
boston.push(21); 1/ adds 21 to boston

S (boston.soareh(ton) 1= 1)
Syston.out.printin(Ton's nodo 1s not " +
at the top of the stack”

vt 4 = (Intoger) boston.pop() // Totch 21
tomp = (Node) boston.pep() // fotch nary
tonp = (Node) bostan.pap() // fetch ton

bostan.pushitom);
bostan.peok(1); // ton fotchad

R T R R

Comments

Returns trus if empty, otherwise
fass.

boston expands dynamicaly.
The 21 gets wrapped.

Returns a node’s posiion on the
stack.

Cosrcion not necessary for homo-
encous ses.

Nextpop throws an excepton.

tonis not deletd.
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e
string thisToken;

stringTokenizer tokens = new StringTokenizer (mathExpression);
while (tokens.hasMoreTokens())

{ thisToken = tokens.nextToken();

/1 processing for thisToken goes here

}
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q:next = n // reset Xs link tield to polnt to the new node
funext = p // set the new node's link field to point to node G
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ew Node(); // create the dummy node with h referencing it
null; // set the flelds of the durmmy node to null
hanext = null; // condition for an empty list
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1. Node n = new Node(); // create a new linked list Node object:

2a. nnext = hinext; // add the linked Node object to the front of the linked list

2b hnext=n;

3. nl = newllstingdeepCopy(); // deep copy the client’s information, reference the copy
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. Node p=hnext; // set p to refer to the first node In the list.
. while (p = null &4 targetKey |= plkey) // traverse the list
{ p=proxs;}
1 (pl=null) // retum a deep copy of the listing to be fetched
reburn pldeepCopy()s
else
reburm null // the request node s not n the list
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1. Node q:=h // set the tralling reference, g, to refer to the dummy node
Node p = hnext; // set p pointing to the first linked node (after the dummy node)
2. while (p = null 84 targetkey|= plkey) // traverse the list
{a=p 1l make q trall p throughout the traverse
p=pnext;}
3. if (p = null)
{ qnext = pextz } // “Jump over” the deleted node
retum brue;
else
retun false;
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1. Invoke the Delete operation to delete the node with the key field, targetKey
2. Invoke the Insert operation to insert the node: newNode
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1. public class SinglylinkedList
2. ( private Node h; // list hoader

3. public SinglylinkedList()

. Node(); // dusny nodo

5. a1l

6 nu;

7

5. public boolean insort (Listing nowlisting)
9. { Mode n = new Noda();

10. i#(n == null) // out of nenory

. roturn false;

12, olse

O nonoxt
honext

0.1 = noulisting.deepCopy();
Foturn true;

17, )

18] i Listing fotan(string targetiey)
20, { Modo p = h.noxt;
while(p 1= null’ && 1(p.1.compareTo(targetKey)
O p = pnext;
3
16(p 1= null)
roturn p.1.dsspCopy();
ols0
Feturn null;

o)

35

38
20,
0.
. roturn false;

2 )

4] public boolean update (String targstkey, Listing nowlisting)
440 ( if(deleto(targetkey) == fal

s roturn false;

6. olso if(insert (nowListing)
a7 roturn false;

8 roturn true;

oy
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public void showAll()
{ MNoda p = h.next;
while(p 1= null) // continue to traverse the list
1 Systan.out.println(p. L toString());
P = ponext;

¥
}
public class Node
1 private Listing 1;
private Node next;
public Noda ()
1
¥
} /1 ond of inner class Node
©} /7 ond SinglylinkedList outer class
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public class MainSinglyLinkedList
{ public static void nain(String(] args)
1 singlyLinkedList boston = new SinglyLinkedList();
Uisting 11 = new Listing("Bil1%, “1st Avenue®, 123 4567°);
Listing 12 = new Listing(*Al", “2nd Avenue, ‘456 3232°);
Listing 13 = new Listing("Hike*, "3rd Avenue®, 333 3333°);
boston.insert(L1); // test insert
boston. insert (12
boston. insert(13);
boston showa11();
13 = boston.fetch(*Mike®); // test fetoh of Mike
System.out.printin(1. toString());
boston.delete ("AL"); // test delete of Al
boston. showALL () ;
boston.update(“Mike", 12); // test update of Mike to AL
boston. showh11();
. Systen.exit(0);
180} /1 end nain nethod
19} /] end class NainSinglyLinkedList
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Search Algorithm

1olow=0;

2. high=(n-1)

5. 1= (High + low) /2

4 while (searchalue |= data[l) &4 high I= low)

5. { f(scarch¥alus < datall])
6. { high=1-1}// move high doan %o eliminate the upper half of the sub-array
7. elee

8. {low=1+1}// move low up o eliminate the lower half of the sub lst

o High + low) 1 2;
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The Pop Algorithm for a Singly Linked List-Based Stack

1. W{hnext == null) / st empty
return null

else

{p = hinextl /] step 1 of Figure 420

; /] step 2 of Figure 4.20

S

N

hnext
reture

next,
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1. public class MainSinglylinkedListStack

2. { public static void main(String(] args)

3. { singlyLinkedList boston = new SinglyLinkedList();

s Listing 11 = new Listing(*X", *1st Avenue’, *123 4567°);

5. Listing 12 = new Listing(*X, “2nd Avenue®, "456 3232°)

6 Listing 13 = new Listing(*X", "3rd Avenue’, 333 3333");

7 11 three “push* operations

8. boston. insert(11);

9. boston. insert (12);

10. boston. insert (13);

1" /1 three “pop* operations

12 13 = boston.feteh(*X"); // first “pop’

13 boston . delete (X" ;

1a. System.out.println(13); // autonatically invokes the tostring
/1 metno

15. 18 = boston.feteh(“X"); // second *pop*

6. boston.delete (*X") ;

1. System.out.println(13); // autonatically invokes the tostring
11 methog

18. 18 = boston.fetch(*X"); // third “pop"

190 boston.delete(*X");

20, System.out.printin(13);

21 Systen.exit(0);

22. ) // end of main method
23.} // end of class NainSinglyLinkedListStack

Program output:
Name is X

Address is 3rd Avenue
Number is 333 3333

Name is X
Address is 2nd Avenue
Number is 456 3232

Name is X
Address is 1st Avenue
Number is 123 4567
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Push invokes insert Popinvokes fetch and delete
aher creating a Li5t1ng object the StackListing
with the dummy key. X reference, ., 10 clent)

oo [ X [ ]

aListing ohject

x| Joomoss[XT7] |«

aListing object

insert
adds the LiSTing o the linked
Tt with key X

fetch
returns frs Listing object
(with key X)

delete
deletesfrs Listing
object (with key X)
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ey) // continue to traverse the list

h) // perform the operation
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if(rea
{ rear = newLink;

h.next = newLink; }
else

ull) // epecial case, empty list

{ rearnext = newlink;
rear = newlink;

}
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if(p == rear)

rear = null:
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while (p = null && newNode.compareTo(p.l.getkey()) > O) // continue traversal
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n.next.paci

lewLink;
newLink.back = null:
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public boolean Insert(int sortField, Listing newNode)
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Listing clone = deepCopy(newNode);
listl.insert(1, clone);
Ist2.insert(2, clone);
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f(sortFiel
String key = getKeyl();
else
String key = getkey2():
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(listNumber == 1)
list1.showAll()

else
list2.showAll();
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linkl.delete(keyl);
ink2.delete(key2):
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1instruction / clock pulse) X (1 pulse /2 X 10" seconds) = 0.5 X 107" seconds
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AR LIRCIN.
String nunber;

boston. i.reset(); // position the iterator, i, at the dummy node
// add an area code to all the listings
while(boston. i.hasNext()) /1 there are more listings

{ 1isting = boston.i.next(): /] fetch the next listing from the structure
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number = 1isting.getNumber();

nunber = "631 * + nunber;
1isting. sethunber (nunber) ;
boston.i.set (Listing);

L o b i dot s R B
/1 phone number

/1 update the listing in the list
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public class SinglyLinkedListIterator // expands Singlylinkedlist
see Fig. 4.15
List hoader

public Tterator 1;

public SingbiLinkedListItorator ()

£ h = now Node(); // allocates the dummy nods
now Ttarator();

Bl = null;

honext = null;

¥
public boolean insort (Listing2 nowlisting)
1 Node n = new Noda();
4F(n == null) // out of menory
roturn false;
olse
Unonext = h.next;
honext = n
n.1 = nowlListing.despCopy();
return true;
)

¥
public Listing2 foteh(String targetkey)
1 Node p = h.next;
whilo(p 1= null’ 88 1(p.1.compareTo(targetkey) == 0))

T p = ponext;
3
if(p 1= null)

roturn p.1.deopCopy() ;

oo
roturn null;

(string targotKey)

Inext;
while(p 1= null'& |(p.1.compareTo(targetkey)
<

Inext;

3

i6(p 1= null)

€ gnext = punext;
return true;

)

oo
return false;

)
public boolean update (String targetkey, Listing? newlisting)
{ if (doleto(targotKey) == false)

return false;
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else if(insert (newlisting)
roturn false;
return true;

false)

¥
public void showAll()
{ MNode p = h.next;
while(p 1= null) // continue to traverse the list
1 Systan.out.println(p. L. toString());
P = ponext;
¥

}

public class Node

0 private Listing? 1;
private Node next;
public Noda ()
1

} /1 ond of inner class Node
public class Itorator
{ private Nods ip;

public Ttarator()

£ dp by

¥

public void reset()

£ dp=h;

¥
public boolean hashext()
{ 4f(ip.next 1= null)
return true;
olse
return false;

}
public Listing? next()
{ 4p = ip.noxt;

return 1p.1.despCopy();

public void sot(Listing? neuListing)
{ ip.1 = newlisting.deepCopy();

} /1 end of inner class Iterator
-} /7 end class SinglyLinkedListIterator
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26,

public class Listing2
{ private String name; // key ficld

private String address;

private String number;

public Listing2(String n, String a, String num)

{ name = n;
address = a;
number = nun;

)

public String tostring()
{ return(“Nane is * + name +
*\nAddress is * + address +
“\nhumber is * + number + *\n");
i
public Listing? deepCopy()
{ Listing2 clone = new Listing2(name, address, number);
return clone;
)
public int conpareTo(String targetkey)
{ return(nane.conpareTo targetKey)) ;

)
public String getNumber() // fetch the phone number
{ return nuaber;
} /1 end of gethumber method
public void sethumber(String n) // change the phone nunber.
1 number = n;
} /1 end of sethumber nethod

} /1 end of Listing? Class
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1. public class MainSinglyLinkedListIterator

2. { public static void nain(String[] args)

3. { singlyLinkedListlterator boston = new SinglyLinkedListIterator();

4 String nunber;

5. Listing2 11 = new Listing2("Bi11*, *1st Avenue®, *123 4567°);

6 Listing2 12 = new Listing2(*AL*, ‘2nd Avenue*, ‘456 3232°);

7 Listing 13 = new Listing2(*Nike®, *3rd Avenue, "333 3333°)

8. boston.insert(11); // test insert

9. boston. insert (12);

10. boston. insert (13);

1. /7 output all the Listings using the iterator, i

12, while(boston. i.hashext ())

13! { Systen.out.println(boston.L.next()); // autonatically invokes
11 tostring

1a. )

15 /] add an area code to all the listings using the iterator, 1

16. boston.1.reset();

17, while(boston. i.hashext ())

181 {11 = boston. L.next();

19, number = 11 gethunber ();

20, nunber = *631 * + nusber;

21 11.settunber (number) ;

22, boston. i.set(11);

23 )

240 [/ output the updated listings using the iterator, i

25 boston. 1. reset();

26. while(boston. i.hashext ())

27. { Systen.out.println(boston..next()); // automatically invokes

28, 11 tostring

29, )

s0. Systen.exit(0);

31} 1/ end of method main

32.) /1 end of iterator application
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Name is Mike
Address is 3rd Avenue
Number is 333 3333

Name is Al
Address is 2nd Avenve
Number is 456 3232

Name is Bil
Address is 15t Avenue
Number is 123 4567

Name is Mie
Address is 3rd Avenue
Number is 631 333 3333

Name is Al
Address is 2nd Avene
Number is 631 456 3232

Name is Bil
Address is 1st Avenue
Number is 631 123 4567
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public Iterator k: // third iterator
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S0 nanoseconds = 50 X 10" seconds = 5 X 10 % seconds
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j = IOW LEACRCOLLS
kK = new Iterator():
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public Ilterator|| 1i;
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public SinglyLinkedListliterator(aint numberOflterators)
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£ = RO JEACRCOCITUESMIOT LIOTRTATE )
for(int count = 0; count < numberOfIterators; counts+

i[count] = new Iterator():
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SinglylLinkedListIterator boston = new SinglylLinkedListIterator(10);

// output all the listings using iterator, 3

boston.i[3].reset ()

while (boston.i[3].hasNext ()
System.out.println(boston.i[3].next())
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public class NewNode

{ Listing2 1; // package access data menbers
Newllode next;
public Newliode ()

{
}
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1. public class SllIterator // implements a list iterator
2. ( private NewNode 1p;

3. private Newlode h;

4. public SllIterator(Newhode h)
5. { ip=h;

6 this.n'= h;

7 )

8. public void reset()

9. { ip=h;

. )

1. public boolean hasNext()

12, { if(ip.next == null)

1. return false;

1a. else

15. return tru

[E

7. public Listing2 next()

18, { ip = ip.next;

19 return ip.1.deepCopy();
200 )

21, public void set(Listing2 newListing)
22, { ip.1 = newListing.deepCopy (
23. ) // end of method set

24.} // end of the class SliIterator;
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public class SLlExternallterator
{ private Neshods h;
public SLIExtornail
£ h = now Nowtiode();
honext = null;
1 = nall;

ator()

)
public boolean insert (Listing? nouListing)
1 Nowtiods n = new Newhiode();
£F(n = null) // out of menory
roturn true;
olse
.1 = neuListing.doepCopy();
nonext = h.next;
honext = n
roturn falss
b
} 7/ ond insort method
public Listing2 foteh(String targetkey)
{ h.next;
null 84 'p.1.comparsTo( targetkey) 1= 0)

nuLL)
Foturn null;
olso
£ rotur p.1.goorcopy0);
} /1 ond of fotch
public boolean delots (String targotkey)
{ Newtiode q = h;
Newliode p = q.next;
while(p I= null 88 ItargetKey.equals(p.1.gstkey()))
T a = aunext;
punext;
}

i (p == null)
roturn true;

olse

 g.next = punext;
roturn false

b
} /1 ond of dolote method
public boolean update (String targetkey, Listing2 newListing)

{ if (doloto(targetKey) == true)
raturn true;

olso if(insort (newListing) == true)
Foturn true;
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40.
s0.
51
s2.
s3.
54

s5.
s6.
s7.
s6.
s0.

Bl

return false;
} /7 and of updata
public void showAll()
L MNewliods p = h.next;
while(p 1= null)
{ Systen.out.println(p.1); // autonatically invokes the
11 tostring method

P = ponext;

b
} /1 ond of showALL method

public SIllterator iterator()

{ return (new SIlIterator(h));

} /1 end of iterator method

~} /1 ond of class SLiExternallterator
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iterator! = boston.iterator();
iterator2 = boston.iterator():
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1. public class MainSllExternallterator
2. ( public static void main(String[] args)

3. { SllExternallterator boston = new SllExternallterator();
a string nunber;

5. Listing2 11
6
7
8

new Listing2("8ill®, “1st Avenue®, *123 4567°)
Listing2 12 = new Listing2(*AL*, ‘2nd Avenue', ‘456 3232°);
Listing2 13 = new Listing2("Mike®, "3rd Avenue®, "333 3333°);
) Listing? aListing;
9. boston.insert (11); // test insert

10. boston. insert (12);

1" boston. insert (13)

12 SliIterator 11,i2,13;

13 i1 = boston. iterator();

14, 12 = boston. iterator();

150 13 = boston. iterator();

6. 1/ output all the listings using iterator 1

1. while(11.hashext())

18 { aListing = i1.next();

19 Systen.out.printin(alisting); // Java autonatically invokes
/1 the tostring method;

20. )

21 11 add an area code to all the listings using iterator 2

22,

23. while(i2 . hashext ()

24. (11 = i2.next();

25. number = 11.gethunber ();

26. nunber = *631° + number;

27. 11.sethunber (nunber) ;

28. 12set(11);

29, )

30. /1 output all the updated listings using iterator 3

310

32. while(13. hashext())

33. { Systen.out.println(i3.next());

34. )

35. System.exit(0);

3.} // end of main method
37.} /] end of class
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Some of the Methods in the Java API Class LinkedList

Basic Operation

Insert

Fetch

Delete

Update

Attacha
ListItera-
tor object

Method Names.

add
addLast
addFirst

got
getFirst
getlast

removaFirst,
ranoveLast

st

ListIterator

Example

myList.add(s, bill);
myList.addFirst(bill);
myList.addLast (bil1);

myList.get(s);
myList.getFirst();
myList.addLast ();

myList. ranove (5) ;
mylist. renoveFirst();
mylist. ranoveLast();

myList.set(s, ton)

ListIterator i =
myList. listIterator()

Comments

Inserts the object bill asthe
i, first, and lastitems,
respectivelyinto the structure
myList.

Returns a shallow copy of the
i, irst, and lastitems,
respectively from the struc-
ture myList.

Deletes the fifth, firs, and last
items, respectively, from the
structure myList.

Updates the fifth item in the
structure myList to the object
ton.

Itarator 1is positioned at
the firstitem in the structure
mist.
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Some of the Methods in the Java APl Interface ListTterator

Basic Operation  Method Names. Example Comments.

et asa t.0dd (b111); Inserts the object bi11 into
the structure at the current
iterator position and moves
the terator forvward.

Fetch | next, tonext(); Moves the iterator one posi-
provious i.previous (); tion forward or backward
(respectively) in the structure,
and returns a shallow copy of
the object a that position.

Delete | remove i.remova(); Deletesthe objectat the cur-
rent terator position from the
structure.

Update  set i.set(5, tom); Updates the item at the cur-

rentiterator in the structure
to the object ton.

Testing  hastlext, L.hashext (); Returns true if the iterator is
hasProvious  1i.hasPrevious(); notat the lastor first objects
(respectively) in the structure.
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1
2
3
5
s
7
8
b

10.
"
12

import java.util.*;
public class NainAPILinksaListAndltoratorClasses
. public static void main(String args())

(. UinkedList dataase = new LinkedList(

Uisting2 b;

Uisting2 a;

Listing? bill = new Listing2("Bill", “1st Avnuo, *128 4567°);
Listinge a1 = now Listing2("AL", *2d Avenus®, "456 3232");

11 declare a ListItorator attachéd to the structure database
ListIterator i = dataBase. ListItarator();

11 add two phone Listings to the data set

11 roturn the iterator to the front of the list
while(s.hasPrevious())
Sprovious();

11 foteh back the two Listings and output them
2= (Listinge) £.next()

b= (Listing) i.next();
Systen.out.printin(a);
Systen.out_println(b)}

11 demonstrate the structure is un-encapsulated
17 change Bil1"s phone nusber. to 999 9999
bilL. sotliumbor (*999 9999°);
11 roturn the iterator to the front of the list
hile(. hasPrevious())
Lprovious();
11 foteh and output Bi11's listing fron the structure
2= (Listinge) i.next()
Systen.out.printin(a);
} 17 ond of nain nethos

L) /1 end of class MainAPILinkedListAndIteratorClasses

Program output:

Name is Bil
Address is 15t Avenue
Number is 1234567

Nameis A
Address is 20d Avene
Number is 456 3232

Name s Bil
Address is Lst Avenue
Number is 999 9999
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rem=s, ==
while(row < n)
{ column =0

while(colunn < n)

{ t =t + data[row, colum
column = column + 1
}

row = row + 1
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Pseudo Keys Calculated using the Subtr:

Algorithm

Minimum Key = -3 Minimum ey = 112
The Given Key; k. The Index With The Given Keys k. The kndex With
(The Index Without Preprocessing  (The ndex Without  Preprocossing
Preprocessing)  pk=k — kyn =k~ (-3) | Propracessing) | p =k kg =K - 112
o o 12 0
= 1 13 1
-1 2 114 2
0 3 115 3
1 116 4
2 17 5
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oreP o

11 access the primary storage area
pecudkey = preFrocessing(targstKey);

Ip = pseudokey; /! direct hashing function
I/ Insertthe new node

data[ip] = newNode.deepCopy();
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1. /f access the primary area
2. pseudokey = preFrocessing(targetey):

3. 1,= peoudokey; / direct hashing function
4. lfeeturn a copy of the node or a nullreference.
5. if{datal}] == nul)
e
7.
B3

{ return null }
elec
{ retum data[l,JdeepCopy(; }
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OP N O PG N~

1l access the primary area
peeudkey = preFrocessing(targstkey);

I, = peeudoKey; /] drect hashing function
11 delete the node.

H(data[l,] == null)
{ return falee; }
elec

{ datal}= null;

return trucs}
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1. If (delete(targetKey)
2. return falee;
3. cloe

4. {Insert(nenNode);
5. return true;}

falee) // node not in the structure
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total bytes = information bytes + overhead.
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Density of a Hashed Structure with a Loading Factor of .75
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Table 5.4

Prime Numbers Below 7000

205711 15,17,19,23.9,3,37,41,45,47,53,59,60,67,71,75,79,85,89,97, 101,103 107,109, 13127 131, 137,130,
LU0, 1S1,157, 163,167,173, 179, 11, 191,195,197, 190 211, 223, 27,229, 233,239, 281, 51,2

283,293,307, 311,313, 317,331,337, 347, M0, 353,350,367, 373, 70 303, 309,397, 401, 409, 419,421, 31, 43, 40,48,
40,457,461, 463,467, 470, 487, 01, 490 563, 500 531, 530 541,547,557, 563,540,571, 577,597,593, 59, 61,607,613,

797,800,811, 821,23, 27,820,830, 853, 857,85, 06387, 881, 843, 897,007, 011, 19,929, 937,941, 987,953,067, 71,

977,963,991,967, 009,101,109, 1021, 103, 1633, 1036, 1045, 1051, 1061, 103,106, 1087, 1091, 109, 1097, 103, 103,
1283, 1260, 1291, 1297, 130, 1303 1307, 1319 521 1527, 1361, 1367, 137, 1381, 139, 1409, 423, 1427, 1425, 163,150,
L4745, 1453, 1456, 1471, 181,483,147, 1480, 1493, 1499, 1511, 1523, 1531, 153, 134, 15531559, 1567, 157, 157,
7811787, 175,175, 1777, 1763, 1767, 1760, 801, 1611, 1625, 1831, 1647, 1861, 1667, 1971, 187, 1677 1675, 1689, 1901,
1907, 1913, 1031, 193, 104, 1951, 197, 167, 1987 1953, 1997, 199,203, 2011, 2017, 2027 2026, 2030, 053 2063, 2060,
20812083, 2067, 2086, 2060, 111, 2113, 2129, 2131, 213, 2141, 2143, 215, 2161, 2179, 203,207, 213,222, 22872239,
2360, 2303, 209,201, 2417, 2423, 2477, 1441, 247, 2450, 47,2475, 247, 2508, 252, 2531, 2530, 540, 2540, 2551, 2557,
257,250, 2593, 2600, 2617 631, 633, 2647, 2657, 269, 2663, 67, 1677 683 2687, 680, 603, 2459, 2707, 2711, 2743,
2887, 2597, 2603, 209, 2017, 2927, 203, 2953, 2057 2063, 969,271, 299,001,301, 1010, 3023, 057, 3041, 3080, 2061,
2067, 3070,308, 3080, 3109, 319, 3121, 137 163 3167, 169,181, 3187, 191, 203 200, 207 321, 320, 3251, 25

403, 3040, 457,341, 463, M7, 466, M91, 3400, 511, 517,357, 3529, 353, 35, 541, 3547, 1557, 3550, 3571, 591,
3583, 3503, 307,361,367, 2623 3631, 637 643 650, 671, 367,367,361, 369, 701, 3708 719, 3727, 379,330,
S761,3767, 769,379, 3795, 3797 3803, 321, 3823, 653, 47,3851, 353,396,367, 3851, 3866, 607 3911, 917, 919,
099,111, 4127,4120,413, 4130 4153, 4157 150, 177,201, 4211, 4217, 4210, 4220, 4231, 241, €263, 250, 4250, 4261
0704272, 4203, 4280, 4297, 337, 4337, 430, 4340, 4357, 4163 37, 201, 397 49 421,423, 440,447,445, 485
640, 451, 4657,466%,467, 4670 469, 703, 720, 4713, 4729, 475,451,475, 4743, 4707, 750, 793, 4790 4501 413,
4017, 453, 4061, 47, 4677 460, 903, 500,910,403, 4903, 4937, 4943, 4951, 4957 967, 940,473, 987,499, 4990
5189, 5197,5209,5227, 523, 52335297, 5261527 5279, 281, 5297, 5303, 5309, 532, 5333, 5347, 5351, 5381, 347,393,
5000, 5407, 413, 5417, 5410, 5431, 5477, 441,543 540, 5471, 5477, 547,548, 5501, 55035507, 619, 5521, 527,531,
5557, 5563, 5569, 573, 5581, 5591, 5623, 5650, 564, 647, 631, 653,557,550, 569, 5483, 5666 5603, 5701, 711,717,
881, 5007, 5003, 5023, 5027, 503, 5953, SO0, 5987 007 011, 6020, 603,643, 6047, 053, 07, 6073, A7, 08D 091,
1016113, 6121, 6131, 613, 6143, 1S, G163 6173 6197, 6199, 203, G211, 6207, 6201, 6220 247, G257 360 6240, 271,
451, 6460, 6473, 6481, 6491, 6521, 6520, G547 G5, G553 563, 6560, 6571, 6577, 651, 659, G407, 6619, G637 6653, 450,
Gt €472, 670,689,669, 6TOL G702, G700 6715, 6733, 737,761, 6763, 677, 6701, 6791, 6795, 6803, G821 6827, 429,
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1. public static int fourkPlus3(int n, it pct)
2. { boolean fkp = false;
3. boolean aPrime = false;
4. int prine, highDivisor, d;
5. double petd = pet;
6. prime = (int)(n * (1.0 + (potd / 100.0))); // guess the prime pot
// percent larger than n
7. if(prime % 2 == 0) // if even make the prime guess odd
8. prime = prine + 1;

9. while(fkp3 == false) // not a ik + 3 prine
10, { while(aPrine == false) // 10t 2 prine

1 { highDivisor = (int)(Math.sqrt(prime) + 0.5);
12, for(d = highDivisor; d > 15 d--)

1  if(prine % d == 0)

1 break; // not 4 prine

1s )

16 £1(d 1= 1) 1/ prine not found

1. prine * prine + 2;

18 e1se

19 aprine = true;

20. } /1 end of the prine search loop

21, i#((prine - 3) % 4 == 0)

22! o3 = true;

2. ose

2. { prine = prine + 2;

25. aprine = false;

26. }

27} /] end of 4k + 3 prine search loop

250 return prine;

29, }
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For the numeric key: 987845369, the key is folded about 845.
‘The addition is performed as:

845
987
369

2201

“Thus, the pseudo key would be 201

For the non-numeric key: “ALucAL Lister” the key i folded about the second grouping,
AL

‘The addition is performed as:

A 1 1 1

ALLL 0100 0001 0110 1100 0110 1100 0110 1001
A 1 " c

+ Allc 0100 0001 0110 1100 0100 1101 0110 0011
s t o -

+ ster + 0111 0011 0111 0100 0110 0101 0111 001
1111 0110 0100 1101 0001 1111 0011 1110
“Treating this result as a positive 32 bit integer, the pseudo key would be 4, 132, 249, 406.
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17

8.
19,

public static int stringToInt(String aKey)
{int pseudokey = 0;
ntn -1
1nt cn = 0;
char c[] = aKey. tocharArray();
int grouping =
while (on < aKey.length()) // Still more characters in the key

{ grouping
growing

rouping << 8; // pack next 4 characters
rouping + clen

aKey.length())  // 4 characters are processed,
/1 or no more characters
{ pseudokey = pseudoKey + grouping; // add grouping to pseudokey
- o;
grouping

n=n+t;
} // end while
return Math.avs (pseudokey) ;
)
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K(q%N)1=0 /I qis not evenly divisible by N





ch05ufig18.jpeg
(1,+q) % N=(1,% N+ q% N).
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(1,+q % N).
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(6+23) % 19=1(29 % 19,
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Indices Generated by the Linear Quotient Colision Algorithm for Three Keys that Map
into the Same Home Address (4]

Primary Storage Area Size, N = 19

Home Address,
Default Prime, Py.»
Case 1, pk = 593 Case 2, pk 5058
9=593/19 = 31 4=5058/19 - 266
PassNumber  q%19-31%19-12 q%19-266%19=0 q%19=13% I

» ip=lip+31)% 19 =l +23)% 19 ip=lip+ 13)% 19
1 =16 =17
2 9 1
3 2 5
4 14 1 18
5 7 12
6 o 9 6
7 12 13 0
8 17 13
9 17 2 7
10 10 6 1
1 3 10 14
12 15 1 8
13 s 18 2
14 1 3 15
15 13 7 9
16 3 1 3
17 18 15 16

13
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(1, +50) % 19.
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return noError = fal
andend

ip=(ip+oflse) % N
etk =pass+ 1

return norror = tru
andend
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return noError = false|
andend
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fag = (2070 +0.107 10°) /(0 + 10°) = 0.10 for Structure A

0.2%0+0.11* 10) / (0 + 10°) = 0.11 for Structure B
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public class LqHashed
O ane
int n'= 0; // the number of nodes in the structure
int defaultQuotient = 0067; // the default 4k + 3 prime
double loadingFactor = 0.75;
Listing deleted; // the dunmy nods, v2 (vi = null)
private Listing[] data; // the prifary storage array

public LaHashad (int Length)
int pct = (int) (1.0 / loadingFactor - 1) *100.0);
fourkPLusa (Length, pet) ;
new Listing[N]}
deletad = new Listing(
for(int 1 =05 1< N; ir+)
data[i] = null;
} /1 ond of constructor

public boolean insert (Listing newlisting)
{ boolean nokrror;

boolean hit = false;

int pass, q, offset, ip;

int pk =’ stringToInt (nenListing.getKey()); // praprocess the key
AF((((double) n) / H) < loadingFactor) // insert the nods
{ pass = 0;

a=pk /N

offset = q;

ip = pl %l

(a0 ==0)
offest = defaultOuotient;
while(pass < N}
1 if(datalip]
C nit = true;
broak;
y
ip = (ip + offsot) % N
pass = pass + 15
} /1 end while
i (it == true) [/ insert the node
1 datalip]-newListing. decpCopy();

null || data(ip]

delated)

contnues)
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Foturn noError = truo;
)
olse

return noError = false;

i
eleo // struturs full to loading factor, insert not performed
Feturn noError = false;
} 17 ond of the insort nothod

public Listing fetch(String targstkey)
{ boolean noError;
boolean hit = fal:
int pass, q, offset, ip;
ant pk = stringToInt(targstkey); // preprocess the key
pase = 0
a = ok /
offsst
ip = pk %l
(g % N as 0)
offset = defaultauotient;
while(pass < N)
{ if(datalip] == mull) // node not in structure
broak;
i (datalip) . conpareTo(targetKey)

0) 1/ node found

ip = (ip + offset) % N; // collision occurred
pass = pass + 1;
} 71 ond while
SF(hit == true) // return 3 deep copy of the node
. etarn datalip].deopCopy();
Foturn null;
} /1 ond of the foteh method

public boolean dslete(String targstkoey)
{ boolean nokrror;
boolean hit = false
int pass, q, offset, ip;
int pk = stringTolnt(targetkey); // proprocess the key
pass = 0
=k /
affeet
ip = pk %
if(0 % K
offsat = defaultouotient;
while(pass < N)
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89.  { if(data[ip] == mull) // node not in structure

00, broak;
o1 if (datalip). compareTo(targetkey) == 0) // node found
02 Cnit = tru

03, brosk;

04 )

05, ip = (ip + offset) % N; [/ collision occurred

9. pass = pass + 1;

o7 )

98] if(hit = true) // dolste the node

0. ( datalip] = deloted;

100, g

101 Foturn noError = true;

02, )

100 else

104 Foturn noérrar = false;

105, } // end of the delote mothod

106,

107, public boolean update(String targetkey, Listing nowlisting)
108

100

110,

i

12!

113, } /1 end of the updata method

s

1150 public void showAlL()
6L for(ine 1= 0; i< N i)

e if(datali] 1= null 58 data[1] 1= dsletad)

118, Systen.out.printIn(datal1].tostring());

1190} /7 ond shouAll method

120,

121. public static int fourkPLus3(int n, int pot) [/ from Figure 5.16

1220 { boolean fkpd = falss
129 booloan sPrine = false;

124, , highbivisor, d;

125]  double petd = pet;

126, prime = (int)(n * (1.0 + (petd / 100.0))); // qusss the prine pet

7} porcent larger than n

127 if(prine % 2 == 0) // if evon make the prine guess odd
126 prins = prino + 1;

1200 whilo(fkpd =s false) // not a 4k + 3 pris

180 ( while(aPrime == false) // 1ot a prine

131, { highdivisor = (int) (Math.sqrt(prine) + 0.5);
12 for(d = highdivisors d > 5 d--)

133  if(prine % d == 0)

134, break;

135

3
136, i#(d 1= 1) 1/ priss not found
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137,
138,
130,
140,
141,
142
143,
144,
145,
146,
147,
148
140,
150,
151,
152,
153,
154
155,
156.
157
158,
150,
160,

181,

162,
163,
164,
165,
186,
167,
168,
169,

prine = prime + 2;
olse
aPrine = true;
} /1 end of the prime search loop
f((prine - 3) v 4 = 0)
kp3 = true;
olse
{ prime = prine + 2;
aPrine = false;
}

} /1 end of 4k + 3 prine search loop
Foturn prine;
} /1 ond fourkPLus3 method
public static int stringToInt(String akey) // from Figure 5.18
{ int psoudoKey = 0;
int o=
int en = 0;
char o) = aKey. tochararray ()
int grouping = 0;
while (cn < aKey.length()) // still more characters in the key
{ grouping = grouping << 8 // pack next 4 charactars
grouping = grouping + clen;
en=cn+ 1
if(n=s || cn

akey.length()) // 4 characters are processed
/1 or no more characters
{ pssudokey = pssudokey + grouping; // add grouping to
11 pseudo key
n=o0;
grouping = 0;

nens
} /1 end while
Foturn Math.abs (pseudoKey) ;
} /1 ond stringTolnt method
} /1 and class Lokashad
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public String getKey()
{ return name;

}
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CANR = GRERL 11 BeE TRRp TRISTEOGSTH PUESATY NEOLRHN
data = new Listing[N]; // allocate a new array data
for (int i =0; i < Nj i++)
{ if(temp[i] I= null & temp[i] != v2

insert(temp[il); // insert nodes into array data
}

V2count = 0: temp = null: // no v2 references: recycle the array
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Dig=w/(w+4/0.

w/(w+5.33).
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Performance of the Lotashad Data Structure (m s the number of position inthe key, s the loading factor, and w s the
node width)

Operation Speed (in memery accesses)
Data Big0 Mersge Conditon for
Swwctre nsert  Dekte  Fetch Mersge  forn=10'  Densiy>08
Unsorted-
Optimized
Amy 3 S =n Sned S(erQd O SOTSXI0HIS w>le
Stackand combined not
Queue 5 wihFeh 45 swponed | 952 o s w16
Singly
Linked @sn+ 14
List 6 L IS 156 =Lnd O()  LBXIO+3  weR
Dircct
Hashed
(vith Sub-
tactionPre- Lot Jor  lor 3or 1750r
procesing) | (3) @ €] ) o) 23 w16
Whashed | m+6  m+10 mtl0  2mtls  (Gmiddd O 12msll w>B

e e e
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fg= (Pt Pl Pyt 41,7 D)
where p. is the probability of the 2 operation and is equal to £./ (f, + f, + fi + v+ £)
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public int hashCode()
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convertible.hashCode();
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newListing.getKey( ) .hasnhCode( ) ;
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Amport java.util.Mashtable;
public class UainAPIHashtable
. public static void main(String(] args)

T hasntable <String, Listing> dataBase = new Hashtablo<String, Listing>();

I
2
3
i
5. Listing b, €
B
7
s

Listing bill = new Listing(‘B111°, “1st Avenue”, 999 9999°);
Listing ton = new Listing(“Tom", *2nd A 456 s978°);

. Listing nevsill - mew Listing(“Willian", -99th Street”, "123 4567"

s 17 inseres

0. datagase.put (‘841" bill)

" datasase-put(“Ton", tom);

w2l fetcne

13 b - dataBase.got("Bi1L")

14 € = dataBase.get (“Ton")

I System.out printin(b)

I out prantin(t);

i ctively an update of BILL's address

18 ataBase.put (‘BLLL", newdill);

19, b = database.get("BiLl"); // fotches Bill's updated node

20, Systos.out printin(b);

21, 17 denonstration of the lack of ancapsulation
17 Clignt can change the contents of the node with a set method

2. nenB111. sotAdaress (*18 Park Avenue);

2. b - dataBase.got(‘BLLL");

20, System.out printin(d);

250 1/ delete operation

26. datagase.cosove (‘Bi11")

a7, b - dataBase.got('Bi1L");

28, Systes.out printin(b);

200} s/ end of nain nethod

30, 3 17 o0 class WainAPIHashtable

Program Output
Name s Bil

Address is 1st Avenue
Number s 999 9999

Nameis Tom
Address is 200 Avenve
Number i 456 8978

Name i Wilam
Address is 991 Swreet
Number s 123 4567

Name i Wikam
Address is 18 Park Avenue
Number i 123 4567

ol
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070.0+0.10" L.O
02%0.0+0.11*1.0=0.11 for Structure B

.10 for Structure A





ch05ufig29.jpeg
(nn/ N) /2 nodes traversed * 2 memory accesses per node traversed = n / N memory accesses.
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Performance of the Linked Hashed Data Structure (m is the number of posit
node width

the ey, s theloading factor,

Operation Speed (nmemery ccesss)

Data Updite Big0 Mersge Conditon or
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Quewe 4 wihFich 3 supported o s w16
Singly
Linked @snr 14
List 6 L s 156 Bitd O()  LBXIO+3  weR
Dircct
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(vith Sub-
taction - lor | Zor  lor 3or 1750r
procesing) | (3) @ ® ) o) ) w16
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Linked
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I=3 m#5 me3 me3 dmes Gmsln O) | LBm+ds w37

Assumes all operations are equally probable and is therefore calculated as an arithmetic average of the four operation fimes.
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torn=0,nl=1

for all positive values of 11, 1

n*(n=1D*n=2)*(n—3)*... *1.
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m=n*n-=0D"Mm=2)"n=3)"..."1=n"[n=1%n=2)"(n—=3)"..." 1]
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torn=0,nl=1

for all positive values of n,n! =n* (n = 1)’
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1
2.

f(h==0)

return (1)

. else

6.

1

3.
4. { nMinusiFactorial = (n — 1)l
5.

reburn (n * nMinus1Factorial)
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public class Factorial
{ public static long nFactorial(long n)
long niinusiFactorial;
if(n == 0)
return (1);
olse.

{ nminustFactorial = nFactorial(n - 1);
return (n * nlinusiFactorial);
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public class WainFactorial
{ public static void nain(string(] args)
C tong n = 4;
Systen.out.println(n + * factorial is * + Faotorial.nFactorial(n));
)

}

4 factorial s 24
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public class FactorialTrace
{ public static int count = 0;
public static int tine = 0;
public static long nFactorialTrace(long n)
{ long value;
countie;

tiner

Systen.out.println(*at tie * + tine);

Systen.out.println(*\tfactorial has been INVOKED for the * + count +
“th tive,” + * withn = to * + n);

if(n == 0)
( tiners;
Systen.out.println(*\nat tine * + tine);
Systen.out.printin(* \tAETURNING 01 = 1° + * from the * +
count-- + "th invocation of nFactorial');

return 1;
)
olse
{ Systen.out.println(*\tnFactorial is IWOKING ITSELF with n = to * +
(- 1);
value = n * nFactorialTrace(n - 1);
timets;
Systen.out.printin(*at tine * + tine);
Systen.out.println(*\tRETURNING = + n'+ "1 = * + value + * from the *
+ count-- + "th invocation of nFactorial®);
return value;
)

} /7 end of nFactorialTrace method
} /1 end of the class FactorialTrace
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1. Attime |
a. nFactorial has been INVOKED for the Ith time, with 11 = 0 4
b. nFactorial is INVOKING ITSELF with = to 3

a. nFactorial has been INVOKED for the 2th time, with n = to 3

b. nFactoria.
3. Attime3

is INVOKING ITSELF with n = to 2

a. nFactorial has been INVOKED for the 3th time, with 11 = t0 2

b. nFactorial is INVOKING ITSELF with 1= to |

a. nFactorial has been INVOKED for the 4th time, with n = to 1

b. nFactorial is INVOKING ITSELF with 1= to 0
Attime 5
nFactorial has been INVOKED for the 5th time, with n =10 0
6. Attime6
RETURNING 0! = 1 from the 5th invocation of nFactorial
7. Attime?
RETURNING 1!
8. Attimes
RETURNING 2! = 2 from the 3th invocation of nFactorial
9. Attime9
RETURNING 3! = 6 from the 2th invocation of nFactorial
10. Attime 10
RETURNING 4!
4 factorial is 24

1 from the 4th invocation of nFactorial

24 from the Ith invocation of nFactorial
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The Base Case, Reduced Problem, and General Solution for n!

Original Problem Base Case Reduced Problem General Solution
t o (=11 m=nt(n= 1)
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.. If (n==0)//thie Is the base case
2. rebum; // return the known (base Case) solution
% olep
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4. { nMinusiFactorial = (n —1)I; // determine the solution of the reduced problem
5. gs= n* nMinusiFactorial, // use the reduced problem in the general solution
6. revurn gs; // return the general solution

7.1
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The Base Case, Reduced Problem, and General Solution for x*

Original Problem Base Casels] Reduced Problemis) General Solutonls)
" 0=1 =1 w=nt(n— 1)
- ! E
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D = information bytes / (information bytes + overhead bytes)
=(50 X m) [ ((50 X m)+ (10 X m) )
= (50 X 100,000,000) / ( (50 X 100,000,000) + (10 X 100,000,000) )
=(50) /(50 + 10) = 50 / 60 = 0.83.





ch06fig09.jpeg
public static double xToN(double x, int n)
{ if(n == 0) // base case
roturn
else
{ double rp = XTON(x, n - 1); // calculate the reduced problen
double gs = x* rp; // calculate the general solution
Feturn gs; // return the general solution
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The Base Case, Reduced Problem, and General Solution for the nth term i the Fibonacci
Sequence

Original Problem Base Case (s] Reduced Problem (s] General Solution
nt o
I3 o=

nth term in the
Fibonaci sequence,

i fi= frmandf,y [
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1.
2.
3.
4
5.
6.
7.
8.
9.
10.

public static long fibonacci(int n)
{ if(n == 1 || n==2) // one of 2 base cases
roturn 1;
else
{ long rpt = fibonacei(n - 1); // first reduced problen
long rp2 = fibonacci(n - 2); // second reduced problen
long gs = rp1 + rp2; // general solution
return gs;
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The Base Case, Reduced Problem, and General Solution for Reversing a String of

Length n!

Original Problem
P
nth term in the

Fibonacci
sequence, £,

Reverse a string, s,
of length

Base Case(s)
o=1

#=0:do nothing

Reduced Problemis)
(n—11

fuyandf,_,

outputn — 1
charactars reversed

General Solution
m=n* (=1t
x=xt
L=t fia

Output the rth
character;
Output the frst
=1 characters
reversed
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public static void stringReverse(String s, int n)
{ if(n == 0) // base case
return;
else // general solution

{ Systen.out.print(s.charAt(n - 1)); // output the last character
stringReverse(s, n - 1); // reduced problem (recursion)

)
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The Base Case, Reduced Problem and General Solution for the Towers of Hanoi

inal Problem  Base Casels) Reduced Problem(s) | General Solution
il (=1t Wt = D
- = x*at
nthterm in the fuandf,y fozhatfs
Fibonacei
sequence, f,
Reverse astring,s, = 0: do nothing outputn = 1 char-  Output the rth
of length acters reversed character;
Output the frst
=1 characters
reversed.
Towersof Hanoi  n=l,movelring  Moven—lrings  Mowen — Irings
for n rings fromtower StoD  fromanytowerto  from tower S to E;

oL Move I ring from

tower StoD;

Move 1 — 1 rings
from tower Eto D,
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1. public static void hanoi(int n, int S, int D, int )

2. { if(n == 1) // base case
3. Systen.out.println(“nove 1 ring from tower * + S +

* to tower * +D);
a else // general solution
5. { hanoi(n - 1, S, E, D); // reduced problem (recursion)
6. System.out.printin(“nove 1 ring fron tower * + S +

to tower * + D);

7. hanoi(n - 1, E, D, §); // reduced problen (recursion)
[
9.}

Output for the following invocation: hanoi (3, 1, 2, 3);
move 1 ing from tower 1 to tower 2
move 1 ring from tower 1 to tower 3
move 1 ring from tower 2 to tower 3
move 1 ring from tower 1 to tower 2
move 1 ring from tower 3 to tower 1
move 1 ring from tower 3 to tower 2
move 1 g from tower 1 to tower 2
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PRSSLG AERCTLE SAE TECTLANT.N)
{ value = 1;
for(int i = 1; i <= n; i++)
value = value * i;
return value;
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J(1+0O/(w™*n))
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1. public class MainFibonacciTerns
2. { public static void main(string(] args)

3. { ant lastrern = 45;

4 for(int i = 1; i <= lastTern; iv+)

5. { System.out.printin(*fibonacci® + 1 + * * + fibonacci(i));
6. )

70} 7 end main

5

9. public static long fibonacci(int n)
10, { 4f(n==1 || n==2) // one of 2 base cases

return 1;
else
long rp1 = fibonacci(n - 1); // first reduced problen
long rp2 = fibonacci(n - 2); // second reduced problen
long gs = rpt + rp2; // general solution
return gs;

} /] end fibonacci method
19. )} /7 end class MainFibonacciTerns
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Base Cases, Reduced Problems, and General Solutions for the Problems Presented in

Table 6.3
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Base Cases, Reduced Problems, and General Solutions for the Problems Presente
Table 6.3 (continued)

Problem Base Case Reduced Problem  General Solution
Quidesort. Ifone temtobe Quick Sortany areaof | Partion thelst
(descrbedin Chapters) | sontd,do nothing alis

Moveitems it ther correct
parttion;

Quick Sort the et pastiions

Quick ot the right
partition
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boolean makeNextDecislon(lastDeclsionChoice)

1. atGoal = false;

2. cholceNumber = O; // Initialize the cholce number for this decision point

3. while(atGoal == false && cholceNumber < numberOfChoices) // more cholces
4. { thisDecisionCholce = nextCholce(choiceNumber, lastDeclsionChoice);

5. if(thisDecisionCholce Is valid)
6. {record thisDeclsionChoice

7 1f(goal has been reached) // base case

8. return brue; // reached the gosl

9. else

0. { atGoal = makeNextDectslon(thisDectsionCholce); // redice problem
. If(atGoal == false) // backtrack has ocourred

12 { un-record this DecisionChoice

13. Yl end if

14, Jendelse

5. Jendif
16 cholceNumber = cholceNumber + 1;

17, } end while

18.  return atGoal;
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SREAIYPALL ACTHYnE™;
arrayName = new dataType[arraySize];
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gratic LNE L1 FOWLOL ncrement
rowColIncrement[0][0]
rowColIncrement[1][0]
rowColIncrement[2][0]
rowColIncrement[3][0]
rowColIncrement[4][0]
rowColIncrement[5][0]
rowColIncrement[6][0]
rowColIncrement[7][0]

= BN JRELSILET]
rowColIncrement[0][1]
rowColIncrement[1][1]
rowColIncrement[2][1]
rowColIncrement[3][1]
rowColIncrement[4][1]
rowColIncrement[5][1]
rowColIncrement[6][1]
rowColIncrement[7][1]

=2
=2
—
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public static boolean goallasBeenHeached(int thishkloveNumber)
{ if( thisloveNumber == nRows*nCols)
return true;
else

return false;
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stataic ant| (] boara

new int{nRows || nCols|;
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PHESSE RIS NEIH TRCOCCINSSHSCISC OGN LN ANE TOW, Sht COFIEN,
int thisloveNunber)
{ board[row][colunn] = thisMoveNumber;

}

public static void unrecordThisDecisionChoice(int row, int column)
{ board[rou] [colunn] = 0;

}
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public static int nextChoicerow(int choiceNumber, int TromHow)
{ int nextRow;
nextRow = fronRow + rowColIncrement [choiceNunber][1];
return nextRow;
}
public static int nextChoiceColumn(int choiceNumber, int fronCol)
{ int nextColumn;
nextColunn = fronCol + rowColIncrement[choiceNumber][0];
return nextColumn;
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O<= row nHows ana 0U<= col nCols,
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PHECSE BIATIE NESLEAR IHISUSCISIONMICALEVEL AL ART TOW, At COTUan]
{ if(row >= 0 & row < nRows 8&
colunn >= 0 & column < nCols 8&

board[row] [colunn] == 0)

return true;
else

return false;
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1. piblic class MainknightsTour
2. ( static int firsthow = 4; static int firsecol

03 17 starting position

11 F tha nignt
3. static int ohoms = 55 static int pools =5; /) nusber of colums
11 and rons.
4. static dmt(][) board = new int[rRows)(ncels]; // storee tho move nusber
11 of the Knight
5. static int(]() rowolincremint = new int(8)(2); // stores valid

11 Knight move choices

public static void main(sering() args)

" boolean succass;
rowcolincromnt0)(o]
rowcolincrenantl 1)(0]
roscolincrepanel2){0]
rowcolincrenantialio]
rowcolincrenant (0]
rowcolincrensntls)(0]
rowcolincrenane(8]{o] -
rowcolincromsnti 71{0]

roncoltncremsnt 0] 1]
roncoLincrensnel 1]11]
rocoLineremsne(2]( 1]
rocoLinerementia]{ 1]
roncolIncremant( ]11]
roncoLincrensne(s][ 1]
roncoLincrensne(8](1] =
roncoLincrement 71(1] =

board{firstaom)(firstcol] = 1;
success = makslextDecision(1, firsthow, firsecol);
if(success == true)
© for(ant 3 = 0] 3 < mhous; i)
(system.oue prineln();

foriint § = 0; 5 < nools; ju)

£ Systam.out.print boardi] (1] + "\¢');

¥

)
)
olso syston.out.println‘no solution’);
} 1 ond of main mathod

public static boolean makaNoxt0ocision (int Lasthovaumbor
int Frommow, int francal)
( int thistovelusber = Jasiovanumber + 1;
int numberofchoices = 8;
int choicomumber

hilo(ataaal == fals 6 choiconumber < nuBbArOfChoices)
£ int row = nextchoicenon(choiceNunbar, Frafion)
int col = nextchoiceoolun choicenunbar, framcol) ;
if (thisDscisionchoicersvalid(row, col))
. recordThisbocisionchoice(rar, col, thiskovaNunbar) ;
£ (goalHasBeanneached <hisovetunbar) )

BEEEBBUSHEBRISBRNENRANYESS

ontiues)
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olse /1 Rake noxt docision

{ atsoal = maketextDocision(shisuovetumbar, row, col);
if (atGoal == false) /) had o backerack
{ unrscordhisbscisionchoice(ron, col)

} 11 ond if
3 } 11 ond else

N } 1j ond it

B Choicanumber = chaicotuber + 15

s 3 17 ond while

N return axGeal;

s

s

57 public static int nextchoicecoluan (int choicaNumber, int froncol)

S int nexscolum;

5. nextColumn = froncol + roucolincraent{choiceNusber (0]

o0, Feturn naxscolum;

o)

o

3. public static int nexectoiceRow(int choiconumber, int fromiow)

641 { ine noxthon;

os. exthow = franfow + romcol ncronens{ chaiceNumber (11

. return nextiow;

oy

o,

G0 public static boolean thisDecisionchoiceTsvalid(int row, int colum)

70, { if(row >= 0 & row < rhows 88

. column >= 0 & colum < ncols &4

2 boardi{ron] (column] == 0)

7. roturn ¢

7 olse

7. Teturn false;

oy

.

7. Lic static void recordThisOecisionchoica(int rox, int colum,

7. int hiduovenunber)

50, { boardfrow] (colum] = thisuoverunbor;

s

e

B3 public static void unrecordThisDacisionchoice (int row, int colum)

84, { boardirow] (colum] = 0;

s )

o,

87 public static boolean goaliassserheached int thistovetunber)

8. { if(thisuoveumbor == niows"ncols)

0. roturn true;

o0, olse

o Feturn false;

o

.
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Decisions Necessary to Adapt the Generalized Backtracking Algorithm tothe Krights Tour and Queens Eight Problems
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int{] numbers;
numbers = new int[3]:
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N=nL_
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2L = N + 1.
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Equation 7.3
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1. root = null;
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OCEPNOO SN

10.

12.

153
14.

P = root;

C =root;
while(C I= null)
{ if{targetKey == C.node.key) // node found
return true;
else // continue searching
{P=G
If(targetKey < Crode.key) // move Into left subtree
c=Clg;
else // move Into the right subtree
c=cro
}// end else clause
} 1/ end while

return false;
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Pseudocode of the findNode Algorithm (Recursive Version)

1. H{root == null) 1/ fir=t bace case
2. return fals;

. C=root;
4.

H(argetey
return true;

Cnodekey) I/ second base case

6 =G

7. W(targetKey < Cinodekey) I/ ook In th lsfc subree
8 root

9. elee ook In'the right subtree

0. root

M. return findNode(root, targetKey, , C); / recuced problem and general solution
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Binary Tree Insert Algorithm

1. TreeNode n = new TreeNode();

2. ninode = newListing.deepCopy(); // copy the node and make It a leaf node.
3. nlec =null;

4. nro = null;

Ba. I (root == null) // the tree Is empty

Bb. root=n;

5. else // the tree Is not empty

5d.{ findNode(root, newListingkey, P, C); / find the new node’s parent.
Be.  If (newListingkey < Pnodekey) // new node Is parent's left child

5. Ple=rn;
Bg. else // new node I parent’s right child
sh.  Pro=m

5.}
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numbers = new int[3]; /1 allocates a three element integer array

numbers = new int[2343];

/1 resizes and reinitializes the array
s syntactically correct, while the code:

int[] nunbers =

new int[3];

int[] numbers =

/1 allocates numbers and a three element array

new int[2343]; // error, re-declaring numbers is not allowed
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Binary Search Tree Fetch Algorithm

1. found = findNode(root, targetKey, F.C); // place the locatlon of the node In C.
2. iffound == true)

3. return C.node.deepCopy();

else

5. return null;

>
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1. found = findNode(root, targetKey, P, C);

2. If(found == false) // node not found

3. retumn false;

4. If (Clo==null && C.ro==null) // Case |

5. { If (Plo == C) // the deleted node Is a left child
6. Flo=nulg

7. else /I the deleted node Is a right child
& Fro=null

9. return true;
10. } /1 end of Case |




ch07fig16.jpeg
et Subires





box374_1.jpeg
1
2.
3.
4

o
7.
B
a.

inary Search Tree D

te Algorithm, Cas
found = findNode(roor, TargetKey, . C)

H(found == falec) return falee; I/ rode nct. found
H(Clo = null 84.C. ull | Cre 1= null 84, Clo == null) / Caze?.
{ 1i(Ple ==C) I/ deleted node Is a lft child, Case 2a or 2b.
{ 1Rl 1= null) 1/ delted node has a left child, Cass 2a
Flo =Cle;
elec
Flo = Cir

4/ end of deletion of a left child
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and Has a Left Child ‘and Has a Right Child
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10, elee I/ deletied node Is a right child, Case 2 or Case 24
. { #(Clo|=null) // deleted node has a Isft child, Case 2c
. Fro=Clo;

B elee

" Pre=Cro

16, }1/ end of deletion of a right chid

16, return truc;

17. } 41 end of Case 2
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inary Search Tree Delete Algorithm, Ca

1. found = findNode(root, targetKey, F.C),
2. H(found == falee) return falees I/ nodz ot foundd
3. H(Cle |= null && Cro b= rull) // Cace %
4.

{ nextlargest = Cle;
largest = nextLargestrc;
nll) /1 1eft child of deleted node has a right subtrze, Cases Ba—b

o

H(largest
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PEESSE GEARE ARSI
{ [/ definition of data members

/] definition of member methods (subprograms)
}
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®

.
1

)
.
",

{ while(largest.c |= null) // move down the right dge of right subtree
{ nextLargest = largest;
largest = largestrc;
31/ end of while loop, replacement nods has been located
Cnode = largestunode; // “relocate” the replacement node
nextLargestirc = largestilc // save left subtres of the relocated node
11 end of rights subtres exists case
eloe I/ 1eft child of deletid node does nt: have a right subree, Cases 3o




box380_1.jpeg
6. { nextLamest.rc = Cre; // save the right subtree of the deleted node
6. W(Plo==C) /I deleted nodeIs a left child

. Plo= nextLargest; // deleted node's parent jumps around deleted node.
8. elee 11 deleted node 1 a ight child
10, Pro = nextlLargest; I/ deleted node's parent, jumps around deleted node

20, }/ end of no right subtres case
21 return true;
22.}41 end of Case 3
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1.

2

3.
4.
5.

P = root;

C =root;

. while(C I= null)

. { If(targetKey == Cnode.key) // node found
return true;
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6. else // continue searching
7. {P=G

8. If(targetKey < Crodekey) // move Into the left subtree
s c=Cla

10.  else // move Into the right subtree

. c=cro

12. }// end else clause
13. } 1/ end while
14. return false;
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2+ 3logy(n +1) (assumes a balanced tree)
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Binary Tree Insert Algorithm

1. TreeNoda n = new TreeNode();
2. nnode = newlisting deepCopy(); / copy the node and make it  leaf node
3 nle= nul;

4

wll) 1/ the tree Is cmpty

sh
6. elee /1 the tree I not empty.

8d.{ findNode(root, newListingkey, 7, C); / find the new node's parent.
e.  If (newdisting.key < Prodekey) // new node Is parents Ieft child

& Fo=n
. elee I/ now nodz Is parent’s rights chid
sh Pro=n

s}
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1. found = findNode(root, targetKey, F, C); // Insert the new leaf node
2. if(found == true)

3. return C.node.deepCopy();
4

s

. else
. return null;
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1. public class Person
2. { // definition of the data members
3. private int age;

4. private double veight;

5. [/ definition of member functions
6. public Person(int a, double w) // the constructor
7. { age=a;

8 veight = w;
9.} // end of constructor

10, public String toString() // returns annotated value of data members
1. { return( ‘this person's age is: " + age +
12. *\nand their weight is: * + weight);

18, } [/ end of toString method
14. } /7 end of Person class
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A Four-Level Balanced Binary Tree

_— {

Four nodes

Four nodes

Any Balanced Binary Tree

Lower levels have (1 + 113 - | nodes.

Level 5y has 0+ 1)3 nodes

Highest level, 1 half populaed.
o s 1+ 113 nodes
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“The number of nodes in each of two highest levels of the tree s x= (n+ 1) /3 | EETA

‘The toral number of nodes in all other levels of the tree isx — 1= (1 +1) /3 Equation 7.5
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The Number of Nodes in a Balanced Binary Tree (Whose Lower Level is Half Populated)

with Zero, One, and Two Children

Levells) | Population  With No Chikdren

below
ho <m0

ha <10 2%

highest |~ 131 100%

all " ~1/3%25% +1/3*
100% = ~ 4206

A reasonableassumption.

Percent of Nodes
With One Chid

0%

50%°

13 50% = ~ 16%

With Two Children

~ 1/3* 100% + 1/3
420
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1. found = findNode(root, targetKey, F, C);
if(found == false) // node not found
retun false;

2
!
4. If (Clo==null & Ci
5.
7.

null) // Case 1

. { I (Plc==C) // the deleted node Is a left child

6. Flo=nulg

. else /1 the deleted node I a right child
& Fro=null

9. return true;

10. } /1 end of Case |
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Binary Search Tree Delete Algorithm, Ca:

1. found = findNode(root, targetKey, F.C),
2. H{found == falee) return falees // node ot foundd

. H(Clo I= null 84 C. ull | Cre 1= null 84, Clo == null) / Caze?.
4. { I{Plo==C) I/ deleted node s a left child, Case 2a or 2

5. { WClol=null) I/ deleted nods has a left chid, Case 2

e Flo =Cle;

7. elee

B Flo = Circy

9. }1f end of deletion of a It child

10, elee 1/ deleted node Is a right chid, Case 26 or Case 24

. { H(CloI=null / deleted node has a left child, Case 25
. Fro=Clo;

B dee

", Fro=Cra;

16, }1/ end of deletion of a right chid
16, return truc;
17. 3/ end of Case 2.
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Binary Search Tree Delete Algorithm, Ca:

1. found = findNode(root, targetKey, F.C);
2. H(found == falee) return falee // node not found

3. W(Cle I= null && Cro b= rull) // Cace %

4. { nextLargest = Cle;

6. largest = nextLargestirc;

6. If{largest 1= null) / eft child of deleted node has a right subtree, Cases Ba-b
7. { while(largestiro |= mull) // move down the right edge of the right subtree
B
a.

{ nextLargest = largest;
largest = largestrc;
10. }1/ end of while loop, replacement node has been located

. Cnode = largestinods; // “relocate” the replacement node
2. nextlargestr = largestilc; // save eft subtrez of the relocated node
1B }/1 end of right subtres exsts case

M. elos //16ft chld of deleted node does not have a right subtree, Cases So—d
16, { nextLargestrc = Crc; / save the right subtree of the deletied nods

16, W(Plo==C) /I deleted node 15 a left child
. Plo = nextLargest; // deleted node's parent jumps around deleted node.
18, elee 11 deletied node Is a right chid

10, Pro = nextlLargest; // deletied node's parent jumps around deletied node.

20, }/1 end of no right subtres case
21, retur true;
22, }/l end of Case 3
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Number of Times the Loop in the Middle Portion of the Delete Algorithm is Executed for
Each Node in a 10-Level Balanced Tree

a) 0] ) @
Total Times Through
Level Number of Number of Times. Nodes at Loop for AllNodes at
the Deleted Node  Through the Loop, T This Level This Level = (b] * (¢]
o 7 1
1 6 2 12
2 5 4 20
3 4 8 2
4 3 16 8
5 2 2 64
6 1 64 64
7 0 128 0

Totals 255 u7
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2 + 3log,(n + 1) accesses for findNode + 6 * 0.42 ™ accesses for Case 1 +

6* 0.16 * accesses for Case 2 + 9 * 0.42 * accesses for Case 3 = 3log,(n + 1) + 9.
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Anformation bytes) / (total bytes)

information bytes) / (information bytes + overhead)
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AHERAEN SUIRCEREES: 1T DACIATEE A TRIRIRRCR VRrSRaaN
objectName = new ClassName(argumentlList): // declares an object
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Density of a Binary Scarch Trec.

[T

w0 w0
Information Bytes Per Node, W
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Information bytes) / (information bytes + overhead)
T(1+4/(n*w)+ 12/w)

" w) [ ((n*w) +4(1 + 3n))
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Performance of the Balanced Binary Search Tree Structure (m s the number of position inthe ke, i the load

factor, and w i the node width)

Operation Speed (i memory acesses)

Data Update = Big:0 Average

Swuctwe  hsert Dt | Foth Deloteshsert Avrags'  Awrage  forn=107

Unsorted

Optimized

Amy 3 enen e o) <=0mXI0+Ls

Sickand combined ot

Quene s wihRh 45 supponed om H

Singly

Linked (a5 124

List 5 1w 15 1S+ =Led o) L3X107+3

Direc Hashed

(vith

abtaion | tor 2ot | tor s =1

prepocesing)  (3) @ @ 0 0m=42 o) 17501 (425)
(sm+ )=
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Binary

Sach 1430 93+3% 4430 N3+6°  12+4*
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A ssnes all opertions ase equally peobable and is therefore calculated a5 am arithmetic average of the four operation e

w> 16
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wisls
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public class BinaryTree
. { Tresllode root;
. public BinaryTree()

1
2
3
4 { reot = nul;
s
6. public boolean insort (Listing noulisting)
7. { Troalodslirapper p = new TreeNodslirappar() ;
8 Traatlodslirapper ¢ = new Trechodslirapper() ;
Tractiods = new Trashods ();
S#(n == L) /7 out of menory.
roturn false;
else /1 insart the nods
L n.node = newListing.despCopy (); // fill in the Treshiode's fiolds

e = null;
n.ro = mi1!
uL) /] troe is ompty
 root = n; )
o1s0

4 findWods (nentisting.getKey(), p, €)5 // find the node’s parent
3 (nawListing. getKey () .conpareTa p. gat () .node. getKey()) < 0)
PA5t().10 = ; /] insert now nods as a loft child

olee
poget().re =

5 /1 insert new nods as a right child

)
} /7 ond insert method
public Listing fotch(String targetkey)
{ beolean found;
Trotiodslirappor p = new TroaNodalirappor() ;
Trachiodslirapper. ¢ = new TreeNodslirappar() ;
found = findode(targetkey, p, ¢); // locats the nods
3 (found == true)
Foturn c.got() node.deopCopy )5
else
Foturn null;
} 11 ond of fotch mothod
public boolean dolote(String targetkey)
1 boolean found;
Traatlodslirapper. p = new Trechodslirapper () ;
Trastlodslirappor. ¢ = now TroaNodsiirapper () ;
Trastlods largost;
Trashods nextlargest;
found = findode(targetkey, p, ¢);
i#(found == false) // nods not found
roturn falso;
else // identify the case number

ontiues)
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81
2.
&,
.
as.
86,
o7,
o8l
80,
0.
ot
o2

{ if(c.get().1c == null & c.get|

{ 1#(p-got().1e = c.get())
p.got().1o = mull;
o1se
p-got().re = mull;
}/7 ond case 1

olse if(c.got().1c == null ||
1 3#(p.90t0).1c = c.g6t())
1 if(e.get().e 1= nul)

poget().1c = c.get().

oz
Paget().1c = c.get().
olse
© if(eget().1c
poget().re
else

PLget().rc = c.get().

} 17 ond case 2
1se /7 case 3: daleted nods hs
1 nextlargost = c.got().1o;

case 1: del
node has o
children

doloted node 1s a Left child

ted

().re == aull)

dolotod node is a right child

c.got().re

L) /) o 2

T chite
deloted node is a 1eft child
delated node has a left child

1

deleted node is a right child
deleted node has & left child

a1

a3 tho children

Largast = nextLargest. rc;
if(largest 1= mull) /] 157t child has a right subtres
{ while(largest.re 1= null) // nove doun right subtres

{ nextLargest = largest:
argest = largest.ro;
¥

Lot child doss not

~get()
cLgot()
nextLarg

b.get().rc = nextLarg:

)
} 17 ond of case 3
roturn true;

s
} 17 ond of delets mothod
public boolean updata (String targetiey, Listing nentisting)

{ if(dolst(targetkey)
roturn false;

alse)

overurits deleted node
ave the left subtree

t have a right subtree

rc; 1/ save the right subtres
) 17 delotod nodo 1s a left child
st; /] jump around doleted nods
deloted nods 1s a right child
Jusp around deleted nods

st

contiues)
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103,
104
105,
106,
107
108
100
110,
1.
112,
113,
114,
115
116,
117,
118
110,
120,
121
122,
123,
124,
125.
125,
127
128,
120,
120,
11,
122,
123
134,
125,

else if(insert (newlisting)
return false;

return tru

} /1 and of update

public class Trssliods

1 private Listing nods;
private Treollode 1c;
private Treollode rc;
public Trsefiods )
{

¥
} /1 ond of class Treshods
private boolean findliode (String targetkey, TreeNodelirappar parert
TreeNodslirapper: child)
1 parent.sst (root);
ehild. set (root)

F(root == null) // tres is snpty
return true;
while(child.get() 1= null)
{ #(child.get () .nods. comparsTo(targstkey) == 0) // node found
Poturn true;
olse

{ parent.set(child.get());
3f (targetKey. conparaTo (child.get ().nod. gstKey () < 0)
©hild. set (child.get () .1c};
olse
©hild. set (child.get ) .rc);
}
} /1 end while
return false;
} 1/ ond of findliode
blic class TrasNodelirapper
{ Traehode troeRef = null;
public Trealiodalirapper (}
{
¥
public Traeliods gat ()
{ roturn trechef;
¥
public void st (Treshode t)
{ troshef

¥
} /1 ond of class Troshodoiirapper

136, } /] end class BinaryTres
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PERSSE StCL0] Detheyl)
{ return name: }
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public class MainBinaryTree
{public static void main(String[] args)
{BinaryTree t = new BinaryTree();

Listing 1;
Listing new Listing(*Ann’,
Listing new Listing("8ill",
Listing new Listing("Carol*,
Listing new

Listing new
Listing new
Listing new Listing("Ted",
Listing new Listing("Vick",
Listing new Listing("Will®,
Listing new '
Listing new B
/1 insert and fetch nodes
t.1nsert (19,
t.1nsert (17,
toinsert(110);
t.1nsert(12;
t.1nsert (18,
t.insert(11
t.1nsert(14;
t.1nsert (13,
t

“insert(16
t.insert(15);
Systen.out.println(t. fetch(*Carol®))
System.out.println(t.fetch(*Sally"))
Systen.out.println(t. fetch(*Ted"));
/1 delete nodes

*1st Avenue®, *111
*2nd Avenue®, 222
*3rd Avenue®, *333
*ath Avenue®, 444
*5th Avenue®, "5
*6th Avenue®, *666
*7th Avenue®, *777
*8th Avenue’, 888
*9th Avenue®, 999
“11th Avenue®, *101
*12th Avenue®, *121

t.delete("Carol"); // a node with 10 children
System.out.println(t.fetch(*Carol*));
t.delete("Sally"); /] a node with ONE child
System.out println(t.fetch(*Sally"));
t.delete(*Ted"); // a node with TVO children
Systen.out.printla(t.fetch(Ted"));

11 update nodes
t.update("Bi1l", 13);
Systen.out.println(t.fetch(*Garol"));
Systen.out_println(t.fetch("8111%));
Systen.exit(0);

} 7/ end of main method

} // end class NainBinaryTree

1110);
2222°
333"
aasa”
5555°
666"
777"
8886"
9999"
0101°
2121%
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Name s Carol
Address is 3rd Avenue
Number is 333 3333

Name s Sally
Address s 6th Avenue
Number is 666 6666

Name is Ted
Address is 7th Avenue
Number is 777 7777

null
null

null

Name is Carol
Address s 3rd Avenue
Number is 333 3333

null
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FACNOn o LE: BUNGRERE. B TNTACSILE VRN NN
tom = new Person(25, 187.6);  // creates a person object and places its
1/ address into the reference variable tom
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1
2
&,
4.

5.

H(root.lc I= null) // traverse the left subtree
LNRtraversal(root.lc);

visit{root); // operate on the root node

1f(root.rc 1= null) // traverse the right subtree
LNRtraversal(root.ro);
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LNR (raversl: 35 40 43 47 50 53 63 68 70 80
NLR traversl: 04035 47 43 63 5370 68 80
RNL traversal: 80 70 68 63 53 50 47 43.40 35
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public void LNRoutputTraversal(TreeNode root)
{ if(root.1c 1= null)
LNRoutputTraversal(root.1c); // traverse the entire left subtree
Systen.out.println(root.node); // output the root node

if(root.rc 1= null)
LNRoutputTraversal(root.rc); // traverse the entire right subtree
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public void showAll()

{ 4f(root == null) // check for an empty tree
Systen.out.println("the structure is empty”);
olse
NRoutputTraversal (root) ;
} // end of showAlLl nethod
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Prior o Lt Rotation
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Person ton;

Object’ ocation: 100

tom = new Person(25,187.6);
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Insert Algorithm

1=0;

2. while{ < size &8 data[l] I= null) I/ continue search for an Insertion point
. { If(data[llkey > newlistingkey) I/ o o lofc subiree

4 a=2riet
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data(0] | nu1l
data(1] | nuil
data(2] | nuil
data(3] | nu1l
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data(s) | nuil
data(6] | nuil
data(7] | nu1l

atatn-n) [T





box417_1.jpeg
6. elec I/ golinto the right subtree
6 1=2t14z

7.}/l end search

8. 1 (1= size) // node position exceed the bounds of the array
9. return falec;

10. elee /1 Inserts the node

1. { data[] = newLlsting despCopy():
12, return true;
5}
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}4/ end search

1# (1 5= size | data[] == nul) // node rot found
return null;

10. elee /1 return the node.

M. return datall]deep

1 =0

2. while{i < size &8 data] = null &4 datall]key I= targetKey) // coarch
. { If(datallkey) > newdLlsting.key) // g0 Into et subirec.

4 a=2tiet

6. elee I/ gonto the right subtree

6 1=2t14z

7.

B3

a.
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PEESSE BLORCYITRRACTEY LANE Ty, SEE W,
U af(d > 1/ (1 +4/w)
size = n;
else
size = n * (1/d - 1)*(w [ 4);
data = new Listing[size];

int d)
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D = (information bytes) / (total bytes).
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Ferson tom = new rFerson(2s, 187.6)
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Dy, = (information bytes)/(total bytes) = (n* w) / ((n* w) + 4 (N)))
Z1/(1+4N/ (nw))
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Efect of Implementation on Density of a Binary Tree.

e i —

i
7

o Linked (> 100 Nodes)
= Array (Balanced Tree)
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1/(1+4n/(nw))

/(1 + 4/w) for the left balanced tree
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=1/(1+4N/(nw))=1/(1+ 42" — 1)/ (nw)) for the right skewed tree.
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Dy, =1/(1+4N/ (nw))

(1 +(N/n)4/w))
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N=n(l/Dy, — 1) w/4.
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D,

=(1/(1+4/w))
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Conditons for a Density of 0.8 Array-Based Binary Search Tree

1000 1500
Node Widih (w) in Bytes
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Serang R
name = new String("bob"):
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Performance of the Balanced Binary Search Tree Structure (m i the number of positons i the key, s the loading
factor, and wis the node width)
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Performance of the Balanced Binary Search Tree Structure (mis the number of positions inthe key, s the loading
factor, and w s the node width) (continued)

Operation Speed (nmemery ccesss]
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Swucwre | hset  Delte  Feich Dekteshsert Aversge'  Mwersge  forn=100  Densi>03
LQHashed (5m+4204=

mi6  mel) mel0 | 2mels sLSwel o 0() 1251l wn

Bolanced 4430

Bnayy M43t 9343 gln  B3+s' | 112447
SarchTee log(n+)) bog(n+l)  +1) | logln+l) | loglu+1) Oflogn) 105 W
Bolanced

Binary
Sarch Tre

(my  tedog  mot 2oy not 05+

Bsed) (141 aalabe (1) avabble  dog(n+1) Oflogs) o w16

ssumes al operations are equally probable and is therefore calculated as an arithmetic average of the four operation times.




426S_1.jpeg
public int comparelo(KeyObjectliype aKey)
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IreepMap <string, Listing> dataBase

new I[reeMap<string, Listing=();




426S_3.jpeg
Set<Map.Entry<String, Listing>> nodes = dataBase.entrySet();

for (Map.Entry<string, Listing> i : nodes)

{  System.out.println(i.getKey() + " *);
System.out.println(i.getValue() + * *);

}
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-l il ol ey

SAELERE & n; 1++)
{ for(int j N j+)
{ if(items[j] > items[i]

{ temp = items[j];

items[j] = items[il;
itens[i] = temp;
} // end of if statement
} /1 end of inner loop
} /] end of outer loop
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(10°* 10°) comparisons * (41 X 10"7) seconds per comparison = 41 X 10 seconds
or 11.4 hours.
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(10° log,(10%)) comparisons * (41 X 1077) seconds per comparison = 817 * 10~ " seconds
or 0.8 seconds.
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FRESON - COM
Person mary

new rerson(zs, 187.6);
new Person(21, 127.3):
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Binary Tree Sort Algorithm

1. Thefirst ftem becomes the root node.

2. For any subsequent ftem, consider the root node ©o be a root of a subtres, and start
at the root of this subtres,

3. Compare the ffem to the root of the subtree.
31 1 the new em Is loss than the subtres's root, then the new subtree Is the
root’s lofG subtiree,
3.2 Elee the new subtree Is the root's right aubtree.

4. Repeat step 3 until the new subtree 1s empty. Posttion the new Item as the root of
this empty subtree.
Repeat steps 2,3, and 4 for each item to be sorted.

o
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Ty ="%n+1)" log,(n+ 1) = ) +%(n+ 1) * (logy(n + 1) = 2) +4(n + 1) *
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(n+1) [logy(n + 1)(1) = (2)]
=(n+1) [log,(1n + 1) — 2] with less than a 1% error for n > 18,434,
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n+ 1) {log,(n+ 1) — 2| with less than a 1% error for n > 18,434,
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The Bubble Sort Algorithm

fremsSorted = 0;
do
{ flp = falee; / begin a pass.
for(b=n—1,t=n—2; € >= ItemsSorted; b, t-)
H(ttems[b] < Items[5]) 1/ two adjacent clements are not In sorted order
{ 1/ swap the two clements
11 setfip totrue

}

IeemeSorteds-+; / one more item Is I its final positioning the array
=0

}while (flp == true &4 itemsSorted I=
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P s the root node of a tree whose subtrees are already heaps

i (P has no children) return;

If (P > both children) return;

Swap P with Its greatest childs

Repeat steps 2, 3, and 4 for the subtree that P Is now the oot of.
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mergesort(items, temp, leftindex, rigntindex)
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br  SATOUNIELIEANS EUP, S0 RO 5 SRS
2. mergeSort(itens, temp, middleIndex + 1 rightIndex)
3. // perform the merge process on the left and right halves of the array items
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Merge Sort Algorithm

1 Ightindex — eftindes + 1;

2. 11 base case, 1 ttem to be sorted

3 returm;

4. middlelndex — (vightindex — leftindex) / 2,

5. mergeSort(items, temp, leftindex, middlelndex); /1 reduced problems, sort the lsft
11 sublist

6. mergeSort(items, temp, middielndex + | rightindex); /1 sort the riaht sublist.

merge(items, temp, leftindex, middlelndsr, rightindex); /1 merge the two sorted sublists,

® N

return;
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system.out.praintin(mary.tostring()).
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Public static void mergeSort(int items(], int temp(], int leftindex,
it rigntindex)
{ int msolndex, nitess;
nltems = rightindex - leftIndox + 1;
if(nitems =< 1) // base case
return;
mtalndex - (rightndex + leftindex) / 2
RorgeSort (1toss, temp, leftindex, midIndex); // first reduced probl
rosSort (1tess, temp, midlndex + 1, FightIndex); // second reduced
17 provies
merge(items, tonp, loftindex, aidlndexs1, rightindex); // general solution
rotorn
} 11 end of mergeSort method
public static vold serge(int itess(], int tesp(], int leftIndex,
int migingex, it rightindex)
{ int lotteng, nitens, tompsindo
loftens = mialngex
tempstngex - leftindex;
nltems = rightindex - leftIndox + 1;
While ((leftindex <= lefténd) 84 (midindex <= rigntindex)) // sove itess
11 into tomp.
{3 (itoms(leftindex] <= tems(aidlndex]) // fros loft suolist
(. tompltompsindx) = itemsleftIndox];
tempsindox = tempsindex + 1;
lefeIndex = leftindex + 1;

1/ move iten fros right sublist into tesp
{ tompltompsindex) = items[sidindex];
tompsindox - tempsindex + 1;
migIndex - nidlndex + 1;

)
) 17 end white
Af(leftindex <= leftEnd) // loft sublist (LS) is not eapty
§ while (leftindex <= leftend) // copy resainder of LS into
{ tomp[tempsindex) = stems|Leftindex];
Jefeindex = leftindex +
tempsindox = tenpsindex +

)
)11 e 1t
186 /] right sublist (RS) is not eapty
{ while (aidindex < rightindex) // copy reminder of AS into tesp
(. tompltempsindex) = stems{nigIndex];
miatngex - nglndex + 1;
tompsindox = tespsindex + 1;
)

)
for (int 4 = 0; & < nltems; 104) // copy array tesp into array itens
{ stemsirigntindex] = temp|rightindex!;

rightindex = rigntingex - 1

)
311 ena merge methos
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quicksort(items, leftlindex, rigntindex)
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The Quicksort Algorithm

1. partitionSize = rightindex —leftindex + 1;
2. Hi(partitionSize <=1)// base case, one ftem to be sorted
5 return;
4

5. pivotValue = ttems{(lsftindex + rightindex) / 2];
6. 1= leftindes / initializs the two partition indices.
7 ightindex;

B

9 do

10, { while (ttems[f] < photValue) // eft partition frem Is In the correct partition
1 [
2. while (Iems[[] > plvotValue) 1 rght partition frem Is In the correct partition
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13. I
“oKQ

]) /1 pointrs have not crossed, switch Items In wrong partition

15, { temp=ttems{ll; ftems[l] = iGeme[[J; Hems[[=temp;

1e. b |

7}

18, } while (1 <= ); / the polnters have not crossed

1o,

20, quickSort(items, leftindex ) /lreduced problems: sort It partition,

21 quickSort(items, | ightindex); /1 sort right partition




ch08fig20.jpeg
public static void quickSort(int [] items, int leftIndex, int rightIndex)
{int 1, §, temp, pivotvalue, partitionSize;

partitionsize = rightindex - leftIndex + 1;
if(partitionSize <= 1) // base case, one item to be sorted
return;

pivotvalue = items[(leftIndex + rightIndex) / 2];

i = leftIndex; // initialize the two partition indices

j = rightIndex

/1 Took for items in wrong partitions and switch them

do

{ while (items[i] < pivotvalue) // left iten is in correct partition
while (items(j] > pivotvalue) // right item is in correct partition

1) // pointers have not crossed, switch itens
( temp = items[il;  items[i] = items[j];  items[j]=temp;
1o joog

)
} while (i <= j); // the pointers have not crossed

/1 reduced problens

quickSort(items, leftIndex, j); // sort left partition,
quickSort(items, i, rightindex); // sort right partition
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1.45nlog,n,
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‘The number of edges in a complete undirected graph with [ Equation (9.1
vertices is n(n — 1) /2 Equation (9.
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The number of edges in a complete digraph with n vertices is (1 — 1) Equation (9.2)
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int tomsAge

tom.getAge( ) ; tom.setWeight(200.0);
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1. H(v >= max) // the graph is full
2. retumn false;
3. vertex[V] = newListing.deepCopy(); // Insert the node
4. return true;
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1. H{vertex(from) == nul Il vrtex(to) == nul)
2 return fale;

3. cdgelfrom][to] =1

4 return true;
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class SimpleGraph // & directed graph, (digraph)
{ Listing vertex(]; // the reference to the vertex array

int edge(][); // reference to the adjacency matrix array
1nt nax, number0fvertices;
public SimpleGraph(int n)
{ vertex = new Listing[n]; // allocation of the vertex array
edge = new dnt[n][n]; // adjacency matrix initialized to zeros
max nuRberOfvertices

)
public boolean insertVertex (int vertextumber, Listing newListing)
{ if(vertexhunber >= max) // the graph is full
roturn false

vertex[vertextunber] = newListing.deepCopy(); number0fverticest+;

Feturn true;
} // end insertvertex metnod
public boolean insertedge(int fromvertex, int tovertex)
{ if(vertex|fronvertex] == null || vertex[tovertex]

return false; // nonexistent vertex

edge( fronVertex] [tovertex] = 1;

return true;
} // end insertedge method
public void showvertex(int vertexumber)
{ Systen.out.println(vertex[vertexhunber]);
} // end showvertex method
public void showEdges(int vertexhumber) // emanating from vertexiiumber
{ for(int column = 0; column < numberOfVertices; columns+)

{ if(edge[vertexnunber] [column] == 1) // an cdge found

Systen.out.printIn(vertextunber + *,* + colum);
}

} end showEdges method
} /] end of class SinpleGraph

nu11)





ch09fig15.jpeg
public class MainSinpleGraph
{ public static void nain(String(] args)
{ SispleGraph f1yUS = new SinpleGraph(s);
Uisting v0 = new Listing(“Philadelphia‘);

Listing v1 = new Listing(“New York);
Listing v2 = new Listing(*Boston’);
Listing v3 = new Listing("Los Angeles®);

Listing v4 = new Listing(“Houston");
11 add the hub cities to the graph as vertices
f1yUS. insertvertex(0,
f1yUS. insertvertex(1,
f1yUS. insertvertex(2,
1yUS. insertvertex(3, v3):
1yUS. insertvertex(a, va);

117300 the routes to the graph as edges
f1yUS. insertEdge(0,1);
f1yUS. insertEdge(0,3)
1yUS. insertEdge(1,2)
1yUS. insertEdge(1,3)}
1yUS. insertEdge(2, 1)
f1yUS. insertEdge (3, 4)
f1yUS. insertEdge(4,0) ;
1yUS. insertEdge(d,3)
11 output the hubs ‘and the routes stored in the graph
for(int i = 0; i <5; iss)
{ System.out.print(‘hub * + i+ *\'s *);
1yUS. showvertex(1)
Systen.out.printin(*its routes are: °);
F1yUS. showEdges (1) ;
} // end the output loop
} /] end of main method
} /1 end class MainSimpleGraph
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hub 0's Name is Philadelphia
its routes are:

01

03

hub 1's Name s New York
its routes are:

1.2

13

hub 2's Name is Boston

its routes are:

21

hub 3's Name is Los Angeles
its routes are:

34

hub 4s Name is Houston

its routes are:

40

43
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/1 definition of a hub city (a vertex)
public class Listing
{ private String name;

public Listing(String n)

0 nane = n;

i

public String toString()

{ return(*Name is * + name);

i

public Listing deepCopy()

{ Listing clone = new Listing(name);

return clone

} /1 end of deepCopy method

} /1 end class Listing
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1. stackpush(firstVertex); // add the number of the first vertex to be sited to the stack
2. vertex(firstyertes] setPushed(srue); // mark the verias as pushed

. while{lstackisEmpty) // cortinue the traverasl
4.
s.

£ v= stack pop(;
vV i)/ el avertex

6. for(int column = O; columnrs be+) / look for descendents of vertes v
7. { H{edge[V)[column] == 1 8& Wertex{column] getPushed()) // unpushed descendert
11 found

8. { stackpush(column); // add It to the stack (note: column == vertex number)
B vertex{column] setPushed(true);

0. iendit

N}l endfor

12. 31/ end while
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BN

import java.util.Stack;
class SIMpIeGraphDFT | adds o nechod OFT to the class in Figure 014
1 Uisting2 vertex(]; // the reforonce to the vertox array
int edgel][1; // raferance to tha adjacency natrix array
int max, numberofvertices;
puUblic SinplecraphiFT (int
T Vereox = new Listing2ln); | allocation of o veriox oy
edgo = new INSINI[N]; | aciaconcy At Wit slaents ser o o
max = ;| numberofvertices = o;

)
public void DFT(int firstvertex)
©oane v
StackiTnteger> stack = new Stack(); | uscs s Skl
hitialize all varticos to not visitad
for (int i = 0; i < numberoferticos; i+4)

 if(vertexi] 1= null)
Vertex(i] .setPushed (false); | nark a1l vortices unvisiid

)

Stack.push(Firstvertex); | vitic e first vero

vertex{Firstvortex] .setpushad true)
Visit all the decedents.
while (1stack ompty()
T =" stack pop() 1
VertexVI [ViSit(); |/ iisit o verer
For(int collmn = 0; column < numbarofvertices; colums
¢ i#(edgelv)[column) == 1 aa Ivertox|colum] gotPushed()
{stack push(column)
ver tex{ column] .setPushod true)
} i end 3f
¥ 1] end for
¥ /7 end whils
¥ 1 end DFT nothod
public boolean insertvertex int vertexuumber, Listing? noslisting
O if(verteunber >= max) | i oo
Feturn false;
vertex{ vertextiutber]
Feturn trus;

leuListing.dsepcopy();  numberofvertices++;

)
public boolean insertEdge (int fromiertox, int tovorto

75 (vertext fromvertex] —= null || vertéx|tovartex] == null
Foturn false; it i
edgl fromver tex] [ tovertax] = 1
Feturn trus;

)
public void showertex (int vertoxHunber)
£ systen.out. println vertex| vertexuumber]) ;

}
public void shouEdges (int vertextiumbar) | ©d0es Fron oot
1 far(int column = 0; colum < nunberofvartices; colum+s)
" i#(edgel vartaxtmbar][Colunn] == 1) 1ot o
Syatan.out.praneIn(vertadiumbar + *,° + colum)
)

} 1/ end shouedges nethod
b/} end lass Sinplecraphbr
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dmport javax.swing.JOptionPane;
public class Listing2
{ private String nane;
boolean pushed;
public Listing2(String n)
{ name = n;
)
public String tostring()
{ return (“Nane is * + name);
} // end of toString method
public Listing2 deepCopy ()
{ Listing2 clone = new Listing2(nane);
return clone;
} /7 end of deepCopy method
public boolean getPushed ()
 roturn pushed;
} // end of getPushed method
public void setPushed(boolean value)
{ pushed = value;
} // end of setPushed metnod
public void visit()
{ Systen.out.println(this);
} // end of visit nethod
24, } /1 end class Listing2
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1. public class WainSinpleGraphDFT
2. { public static void main(String(] args)
3 1 SinpleGraphDFT f1yUS = new SinpleGraphDFT(s);
4 Listing2 vO = new Listing2("VO"

5. Listingz vi = new Listing2(*Vi®
6. Listing2 v2 = new Listing2('V2"
7 Listing2 va = new Listing2('va®
8. Listing2 v4 = new Listing2('va®

10. f1yUs. insertvertex(0, v0);

1", f1yUs. insertvertex(1, vi

12 1yUS. insertvertex (2, v2)§

1. 1yUs. insertvertex(3, va);

140 flyUs. insertvertex (2, v4);

15,

1. f1yUs. insertedge (0,1)

17 11yUS. insertEdge(0,3) ;

18 1yUS  insertedge (0,4);

19 #1yUS. insertEdge (1,0);

20, f1yUS. insertedge (1,2) ;

21 11yUS. insertedge (1,3) ;

22! f1yUS. insertedge(2,1) 5

23 11yUS. insertedge(3,0) ;

2. f1yUS. insertEdge(3, 1) 5

25 f1yUS. insertEdge(3,4) ;

2. 1yUS. insertedge (4,0) ;

27. f1yUs. insertedge(4,3) ;

28.

20, System.out.printIn(*OFT of the graph in Figure 9.19 starting * +
“at Vertex 8, \'Va\*");

30. 1yUS.0FT(3) 5

31, ) // end main method

32} // end class MainSinpleGraphoFT

Output

DFT of the graph in Figure 9.19 starting at Vertex 3, V3"
Name is V3

Name is V4

Name is V1

Name is V2
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A Weakly Connected Digraph AConnected Undirected Graph
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A Connected Undirected Graph b, A Disjoint Undirected Graph
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public class TransitiveClosure {
public static int[][] transitiveClosure(int n, int adjacency(][])
{4t t(](] = new int(n](n];
for(int row=0; row<n; rows+) // set t to the adjacency matrix
for (int col = 0; col < n; col+r)
tlrow] [col] = adjacency(row][col];
1/ Warshall's Algorithm
for (int b = 0; b < n; b ++) // for each vertex, b
{ for(int ¢ =0; ¢ < n; c++) // locate the paths fron vertex b to ¢
{ 4f(t[bl{c) == 1) // a path fron vertex b to some vertex ¢ found
{ for(int a = 0; a < n; ar+) // find the paths to b
{ 4f(ta)(b] == 1 8& a 1= ) // a path to b from a found
tlallc] = 1; // mark path from vertex a to ¢
} // end for
} /] end if
} // end for
} /] end for
roturn t;
} // end transitiveClosure method
} /1 end class TransitiveClosure
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public class MainTransitiveClosure {

public static void nain(String(] args)

A0t a(1(] = new Ant[5](51; // adjacency matcix
int t(](] = new int[5](5]; // transitive closure matrix
a[o1(1] = 1; // set adjacency matrix to matrix shown in Figure 9.27
a(0](3]
art1(z]
al11(e)
a[a(4]
a(4(0]
al4](3]
t = TransitiveClosure. transitiveClosure(s, a); // conpute transitive

/1 closure matrix
for(int row = 0; row < 5; rows+) // output transitive closure matrix
{ Systen.out.println();
for(int col = 0 col < 5; col++)
systen.out.print(t(rovl[col] + * *);
} 1/ end main nethod
} 11 end class MainTransitiveClosure

Program output: (the transitve closure matrix, t)

——0~0o
oo

e i o
—oomn
omom—
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N

tack push(firstVertex); 1/ add the first vertex o the stack
vertex{firstierted.setPushed(brue);
while(lstack sEmpty)

{ v= stackpop()
For(int column = O; column<rs b+) / look a1 descendents of verte v




box512_1.jpeg
& { i(edge[v][column] =:

&4 vertex{column].getPushed()) // unpushed descendent

1 found
7. { stackpush(column); // add It to the stack
B vertex{column].setPushed(grue); / mark t pushed = It wil not be pushed again
a. stfVilcolumn] = // place the cdge to the descandent Into the tres's adjacency
1 matric
0. st [column][V] = 1 / make the adjacency matrix symmetric (Ivs edges are
11 undirected)
N }endis
2.}l endfor

18,31/ end while
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Edges 8,9,and 2 considered, dge Edges 8 and 3 considered, edge 3
and verien 3 will be added. and vertex 1 will b added.

@

Edge 1 considered. edge | Misimum spanning re.
and vertex 2 will b adde.
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Minimum Spanning Tree Algorithm

1. verticesincluded(0] = O; /I add vertex O to the trec;
2. numVerticesincluded = 1 /e vertes has been added to the tree

. for (Int 1= 0; 1 < numberOfertices; L++) / climinate the edges o vertex O

4. aCopy{iI[0] = noEdge;

5. while (numVerticesincluded < numberOfertices) // Il vertlces are not I the tree

. { findMinWelghtEdgs(numberOFartices, aCopy, verticeslncluded, numVerticesincludsd,
7. rowMin, colMin, weightMin)

8. for(int 1= O;1 < numberONertices; 1++) [/ climinate edges 1o the Included veriex

9. { aCopy[NcolMin] = noEdge;

0.}

. mst{rouMin][coMin] =minelght; / add min. welghted edge to tree

12, mst{colMin][rowin] =mirWeight;

1B, verticesincluded[numyerticesincluded] = colMin; 1/ add the vertex to the Included st
. numberticesincluded+;

16.} /1 end whie

16, return met;
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publaic ant{ ][] minspanningiree( )
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miniree

g.minspanningiree();
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retferencevVariablel = reterencevariableZ; // shallow object copy
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a
“The sating vertex (0) Fdges .9, and § considered. edge
s boen added. and veriex 4 will b added (5 < 8 o ),

« a
Edges 8,9, and 2 consdered, odse 2 Fdges 8 and 3 considered, edge §
and vertex 3 willbe added (5-+ 2 < or9). and venex 1 will he added (8.< 542+ 3),

20}

Fige | considered. edge | Shorest Path Tree from veriex 0
and vertex 2 will b e
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Dijkstra’s Shortest Path Algorithm

1. verticesincluded(O] = startVertex; /| add the starting vertex io the trec;
2. numVerticesincluded = 1/ one vertes has been added to the tree

. for (Int 1= 03 1 < numberOfertices; L++) / eliminate edgzs to the starting veriex
4. { minFathLengths{i]
6. aCopy[[startverte]
e

7.

B3

a.

nofath
= noEdge;

x

minFathiengthe[startVertex] = O / st Ite path length from the starting vertex 1o 0
while (rum\erticesincluded < numberONertices) // al vertices are not In the trec.

{ findMinPath(numberOPertices, aCopy, verticeslncluded, numVerticesincluded,

0. minFathLengths, rowMin, colMin, minWelght, minPath)
M. for (Inb1=0;1 < numberOfvertices; la+) // eliminate edaes o the Included vertex
12 { aCopy[colMin] = noEdge;

B}

. aptlrowMin[colMin] =minWelghts // acd i, welahted edge 1o tree
15, aptlcoMn][roubin] =mirielght;

16 minPathlengths(colMin] = minFathy // add path length 1o list of min path lengths
17, verticesincluded[numerticiesincluded) = colMin; // ad vertiex to the Included list
18, rumVerticesincludeds-+; 1/ update the count of vertices Included I the tree.

19, /1 end while

20, return spt;
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public ant| ][ |shortestrfath(aint startVertex, ant minFathLengths|])).
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shortestPatnhiree = g.shortestrath(1, minrFathLengthns);
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ATrace of Floyds Algorithm Indicating the Changes Made to the Weight Matrix

Rl thar ke s sl leklans aihicites e ok wiirkaii 7 Aoy it el i

B Trip from Vertex A {0 Vertex C (Denoted A C)

T[T [152[ 133 [ 134 [ 231332 [ 333 [ 334 [ 331 [ 337 [ 333 [ 334 [ 31 [$32[ 33 [ 37
] 1 0|9 wle|s

T[00 (057 [ 097 [ 054 [ 130 132 [ 135 | 234 | 330 | 357 [ 397 [ 334 [430 [$37 [ 37 [ 5%
% i 6 4 i | 2

T[030 (051053 |05 | 130 131|133 [ 134 [ 330|331 [ 333 [ 354 [430 [431 | 33 |37
0|8 98 |6 |n '] 9

T[030 [ 03T [ 032 [ 034 [ 130 [ 151|157 | 154 | 230 | 2331 237 234 | 330 | 431 [ 437 [ 334
5 5 6

T[050 051052093 [ 130 131|132 [ 133 [ 330 [ 331 [ 332 [ 333 [ 330 [ 331 332|333

7 7|2 3 6 36|
733 Denotesa tip from vertex 2 o vertex 3.
20 | Denotes that the path length 20 of the trip that included the intermediate vrtex, B, was written into row 2,

column 3 of the weight mati because that trip was shorter than the current path length from vertex 2 o 3
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Floyd's Algorithm to Find airs Shortest Paths

1. for (Int b= 0; b < numberOfertices; ba-+) // all vertices considered as Intermedates, B
2. { for(int.a=0;a < numberOfertices; a++) /1 all starting vertices, A

3. { for(intc =010 < numberORertices; c++) / all destination vertices, C

4. { 1 (aCopy(a][c] > (aCopy[al[b] + aCopy[FI[e])) / A0 C » A to B C

s. aCopyfal[c] = aCopy[a][b] + aCopy{b][cl: / store the Indrect path length
1 111n the welght matri

o
7}

&}

9. return aCopy:
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tom = mary,; // shallow copy of mary into tom
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0.1029 or approximately 10%.
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System.out.println(tom.toString()); and System.out.println(mary.toString());:
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L = total access/number of operations

_ (access* 3 inserts) + (2 accesses * 4 inserts) + (3 accesses * 3 inserts)

10 operations

= (1%3/10) + (2*4/10) + (3*3/10)
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+ 3% (/N (1 = alN) + ... + N*(n/N)"""* (1 = n/N)

B (iyl*(n/N)"’)*(l ~ nIN).
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System.out.println(tom.toString()); and System.out.println(mary.toString());:




42_5.jpeg
PSS ¥oee SREPCIRY LTROR R eate]
{ age = object2.age;
weight = object2.veight;

}
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tom.deepCopy(mary) ;
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PHESSE TALCEOND CRSPORYL) 71 TREUTTS B THISTRNEA 0 8 PRESSN ORlnG:
{ Person p = new Person(age, weight);
return p;

}
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FOTRORL; Fepyea s
employee = new Person[3];

for(int 1 = 0; i <3, i+) 11 step 3:

L

1
new Person(25, 187.6): //

< allocate the reterence variable

allocate the array of
reference variables
allocate the objects and set
their locations in the array
of reference variables
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/1 reference variable and the array
/1 of reference variables
for(int i = 0; i <8, i+s) /1 Step 3: allocate the objects and set
employee[i] = new Person(2s, 187.6); //  their locations into the array of
1] reference variables
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ks PESLIC CLANE WiPUCLONSCLARE

2. { // data members

3. private Person personi, person2, persond; // three Person reference
1/ variables
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el
public WeightLossClass (int ai, double wi, int a2, double w2, int a2,
double 3)

{ [personi = new Person(ai, wi); // allocation of three Person objects
person = new Person(a2, W2);
persona = new Person(a3, v3);

} /1 end of constructor

public void showAll()

{ System.out.println(personi.toString());
system.out.println(person2. toString());
system.out.println(person3. toString());

} /1 end of showAll method

.} /7 end of class WeightLossClass
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weightLossGlass classi
WeightLossClass class2

N SNEILOSSIRES LS5 SOOu AN Ny TRELE Sy WS
new WeightLossClass (63, 195.4, 38, 160.5, 73, 195.6):
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11
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13

public class WeightLossClient extends Person
{ /] member data
private double goalWeight;
/1 member methods
public WeightLossClient (int a, double v, double g)
{ [SUper(a,W)j // initializes the age and weight, the inherited
/1 attributes
goallleight = g;
i
public String tosting()
{ 'string s = super.toString() // invokes the inherited tostring methoc
/1 for age and weight
return (s + '\nand the person's goal weight is: * + goalWeight);
i
.} /] end of class WeightLossClient
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2. { // data members.
3. private WeightLossClient personi, person2, persond; // 3 Client

1/ ref. variables
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methods

public WeightLossClassRevised(int ai, double wi, double gi
int a2, double w2, double g2
int a3, double w3, double g3

{ persont = new WeightLossClient (ai, wi
person2 = new WeightLossClient (a2, w2
person3 = new WeightLossClient (ad, w3

i

public void showAll()

{ System.out.printin(personi.tostring())
system.out.println(person2. tostring());
system.out.println(person3. tostring());

} /1 end of showAll method

.} // end of class WeightLossClientRevised

91); // allocation of 3
92); // WeightLossClient
93); // objects
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WeightLossClient ¢ = new WeightLossClient():  // creates a child object
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/1 output method

2. { for(int i =0; i < array.length; i++)

3. systen.out.printin(array[il);
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output IntegerArray(weights): // compile error
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/1 outputIntegerArray

2. { for(int i =0; i < array.length; i++)

3. systen.out.printin(arraylil);
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Rs  AMIEGALL] SQBN = 118, &0, SU, S0y B«
2. Double[] weights = {10.1, 20.2, 30.3, 40.4, 50.5
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public class PersonGeneric<T, E>
{1/ definition of the data members

private T age;

private E weight;

/1 definition of member functions

public PersonGeneric(T a, Ew) // the constructor

O age = a;

weight = w;

)
public String toString()
{ return(“tnis person’s age is: ° + age +
“\n and their weight is: * + weight);
} // end of tostring method
+ '} /1 end of PersonGeneric class
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4. outputArray(weights): // Double substituted for placeholder T
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PersonGeneric <Double, Double> tom = new PersonGeneric <Double, Double> (10.23,
102.56) :
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PersonGeneric <Integer, Double> bill = new PersonGeneric <Integer, Double>
(1, 15.1)
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Integer a = new Integer(1);
Double w = new Double(15.1);
PersonGeneric <Integer, Double> bill = new PersonGeneric <Integer, Double> (a, W);

The above three lines cannot be replaced with the line

PersonGeneric <int, double> bill = new PersonGeneric <int, double> (1, 15.1):




54_1.jpeg
TRC AT & & U 2Dy T
{ if(data[i] < 0)

data[i] = data[i] * 2;
}
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Listing

string name
int age

Listing()
Listing(String, int)
string tostring()
void input()

void sethame (String)
void setAge(String)
string getName ()

int getAge()





